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Abstract This paper contributes a novel High-Performance Integrated Control framework to support the
real-time operation of urban water supply storages affected by water quality problems. We use a 3-D, high-
fidelity simulation model to predict the main water quality dynamics and inform a real-time controller based
on Model Predictive Control. The integration of the simulation model into the control scheme is performed
by a model reduction process that identifies a low-order, dynamic emulator running 4 orders of magnitude
faster. The model reduction, which relies on a semiautomatic procedural approach integrating time series
clustering and variable selection algorithms, generates a compact and physically meaningful emulator that
can be coupled with the controller. The framework is used to design the hourly operation of Marina Reser-
voir, a 3.2 Mm3 storm-water-fed reservoir located in the center of Singapore, operated for drinking water
supply and flood control. Because of its recent formation from a former estuary, the reservoir suffers from
high salinity levels, whose behavior is modeled with Delft3D-FLOW. Results show that our control frame-
work reduces the minimum salinity levels by nearly 40% and cuts the average annual deficit of drinking
water supply by about 2 times the active storage of the reservoir (about 4% of the total annual demand).

1. Introduction

Large metropolitan areas, or ‘‘megapolitan regions,’’ are undergoing a dramatic expansion driven by unprec-
edented rates of urbanization—globally, the number of people living in cities is expected to surpass 6 bil-
lion by 2050 [United Nations Population Fund, 2011]. This fast urban growth is putting increased demands
on basic infrastructure services, presenting a major design challenge for planners and policy makers. In par-
ticular, the increase in drinking water demand, combined with climate-change-driven shift in the hydrologic
cycle, could cause repeated water shortages unless adequate adaptation measures are taken. A study by
McDonald et al. [2011] shows that about 150 million people are presently living in cities with perennial water
shortage. This figure is expected to increase to almost 1 billion people by 2050 [McDonald et al., 2011].

In this context, the conventional urban water management approach—based on large-scale, centrally oper-
ated infrastructures for water supply, storm water drainage and wastewater disposal—is often criticized
because it fails to make best use of the different components of the urban water cycle [Marlow et al., 2013].
These shortcomings have led to the development of the Sustainable Urban Water Management paradigm,
which proposes the adoption of decentralized infrastructures, e.g., rainwater and storm water harvesting, as
a means to augment water supplies within the urban environment [Brown and Farrelly, 2009]. Retention
basins and urban reservoirs are increasingly used to support drinking water supply, since they make use of
a resource, i.e., storm water, that would be otherwise wasted, thus limiting the amount of water abstracted
from natural systems or produced with energy-intensive techniques, such as desalination. Yet, the operation
of these infrastructures is problematic, for two main reasons. First, the presence of large impervious areas in
urban catchments results in high discharge peaks and a fast runoff response to rainfall, with consequent
short times of concentration [Fletcher et al., 2013]. Second, storm water transports a large amount of pollu-
tants to the receiving water bodies [Barbosa et al., 2012].

A critical role to manage water quantity and quality in intensively developing catchments is played by the
integration of real-time operation (control) techniques with high-fidelity simulation models that describe
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the hydrological and biological processes in great details [Beck, 2005]. The main advantage of High-
Performance Integrated Control (HPIC)—using Beck’s terminology—is that it enhances engineering and
ecological resilience by adapting the system’s operation to rapidly propagating disturbances, such as rainfall
events. Furthermore, HPIC does not require any structural engineering measures and thus retains the exist-
ing infrastructures [Butler and Sch€utze, 2005]. Yet such integration cannot be simply accomplished by com-
bining individual models, but must account for the interaction between the different model components
[Bach et al., 2014]. This aspect is particularly relevant with regard to retention basins and urban reservoirs,
where the presence of spatially distributed and nonlinear processes requires the adoption of complex, 3-D
hydroecological simulation models that cannot be directly combined with real-time operation models. In
fact, the computational requirements of these 3-D models may prevent their uptake for optimization-based
decision making, especially when short decision time steps (e.g., daily or hourly) must be adopted.

A viable strategy to handle this problem is surrogate modeling (or computer model emulation) [Santner et al.,
2003], that is, the development and adoption of a simpler, cheaper-to-run model of the original high-
fidelity simulation model. Model emulation has become very popular in several applications of water sys-
tems analysis, such as optimization and sensitivity analysis, with particular emphasis given to the response
surface approach [Mugunthan and Shoemaker, 2006; Castelletti et al., 2010; Yan and Minsker, 2010]. This
approach, also called metamodeling [Blanning, 1975], includes a broad variety of data-driven techniques, all
aimed at finding a direct mapping between multiple explanatory variables (e.g., model parameters) and a
model response variable (see the review by Razavi et al. [2012]). The response variable is commonly a statis-
tics of model simulations (e.g., average value of a water quality parameter), although some response surface
techniques that emulate an output time series have been recently proposed [Wu et al., 2014, 2015]. A key
feature of the response surface approach is that it identifies an empirical, input-output relationship that
does not explicitly emulate the main process dynamics and does not represent the internal components of
the original simulation model. This last property is guaranteed by model reduction or reduced-order model-
ing, which aims at identifying a low-order, dynamic emulator of the original model [Castelletti et al., 2012a].
Most of the existing model reduction procedures are based on Proper Orthogonal Decomposition (POD),
which uses data simulated with the original model—or ‘‘snapshots’’—to construct a set of basis functions
via singular value decomposition. The reduction is then achieved by retaining only those few basis func-
tions that account for most of the variability in the data [Willcox and Peraire, 2002; Antoulas, 2005]. During
the last decade, model reduction has been successfully applied to a variety of groundwater problems,
including inverse modeling [Vermeulen et al., 2006; Liu et al., 2013; Boyce and Yeh, 2014; Lin and McLaughlin,
2014a], simulation [Vermeulen et al., 2004; Siade et al., 2010; Cardoso and Durlofsky, 2010], design of monitor-
ing networks [Ushijima and Yeh, 2013], stochastic flow problems [Pasetto et al., 2011], and optimal manage-
ment [McPhee and Yeh, 2008; Lin and McLaughlin, 2014b] (see the review by Asher et al. [2015]). More
recently, model reduction has been employed for the optimal real-time operation of surface water resour-
ces systems, such as water flooding systems [van Doren et al., 2006] and polders [Xu et al., 2010, 2013].

Model reduction is particularly useful for meeting water quantity and quality targets in urban reservoirs for
two reasons. First, it reduces the computational requirements of 3-D hydroecological models, thus making
their integration into real-time operation frameworks effective, even when very short decision time steps
are adopted—see, for example, Joseph-Duran et al. [2014], where an emulator of a sewer network is used to
solve an optimal control problem with a 5 minute time step. Second, model reduction yields a low-order,
dynamic model emulating only the internal components of the original model that are relevant to the deci-
sions that must be optimized. In other words, the dynamic emulator issues at each time step an estimate of
the current state of the system (e.g., water temperature and salinity) upon which the decisions (e.g., pump-
ing and discharging) are made.

Following this research stream, we propose a novel HPIC framework to support the operation of urban
water reservoirs by combining model reduction of computationally intensive 3-D models and real-time
operation techniques. The model reduction relies on the semiautomatic procedural approach introduced
by Castelletti et al. [2012b], named Dynamic Emulation Modeling (DEMo). Unlike traditional POD-based pro-
cedures, which generally project the entire state vector of the original model onto a reduced-space basis,
the DEMo procedure reduces the dimensionality of the original simulation model with an alternative,
‘‘output-oriented’’ approach. First, snapshots are used to identify spatial clusters in which a specific state
variable assumes a similar pattern over time. Then, only the clusters relevant to the output of interest are
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selected—as reduced state variables—with the aid of a variable selection algorithm. This output-oriented
approach ensures adaptability to nonlinear processes, high efficiency in terms of complexity reduction,
physical interpretability of the emulator structure, and compatibility with real-time control. The emulator is
used to inform a real-time Model Predictive Control (MPC) scheme that exploits a short-term prediction of
the reservoir inflow to optimize the control decisions over the prediction horizon [Camacho and Alba, 2013].
The HPIC framework is applied to the real-time operation of Marina Reservoir—a storm-water-fed reservoir
recently constructed in the central business area of Singapore—which is occasionally affected by flood
events and high salinity levels resulting from the recent formation of the impoundment from a former
estuary.

2. Study Site

2.1. Water Management in Singapore
Singapore is a city-state with an area of 700 km2, limited natural water resources, and a population of about
5.5 million people, which makes it one of the most densely populated regions in South-East Asia. To ensure
a stable and sustainable water supply, the government has recently adopted the Four National Taps Strat-
egy, in which water is supplied from four different sources: treated storm water harvested from local catch-
ments, imported water from Malaysia, desalinated water, and reclaimed water (NEWater) [Tortajada, 2006].
The core of the first tap is the use of Singapore’s largest catchment, Marina Reservoir catchment, as a source
of water supply. The reservoir—created in late 2008 with the construction of a 350 m-wide barrage that
closed the former marina from the sea (Figure 1, top)—meets about 10% of the current water demand
[Kristiana et al., 2011].

2.2. Marina Reservoir
Marina Reservoir has a surface area of 2.45 km2 and an active storage of 3.2 Mm3. It is fed by five main tribu-
taries draining a catchment of approximately 100 km2 that produces a mean annual inflow of 180 Mm3. The
catchment is drained by concrete lined canals, which make the time of concentration extremely short and
the base flow almost null (about 1 h and 2.9 m3/s, respectively). Because of the high-intensity rainfall events
characterizing the region, peak discharges up to 750 m3/s can occur. This combination of tropical climate,
short time of concentration, and small active storage makes the reservoir storage dynamics very sensitive to
peak discharges. The reservoir is also operated to prevent flooding of the surrounding lowland areas. To
meet these operating objectives, the barrage is equipped with surface gates, bottom pipes, and a pumping
station—all operated with an hourly decision time step accordingly to the time of concentration of the
catchment and the semidiurnal tidal frequency. Gates and pipes discharge water into the sea during low-
tide events, while pumps are operated during high tides, when the sea water level is higher than in the res-
ervoir (Figure 1, bottom). With an installed capacity of 280 m3/s, the pumping station is very energy inten-
sive and its use ought to be limited to exceptional cases. The energy cost is considered as the third
operation target; activating the pumps should be kept at a minimum [Galelli et al., 2014a].

The preservation of water quality standards in Marina Reservoir is challenged by the considerable load of
nutrients (mostly phosphates and nitrates), which, combined with high water temperature and light inten-
sity, often leads to in-reservoir eutrophic conditions [Antenucci et al., 2013]. Besides, the recent formation of
the impoundment from a former estuary makes high salt concentrations another important issue. Since the
permanent closure of the barrage in April 2009, salinity levels have dropped to typical fresh water standards
in many areas of the reservoir [Antenucci et al., 2013]. However, residual sources of saline water persist in
the form of groundwater seepage driven by the water level gradient between sea and reservoir during high
tide events. The accumulation of salt has resulted in a thin saline layer on the reservoir bed—especially
near the barrage—of about 1–2 m thickness, equivalent to 10% of the reservoir volume, where the salinity
is approximately 30 parts per thousand (ppt) [Antenucci et al., 2013]. During dry periods, salinity levels
increase in the upper layers through diffusion and mixing, resulting in high salinity at the drinking water
intake point, with potential consequences on water supply and treatment costs. (The drinking water supply
is stopped when the salinity at the drinking water intake is higher than 0.25 ppt). The seawater intrusion
process could be controlled, in the first instance, by resorting to structural engineering measures. For exam-
ple, the injection of freshwater along the barrage area would create a number of hydraulic barriers and pre-
vent seawater from infiltrating into the reservoir. This solution, which is often adopted to protect coastal
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aquifers [Bray and Yeh, 2008], could be complemented by a system designed to continuously pump sea-
water from the reservoir bottom. A more invasive measure would be the deployment of physical subsurface
barriers, such as concrete grout, bituminous substances, or sheet piles, which retain groundwater and
inhibit seawater intrusion [Luyun et al., 2011]. However, these are invariably costly options that would
require a physical modification of the barrage [Werner et al., 2013]. In this work, we study an economically
viable, ‘‘soft-path’’ alternative to infrastructural interventions, namely the mechanical control of the salinity
levels obtained by operating the bottom pipes during low-tide events. This requires redesigning the real-
time operation of the barrage to include the salinity control target.

3. Models, Methods, and Tools

3.1. Models Available
Because of its strategic role and peculiar location, Marina Reservoir has been studied intensively in the last
few years. Various models have been developed to describe both the hydrodynamics of the whole reservoir
(Delft3D-FLOW) [Zijl and Twigt, 2007] and the associated ecological and water quality processes (ELCOM-
CAEDYM) [Antenucci et al., 2013]. Comparatively, fewer studies have focused on the operational aspects.
The real-time operation model developed by Galelli et al. [2014a] and Delft3D-FLOW are adopted in this
work, as they are being considered for adoption by the barrage operators and were tested in a recent
research project [Galelli et al., 2012].

Figure 1. (top) Marina Reservoir location in Singapore; (bottom) schematization of Marina barrage operation during (left) low and (right) high tide conditions with the decision variables
adopted in this study.
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3.1.1. Real-Time Operation Model
To simulate the reservoir operation, a model that calculates the release from gates, pumps, bottom pipes,
and drinking water intake is needed. Since the storage dynamics is sensitive to rainfall-induced peak dis-
charges, the reservoir operation benefits from a proactive decision-making strategy based on real-time
hydrometeorological predictions. This is the rationale behind the adoption of a deterministic MPC scheme,
which relies on a short-term prediction of the reservoir inflow and the optimization of the release decisions
over the inflow prediction horizon [Castelletti et al., 2008].

The MPC scheme is based on the receding horizon principle. At each decision time step t, a hydrological
model issues a prediction of the reservoir inflow—over the horizon [t, t 1 h]—that is used by an optimiza-
tion algorithm to design the release sequence. Only the release decision Ut for the first time step [t, t 1 1) is
implemented, and, at time t 1 1, a new problem is formulated and solved over the horizon [t 1 1, t 1 h 1 1]
with a new prediction of the inflow updated to the information available at time t 1 1 [Castelletti et al.,
2008]. When accounting for water quantity objectives (i.e., drinking water supply, flood control, and energy
cost), the MPC scheme is coupled with the following lumped model of the reservoir mass balance that
describes the storage dynamics and allows computing the operating objectives:

st11 5 st1 at112Rðst;Ut; at11; hs
t11Þ

� �
� D (1)

where st is the storage (m3) at time t; at11 the inflow (m3/s) in the interval [t, t 1 1); Ut the decision vector compris-
ing the release decision from gates (Ug

t ), pumps (Upu
t ), bottom pipes (Upi

t ), and drinking water intake (Ud
t ) (m3/s);

hs
t11 the sea level (m) at time t 1 1; D the integration time step (equal to 3600 s). Rð�Þ is the release (m3/s) that

actually occurs in the interval [t, t 1 1) due to physical and operational constraints [Soncini-Sessa et al., 2007].

The presence of different water quantity targets is formalized through the definition of immediate cost
functions. The drinking water supply cost function gw

t ð�Þ is a function of the supply deficit with respect to the
drinking water pumping capacity w (equal to 4.75 m3/s), and it is defined as

gw
t ðst;Uw

t ; at11Þ5
0 if rw

t11 � w

ðw2rw
t11Þ otherwise

(
(2a)

where rw
t11 is the actual volume pumped in the interval [t, t 1 1) to the upstream water treatment facility.

The flood control cost function gf
tð�Þ expresses the deviation from the safety water level range [20.2, 0.3] m.

It is expressed as

gf
t ðst;Ut; at11; hs

t11Þ5
ðht10:2Þ2 if ht < 20:2

ðht20:3Þ2 if ht > 10:3

0 otherwise

8>><
>>: (2b)

where ht is the reservoir level (m), computed as the ratio between reservoir storage st and surface S.

The energy cost function gp
t ð�Þ accounts for the pumps usage during high tide events, and it is defined as

gp
t ðst;Up

t ; at11; hs
t11Þ5ðr

p
t11Þ

2 (2c)

where rp
t11 is the actual volume pumped in the interval [t, t 1 1) from the barrage to the open sea.

According to the multiobjective nature of the problem, the three immediate cost functions gw
t ð�Þ; gf

t ð�Þ, and
gp

t ð�Þ are aggregated to provide the cost function gtð�Þ:

gtð�Þ5kw � gw
t ð�Þ1kf � gf

t ð�Þ1kp � gp
t ð�Þ (3)

with kw1kf 1kp51. The value of the weights kw, kf, and kp can be varied—in order to study the trade-off
between the different operating objectives—or kept fixed, as in the current study (see next).

The real-time optimization problem thus takes the following form:

min
Ut ;...;Ut1h21

Xt1h21

s5t

gsð�Þ1�gt1hðst1hÞ
" #

(4a)
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subject to

ss115f ðss;Us; as11; hs
s11Þ s5t; . . . t1h21 (4b)

Us 2 Us s5t; . . . t1h21 (4c)

at1h
t11 given scenario s5t; . . . t1h21 (4d)

hs;t1h
t11 given scenario s5t; . . . t1h21 (4e)

st given (4f)

where ss is the storage at time s, whose dynamics is described by the mass conservation equation (equation (1));
Ut the vector of release decisions belonging to the set of the feasible decisions Us ; gsð�Þ the immediate cost func-
tion expressing the cost associated with the system’s transition; and �gt1hðst1hÞ the penalty function associated
with the final storage st1h. The vector of inflow and sea level predictions, at11 and hs

t11, is issued with an hourly
resolution by a M5 model tree and a dynamic tidal model over a horizon h equal to 3 h [Galelli et al., 2014a]. The
release decisions are optimized with the trust region method based on interior point techniques [Waltz et al.,
2006]. This operation model is inherently parsimonious, so the problem of optimizing the release decisions is
solved in real time in a computationally efficient way.

Accounting for seawater intrusion requires an additional model—such as Delft3D-FLOW—mapping the
release decisions and hydrometeorological boundaries into the saline layer dynamics. To control salt intru-
sion, an additional cost function is added to the problem formulation, i.e.,

gs
tð�Þ5Yt (5)

where Yt is the output simulated by Delft3D-FLOW (see next section). In this case, the aggregated cost func-
tion gtð�Þ is given by

gtð�Þ5kw � gw
t ð�Þ1kf � gf

t ð�Þ1kp � gp
t ð�Þ1ks � gs

tð�Þ (6)

with kw1kf 1kp1ks51. The real-time optimization problem (equation (4a)) is then modified to (1) account
for the different aggregated cost function gtð�Þ (equation (6)) and (2) adding a process model describing
the salinity dynamics.
3.1.2. 3-D Hydrodynamic Model
Delft3D-FLOW simulates three-dimensional unsteady flow and transport phenomena in response to the
releases from the barrage and hydrometeorological boundaries—including the effect of density differences
due to nonuniform temperature and salinity distribution. The numerical modeling system solves the Navier-
Stokes equations for an incompressible fluid, under the shallow water and Boussinesq assumptions. The sys-
tem of equations consists of the horizontal equation of motion, continuity equation, and transport equa-
tions for conservative constituents. These partial differential equations are solved on a finite difference grid
(see Deltares [2014] for further details).

The horizontal spatial resolution varies throughout the domain, with an average grid size of 25 by 25 m. The
model has a maximum of 12 vertical layers, each with a specified height, so that the amount of layers depends
on the local depth. The average vertical resolution is about 0.5 m. This results in a smooth representation of the
bottom topography and accurate calculation of stratification. Overall, the model has a total of about 2500 com-
putational cells. Delft3D-FLOW has five state variables for each cell, namely horizontal and vertical components
of velocity, water temperature, and salinity (Table 1). Their value is saved on a coarser grid of 111 nodes and
along a south-north cross section, represented in Figure 2 along with the reservoir bathymetry. Considering a
total of 111 nodes and an average of 10 vertical layers, the state vector Xt has �5500 variables. The input to
Delft3D-FLOW consists of two vectors Ut and Wt of release decisions and hydrometeorological boundaries (see
Tables 2 and 3). The output Yt is the salinity at the control point, namely the deepest layer (depth of 6.5 m) of a
node located a few hundred meters from the barrage (see Figure 2). The model has a temporal resolution of
30 s and an associated real-to-run time ratio of about 100:1 (estimate obtained with an Intel Xeon 2.53 GHz
Eight-Core with 24 GB RAM); for instance, it takes 1 computing day to simulate 100 real days.

The model was manually calibrated with a trial-and-error procedure aimed at adequately reproducing the
temporal and spatial dynamics of flow and transport phenomena. The groundwater seepage Wgs

t is
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described as an empirical, linear relation
calibrated on a set of salinity measure-
ments. With this relation, the intrusion rate
is described as a function of the difference
between sea and reservoir water level.

3.2. High-Performance Integrated
Control Framework
With a real-to-run time ratio of 100:1,
Delft3D-FLOW cannot be practically inter-
laced to the real-time operation model,

which requires thousands of simulations to explore the decision space and determine the optimal control.
Consider, for example, the problem of simulating 1000 alternative operation strategies over a horizon of
3 h. This would require a computing time of about 30 h, which is more than 1 order of magnitude larger
than the decision time step adopted by the barrage operators. To solve this problem, the HPIC framework
combines a dynamic low-order emulator and a real-time operation model to design the hourly operation of
the barrage (Figure 3).

First, historical observations of the hydrometeorological boundaries Wt and stochastically generated release
decisions Ut are used to run Delft3D-FLOW (Design of Experiments in the figure), generating a data set F of
observations fXt;Wt;Ut; Yt;Xt11g. This high-dimensional data set is then employed by model reduction
algorithms to identify a low-order, computationally efficient emulator of the saline layer dynamics. Second,
the emulator is embedded within the operation model to design in real-time release decisions that balance
water quantity and quality objectives. The effect of these decisions is quantitatively assessed via high-
fidelity simulation with Delft3D-FLOW, whose high spatial and temporal resolution allows studying the
dynamics of the saline layer throughout the reservoir domain.

3.3. Dynamic Emulation Modeling
The purpose of DEMo is to identify a low-order, computationally efficient emulator on the data set F generated
via simulation with Delft3D-FLOW. The emulator must be such that its output yt reproduces Delft3D-FLOW output

Figure 2. (left) 2-D view of Marina Reservoir bathymetry, with the black dots representing the grid adopted to save the output of Delft3D-FLOW; (right) 3-D view of the bathymetry, with
the black line representing the south-north cross section used to analyze the model results. In both parts, the red dots correspond to the water intake and control point.

Table 1. Components of Delft3D-FLOW State Vector Xi
t for the ith Node

Variable
Unit of

Measurement Description

X i;hs1
t m/s Horizontal speed

(first component)
X i;hs2

t m/s Horizontal speed
(second component)

X i;vs
t m/s Vertical speed

X i;wt
t 8C Water temperature

X i;s
t ppt Salinity
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Yt, but has lower dimensional state, hydrome-
teorological boundaries and release decision
vectors xt, wt, and ut. The emulator takes the fol-
lowing state-space form:

xt115fðxt;wt; utÞ (7a)

yt5hðxt;wt;utÞ (7b)

where fð�Þ is a nonlinear function that models the state transitions and hð�Þ the output transformation func-
tion. Since the emulator is used to control seawater intrusion in real time, the output Yt we want to repro-
duce is the immediate cost function gs

tð�Þ associated with the water quality objective (equation (5)).
The adoption of a state-space formulation is particularly useful for the HPIC framework, as the resolution of
the control problem requires to know the system state xt—the release decision is based on the value of the
state variables at time t. The generation of a high-dimensional data set with Delft3D-FLOW and model
reduction are the two components of the DEMo procedure [Castelletti et al., 2012b].
3.3.1. Design of Experiments
The DoE consists of a sampling in the space of the 3-D hydrodynamic model inputs to design a sequence of
trajectories for the release decisions Ut and hydrometeorological boundaries Wt. The model is run on these
management and hydrometeorological scenarios to generate the data set F . This data set must reproduce
all dynamic behaviors of the model, excited and forced by the spectrum of inputs. This can be done by
adopting techniques for the design of dynamic experiments [Forssell and Ljung, 2000; Young, 2011], which
activate the dynamical modes that are of interest to the DEMo problem. However, if the computational
requirements of the model limit the feasible number of simulation runs, a less formal DoE may need to be
adopted. For example, historical observations available for the hydrometeorological boundaries could be
used for Wt, while the release decisions Ut could be generated with pseudo-random number generators
[MacWilliams and Sloane, 1976]. The latter approach is adopted in this study (see section 4 for further
details).
3.3.2. Model Reduction
A common approach to the model reduction problem is to project the entire state vector Xt—along with
the inputs Wt and Ut—onto a lower dimensional subspace, where the model equations are solved. In prac-
tice, samples of the state and input variables generated with the DoE are used by an interpolation scheme
that finds a subspace of the state vector space, where the full model solution resides. This subspace is eval-
uated so that it captures the majority of the variation in the model solution [Siade et al., 2010]. A limit of this
approach is that it conditions the emulator on a projection of the entire state vector, while only a few state
variables might be relevant with respect to the output of interest. In water quality models, for example, dif-
ferent processes might be well approximated with a small subset of the variables simulated by the original
model, thus adding to the emulator’s simplicity and physical interpretability. This is the rationale for adopt-
ing a three-step model reduction approach based on variable aggregation, selection, and model calibration
[Castelletti et al., 2012b].
3.3.2.1. Variable Aggregation
The purpose of variable aggregation is to transform the state vector Xt into a lower dimensional vector ~Xt .
The transformation is obtained by processing the data in F with a suitable aggregation scheme, so that the

majority of the variation in Xt is captured.
This yields a lower dimensional data set
~F equal to f~Xt;Wt;Ut; Yt; ~Xt11g. The
aggregation scheme can rely on fully
automatic techniques, such as locally lin-
ear embedding [Roweis and Saul, 2000],
self-organizing maps [Kalteh et al., 2008],
or time series clustering [Liao, 2005],
which is adopted for the first time in this
study. An interesting feature of clustering
is that it organizes the state variables into

Table 2. Components of Delft3D-FLOW Release Decisions Vector Ut

Variable
Unit of

Measurement Description

Ug
t m3/s Release from gates

Upu
t m3/s Release from pumps

Upi
t m3/s Release from bottom pipes

Uw
t m3/s Release from

drinking water pump

Table 3. Components of Delft3D-FLOW Hydrometeorological Boundaries
Vector Wt

Variable
Unit of

Measurement Description

at m3/s Inflow
W gs

t m3/s Groundwater seepage
W cc

t % Fractional cloud cover
W rh

t % Relative humidity
W at

t 8C Air temperature
W ws

t m/s Wind speed
W wd

t 8 Wind direction
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homogeneous clusters; so state variables belonging to a given cluster are more similar to each other than
to variables belonging to a different cluster. Clusters can be seen as macroareas in the reservoir domain
where the within-group variance is minimized and the between-group variance is maximized. In this study,
we adopt the Hierarchical Agglomerative Clustering algorithm introduced by Magni et al. [2008]. Apart from
its intrinsic simplicity, the algorithm has the characteristic of working directly on the ‘‘raw’’ data. This gives
the twofold advantage of not requiring any preprocessing and preserving the physical interpretability of
the reduced state variables. Unlike other algorithms, e.g., k-means [Hartigan and Wong, 1979], the desired
number of clusters does not have to be specified a priori, but it is determined with an ex-post evaluation of
the results. In this work, the evaluation is based on the Davies-Bouldin Index (DBI) [Davies and Bouldin,
1979], which favors clustering configurations with small within-cluster variance and high between-clusters
variance. Overall, the optimal configuration is the one that minimizes the DBI value. Further details about
the algorithm are given in section A1.
3.3.2.2. Variable Selection and Model Calibration
Based on the information content of ~F , the dimensionality of the hydrodynamic model is further reduced
by selecting the components of ~Xt; Wt , and Ut that will constitute the emulator’s state xt, hydrometeorolog-
ical boundaries wt and release decision ut vectors. This operation relies on variable selection algorithms,
which can effectively handle large, multivariate data sets [Guyon and Elisseeff, 2003; Galelli et al., 2014b]. In
this study, we adopt the Iterative Input variable Selection (IIS) algorithm—a stepwise, forward-selection

Figure 3. Schematization of the High-Performance Integrated Control framework adopted to combine Delft3D-FLOW, a low-order emulator and the Model Predictive Control scheme.
The solid line is the DEMo workflow, the dashed line is the evaluation via optimization-simulation of the optimal barrage operation.
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method introduced by Galelli and Castelletti [2013a]. The algorithm starts with an empty set of input varia-
bles, and then selects one variable per iteration according to a given measure of input significance. The
selection process is stopped when the accuracy of an underlying data-driven model built with the selected
variables does not significantly improve—according to a specific tolerance e.

The IIS algorithm is applied in a recursive manner. First, the most relevant variables in explaining the output
Yt are selected among the vectors ~Xt; Wt , and Ut. This gives the arguments xt, wt, and ut of the function
h(xt, wt, ut) that yields the emulator’s output yt. For each state variable selected in the previous step, a new
variable selection is performed to select the variables relevant to describe its dynamics. This gives the argu-
ments of the function f(xt, wt, ut) associated with the considered state vector xt. If the second step leads to
the selection of further variables from the vector ~Xt—i.e., state variables not yet included in xt—the variable
selection is recursively repeated, until all the selected state variables are given a dynamic description. Once
this process is over, the arguments xt, wt, and ut of the output transformation function hð�Þ and state transi-
tion equation fð�Þ are known.

The output transformation and state transition equation are eventually validated on an independent set of
observations generated with the DoE. Extra-Trees—a tree-based regression method introduced by Geurts
et al. [2006]—are the model class for fð�Þ and hð�Þ, since they are used by the IIS algorithm during the vari-
able selection process. Further details about IIS algorithm and Extra-Trees, along with the adopted parame-
terization, are given in section A2.

4. Setting the Experiments

The generation of the data set F via simulation of Delft3D-FLOW requires determining the input Wt and Ut.
As far as the hydrometeorological boundaries are concerned, the data available for this study span a period
of 33 months (all data were observed with hourly resolution during April 2009 to December 2011). A 21
month time series (April 2009 to December 2010) for each component of Wt is used in the DoE. Considering
that Singapore is characterized by no distinctive dry and wet periods and that storm events have similar
probability of occurrence throughout the year, the available data are considered representative of the sea-
sonal hydrometeorological conditions across the bay [NEA, 2012]. The barrage operation is instead repre-
sented by 20 time series for each component of the release decision vector Ut generated with the aid of a
pseudo-random number generator. To ensure that the release decisions depend on the hydrometeorologi-
cal conditions, the following two-step strategy is adopted. First, the MPC scheme is used to compute the
optimal release decisions at each decision time step t—with water quantity objectives only (equation (3))—
on the basis of the current system’s state and the predicted hydrometeorological conditions. Then, the
value of these release decisions is modified by adding a disturbance created with the pseudo-random num-
ber generator. In other words, the release decisions exploration is enlarged to a small set of different values
around the historical optimal ones. The combination of hydrometeorological and operating scenarios gives
a total of 20 simulation scenarios and a data set F of about 300,000 hourly samples. The data correspond-
ing to the period April–December 2009 are used for identifying the emulator (i.e., variable aggregation,
selection, and model calibration), while those corresponding to January–December 2010 are used for vali-
dation. Finally, the hydrometeorological boundaries measured over the period January–December 2011 are
used for an additional evaluation of the entire HPIC framework. This period is characterized by slightly wet-
ter conditions (the average monthly rainfall is 221 mm, while it is 182 and 184 mm in 2009 and 2010,
respectively), so this allows testing the framework on unseen inflow conditions.

5. Results and Discussion

5.1. Model Reduction
Following the procedure described in section 3.3, the high-dimensional data set produced by Delft3D-
FLOW is used to identify a dynamic emulator of the salinity simulated at the control point.
5.1.1. Variable Aggregation
The time series clustering algorithm is applied to five groups of state variables simulated by Delft3D-FLOW,
each containing salinity, temperature, and speed (horizontal and vertical components). This allows identify-
ing different macroareas in which a specific state variable, for example salinity, assumes similar values over
the simulation period. The clustering analysis is carried out by varying the final number of clusters between
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3 and 10, which represent the lower and upper bound of the desired number of clusters. The lower bound
corresponds to a clustering configuration that favors dimensionality reduction, while the upper bound
penalizes reduction in favor of a more accurate description of the physical processes. The accuracy of each
clustering configuration is measured with the DBI, whose values are reported in Figure 4 for each group of
state variables. Results show that the optimal number of clusters for salinity is equal to 5, which represents
the best trade-off between dimensionality reduction and the characterization of the original physical pro-
cess. Similar results are obtained for temperature and the horizontal components of water speed, while a
higher number of clusters are found for vertical speed. This aggregation leads to an overall dimensionality
reduction of about 2 orders of magnitude, since the state vector Xt is transformed into a lower dimensional
vector ~Xt with 32 components.

A spatial representation of the five clusters identified for salinity is given in Figure 5, which shows the corre-
spondence between the clustering configuration and the stratification conditions of the reservoir. Cluster 5
contains all points belonging to the upper layers of the reservoir, until a maximum depth of about 4 m from
the surface. This is the largest area of the reservoir, characterized by freshwater conditions. Cluster 4 repre-
sents a sort of ‘‘buffer zone’’ at 4–5 m depth, located between this freshwater area and the thin saline layer
on the reservoir bottom represented by Clusters 1–3. In particular, Clusters 1 and 2 contain the deepest
points located in proximity of the barrage, where the groundwater seepage occurs. The reader is referred to
the supporting information for a detailed description of the clustering results on water temperature and
speed.
5.1.2. Variable Selection and Model Calibration
The candidate input variables considered for the variable selection process are the 32 components of the
state vector ~Xt and the seven and four components of the hydrometeorological boundaries and release
decisions vectors Wt and Ut (Tables 1 and 2). This results in a total of 43 candidate inputs. The IIS algorithm

Figure 4. Value of the Davies-Bouldin Index (DBI) for a number of clusters included between 3 and 10; the red bars correspond to the optimal number of clusters. The time series clustering
analysis is performed individually for the five state variables simulated by Delft3D-FLOW.
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is first used to select the most relevant variables in explaining the output Yt over a prediction horizon of 3 h.
The results obtained are reported in Figure 6a, which shows the accuracy—measured in terms of coefficient
of determination R2—of the underlying Extra-Trees model as well as the contribution DR2 of each selected
variable. The model performance increases sharply with the selection of just one variable, and the selection
of an additional variable (the groundwater seepage Wgs

t ) does not lead to any further improvement. Unsur-
prisingly, the first variable is the state variable ~X

C2;s
t —the salinity in the second cluster (see Figure 5), where

the control point is located. In other words, the dynamic behavior of the output Yt can be accurately
described (with an R2 of 0.989, cross validation) as a function of the state variable ~X

C2;s
t , as graphically con-

firmed by the scatter plot of Figure 6b.

A second variable selection round is then necessary to identify the variables relevant to the dynamics of the
state variable ~X

C2;s
t11 . Unlike the former case, the performance of the underlying model increases slowly with the

number of selected variables, up to the fourth, when the IIS algorithm tolerance e is reached (see Figure 6c).
A high percentage of the salinity variance in the second cluster is described by three variables that relate to
the main driving forces of salinity behavior: (1) the autoregressive term ~X

C2;s
t represents the state of the system

and, as such, is characterized by a relevant contribution DR2 of about 0.778; (2) the release from the bottom
pipes Upi

t has a key role, since it contributes to discharge water with high salinity; and (3) the groundwater
seepage Wgs

t has a direct, positive impact on the accumulation of salt in the bottom layers of Marina Reservoir.
The individual effect of the selected variables with respect to ~X

C2;s
t11 dynamics is shown in the scatter plots of

Figures 6d–6f.

Figure 5. 2-D and 3-D spatial representation of the five clusters identified for the salinity values simulated by Delft3D-FLOW.

Water Resources Research 10.1002/2015WR017595

GALELLI ET AL. HIGH-PERFORMANCE INTEGRATED CONTROL OF URBAN RESERVOIRS 9064



In synthesis, the selection of the variables to appear in the emulator takes two calls of the IIS algorithm to single
out a state, hydrometeorological boundaries and release decision vectors xt, wt, and ut with one component
each. These are the salinity ~X

C2;s
t in the second cluster, the groundwater seepage Wgs

t , and the release Upi
t from

the bottom pipes. The relation between these variables is illustrated in the causal network of Figure 7. The per-
formance of the emulator is finally assessed over the validation period (January–December 2010) by means of
the coefficient of determination R2, which is equal to 0.970 for the output transformation and 0.965 for the
state transition equation.

5.2. Real-Time Control
The emulator is employed for the operation of Marina Reservoir with water quantity and quality objectives.
In particular, the emulator is used in combination with the reservoir mass balance equation to describe the
salinity and storage dynamics over the 3 h ahead prediction horizon adopted by the MPC scheme.

The water quality and quantity
objectives are aggregated into a
single operating objective with
a convex combination giving
the same importance to each
(normalized) objective—that is,
kw, kf, kp, and ks are all equal to
0.25 in equation (6). The effect of
the release decisions is assessed
via high-fidelity simulation with
Delft3D-FLOW over three differ-
ent periods (April–December
2009, January–December 2010,
and January–December 2011)
and compared against the effect
of the release decisions designed
by considering water quantity
objectives only. With the adopted

Figure 6. Performance improvement by each selected variable in the (a, c) first and second run of the IIS algorithm, with the continuous line representing the cumulated performance of
the underlying models. Comparison between the measured and predicted salinity (b) at the control point and (d, e, and f) at the second cluster.

Figure 7. Graph representation of the variables involved in the (a) emulator output trans-
formation function and (b) state transition equation.
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setting, the MPC scheme takes about 10 s to optimize the release decisions over a 3 h horizon. Considering that
the adopted optimization algorithm is set to a maximum of 1000 iterations, the emulator provides a runtime
improvement of about 104 with respect to Delft3D-FLOW. An additional validation of the HPIC framework would
require a comparison between the trajectory of the operating objective (and associated release decisions) opti-
mized with the emulator and the original simulation model. However, the computational requirements of
Delft3D-FLOW do not allow for such numerical analysis. Indirectly, this represents a practical demonstration of
the potential of the proposed HPIC framework, as with a high-fidelity simulation model any real-time optimal
decisions would be simply impossible to be designed.
5.2.1. Water Quality
Figure 8 shows the salinity generated with the two real-time operation strategies across all layers of the
control point. The salinity in the upper 3 m of the water column varies between 0.05 and 6–7 ppt with both
strategies, while a significant difference is observed at greater depths. When accounting for water quantity
objectives only (top), the salinity at the bottom of the reservoir has an average value of 28.31, 28.67, and
28.15 ppt (Table 4), with the layers below a depth of 3.5 m being affected by prolonged periods of high
salinity. On the other hand, the adoption of the dynamic emulator allows the MPC scheme to account for
the groundwater seepage and to operate the bottom pipes accordingly, resulting in an average 10%
improvement of the mean salinity value at the control point. Furthermore, the diffusion and mixing proc-
esses are limited to the layers below a depth of 4.5 m, thus preserving the quality of the surface layers. The
HPIC framework also improves the minimum value of the salinity in the deepest layer, with a decrease of
23, 30, and 59% on April–December 2009, January–December 2010 and January–December 2011, respec-
tively, for the three evaluation periods (Table 4). Unsurprisingly, the maximum salinity does not vary across
the management and hydrometeorological scenarios: during dry periods, it is not possible to discharge
water from the bottom pipes, so the groundwater seepage rapidly increases the amount of salt water in the
bottom part of the reservoir.
5.2.2. Water Quantity
The reduction in the salinity values at the control point has a positive effect on the salinity at the drinking
water intake and, on its turn, on the water yield. During the period April–December 2009, January–

Figure 8. Salinity profiles across all layers of the control point for (left) April–December 2009, (middle) January–December 2010, and (right) January–December 2011 obtained by consid-
ering (top) water quantity and (bottom) both quality and quantity targets.
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December 2010, and January–December 2011, the monthly deficit of water supply decreases by about
450,000, 470,000, and 530,000 m3, respectively (Table 4). This implies a decrease in the average annual defi-
cit of about 5.80 Mm3—almost twice the active storage of Marina Reservoir (about 4% of the total annual
demand). Figure 9 compares the two management strategies over a 2 day period (26–27 July 2009) during
which the salinity at the drinking water intake is close (or larger) to (than) the critical threshold of 0.25 ppt.
The salinity obtained by accounting for water quantity objectives only (blue line, (a)) is often larger than
0.25 ppt, causing a provisional arrest of the drinking water intake (blue bars, (b)), while the emulation-based
strategy achieves lower salinity values (red line, (a)), with a positive impact on the water intake (red bars,
(b)). Such improvement is due to the operation of the bottom pipes (d), which are activated during low-tide
events (c) and allow discharging water with high salinity. A comparison between the salinity values along
the south-north cross section obtained by both operation strategies at the beginning of the 2 day period is
given in Figure 10. It can be noticed that, when the bottom pipes are not operated (left), the salinity diffu-
sion process is quite pronounced not only in the area in proximity of the barrage but also in the north-
eastern part of the reservoir, where the drinking water intake is located. On the other hand, the salinity dif-
fusion problem is limited by the operation strategy that accounts for water quantity and quality targets
(right). A video of the salinity behavior during the 2 day period is provided in the supporting information.

Table 4. Value of the Different Objectives Obtained Accounting for Water Quantity Only and Water Quantity and Quality Over the
Period April–December 2009, January–December 2010, and January–December 2011

Objective
Unit of

Measurement

April–December 2009 January–December 2010 January–December 2011

Quant. Quant. 1 Qual. Quant. Quant. 1 Qual. Quant. Quant. 1 Qual.

Mean salinity ppt 28.31 25.58 28.67 26.10 28.15 25.41
Min. salinity ppt 13.38 10.24 12.84 8.93 5.31 2.17
Max. salinity ppt 31.41 31.41 31.17 31.38 31.12 31.65
Wat. supply deficit Mm3/month 9.78 9.34 9.34 8.86 8.74 8.21
Flood control h/month 6.33 5.35 6.50 5.17 10.92 10.00
Energy usage Mm3/month 1.95 1.58 1.80 1.65 3.04 2.80

Figure 9. Salinity values at the drinking water intake during the period 26–27 July 2009, obtained by accounting for (a) both quality and quantity targets and (b) corresponding water
intake. (c) Marina Reservoir and sea water level and (d) discharge from the bottom pipes regulated with the emulation-based strategy.
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The variation in the flood control and energy usage objectives is influenced by both management strategy
and hydrometeorological boundaries. The HPIC framework entails a repeated use of the bottom pipes; this
strategy tends to lower the water level in the reservoir, thus slightly decreasing the flood risk as well as the
pumps usage. In year 2010, for example, the HPIC framework reduces these two operating objectives by
about 20 and 8% with respect to the baseline strategy. A larger variation is instead due to the inflow pro-
cess. The larger amount of rainfall and inflow events in year 2011 substantially increases the pumps usage
and the deviation from the safety water level.

6. Conclusions

This study introduces a novel HPIC framework for the real-time operation of urban water reservoirs affected
by water quality problems. The framework combines model reduction of 3-D hydroecological simulation
models with a MPC scheme. Model reduction reduces the computational requirements of 3-D simulation
models and thus makes their integration with real-time operation techniques effective; MPC guarantees
prompt reaction against the fast hydrometeorological processes characterizing urban catchments. The
model reduction relies on a semiautomatic procedural approach (DEMo), which consists of variable aggre-
gation, selection, and calibration-validation of the dynamic emulator.

The application of the DEMo procedure to Delft3D-FLOW—a 3-D hydrodynamic model used to simulate
nonsteady flow and transport phenomena in Marina Reservoir—shows that (1) the Hierarchical Time Series
Clustering algorithm is successful in reducing the number of state variables by finding, for each specific vari-
able, a few macroareas characterized by a similar pattern over time and (2) the Iterative Input variable Selec-
tion algorithm further reduces the complexity of the original model by selecting only the relevant and
nonredundant variables to the output of interest. The dynamic emulator has three important features, that
is, (1) accuracy in reproducing the output of the original model (R2 of 0.970 on the validation period), (2)
high complexity reduction (runtime improvement of about 104 with respect to Delft3D-FLOW), and (3) phys-
ical interpretability. This is an important aspect that differentiates the DEMo approach from other model
reduction procedures (e.g., Principal Orthogonal Decomposition), which commonly condition the emulator

Figure 10. Salinity along the south-north cross section on 26 July 2009, at 6.00 A.M. obtained by accounting for (left) water quantity and
(right) both quality and quantity targets.
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on a projection of the entire state vector. Yet the output-oriented model reduction approach may become
unsuitable or computationally intensive for other modeling problems requiring knowledge of the entire
state vector—for example, if multiple points within the reservoir domain were to be modeled.

The simulation results over the period April 2009 to December 2011 show that the HPIC framework
decreases by about 37% the minimum value of the salinity at the control point and limits the diffusion pro-
cess in the upper layers (with respect to a standard operating strategy aimed at water quantity targets
only). This is obtained by discharging water with high salinity content through the operation of the bottom
pipes during low-tide events. Although being occasionally limited by the presence of short dry periods, the
improved real-time strategy has a positive effect on the deficit of drinking water supply, whose average
monthly value decreases by about 483,000 m3 thanks to the reduction of the salinity values at the drinking
water intake. Such results are obtained not by resorting to any structural measure, but by simply exploiting
the potential of High-Performance Integrated Control.

A limit of the present study is the validation of the entire HPIC framework. While the dynamic emulator is
validated by (1) comparing the trajectory of the output variables against those produced by Delft3D-FLOW
and (2) solving the control problem in real time, a thorough validation of the framework can only be per-
formed by comparing the trajectory of the operating objective optimized with the emulator and Delft3D-
FLOW. Yet the computational requirements of such high-fidelity simulation model do not allow for this
analysis, and parallelization seems to be the only viable way to perform a more accurate emulator model
diagnostic. This is a subject of ongoing research. Two additional methodological aspects deserve further
investigation. The first concerns an exhaustive comparison against POD-based model reduction techniques,
whereas the second concerns the reduction of more complex 3-D simulation models that reproduce not
only flow and transport phenomena but also other processes such as the dynamics of phosphates, nitrates,
or chlorophyll a.

Appendix A: Algorithms for Model Reduction

A1. Hierarchical Time Series Clustering
Similarly to static data clustering, time series clustering is based on algorithms that form clusters given a set
of time series data—such as samples of the spatially distributed state variables generated via simulation
with a 3-D hydrodynamic model. Most of the algorithms currently available modify the existing algorithms
for clustering static data in two different ways: raw-data-based algorithms replace the distance/similarity
measure for static data with an appropriate one for time series, while feature-based algorithms first convert
a raw time series data into a feature vector of lower dimension and then apply a conventional clustering
algorithm (see the review by Liao [2005]). The Hierarchical Time Series Clustering algorithm adopted in this
study belongs to the first category [Magni et al., 2008]. At the first iteration, the algorithm places each time
series in its own cluster, and it then merges these atomic clusters until a single cluster is obtained. The dis-
tance between each cluster is measured with the Euclidean metric, while clusters are merged according to
Ward’s criterion, which minimizes the total within-cluster variance and thus supports the creation of com-
pact and well-separated clusters.

A2. Iterative Input Variable Selection and Extra-Trees
The Iterative Input variable Selection (IIS) algorithm combines a ranking-based measure of inputs signifi-
cance with a stepwise, forward-selection approach [Galelli and Castelletti, 2013a]. The algorithm ranks each
input by estimating its contribution, in terms of variance reduction, to the identification of an underlying
model of the output. The first p variables in the ranking are then evaluated against the output by identifying
p Single Input – Single Output (SISO) models, with the best performing input being added to the set of
selected variables. At the first iteration, the ranking algorithm is run on a data set composed of all candidate
inputs and corresponding output values, while for the subsequent iterations the original output values are
replaced by the residuals of the underlying model identified in the previous step. This ensures that redun-
dant inputs are not selected. The set of selected inputs is built incrementally by reiterating this process until
the accuracy of the model built upon the selected set does not significantly improve—according to a pre-
specified tolerance e—with the addition of a further variable. The model accuracy is assessed by calculating
the average coefficient of determination R2 across the k validation folds of a k-fold cross-validation process.
The algorithm parameters p, k, and e are set according to the guidelines provided by Galelli and Castelletti
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[2013a]. The number p and k of SISO models and folds are both set to 5, while the algorithm tolerance e is
equal to 0.001. This means that the IIS algorithm is stopped when the selection of a further variable leads to
an increase of R2 lower than 0.001.

The two building blocks of the IIS algorithm are the ranking and the model building algorithms. Extra-Trees
are used for both tasks, since their particular structure can be exploited to infer the relative importance of
the different input variables. The Extra-Trees building algorithm creates an ensemble of M regression trees,
each representing a different cascade of what-if conditions (nodes) aimed at predicting numerical values of
the output variable [Geurts et al., 2006]. The tree-building process relies on the partitioning of the input vari-
ables space into mutually exclusive regions, progressively narrowing the size of the regions. Eventually,
when the number of instances in a region becomes smaller than a specific user-defined value, the partition-
ing of that region stops and a leaf is created. Nodes are created with the following rule: K different inputs
(cut-directions) are randomly selected and, for each one, a random value (cut-point) is chosen; a score is
then associated with each cut-direction, with the one maximizing the score adopted to split the node.
When the number of instances within the node is smaller than a user-defined number Nmin, the algorithm
stops partitioning a node and a leaf is created. Given a specific realization of input variables, the output pre-
dicted by a single tree is obtained by first following a specific path according to the nodes created during
the building process and then averaging the values contained in the leaf. The prediction of the ensemble is
obtained by averaging the predictions produced by all trees. This regression method can characterize
strongly nonlinear relationships, is computationally efficient, and does not require any assumption on the
statistical properties of the data set at hand. Furthermore, being a nonparametric method, Extra-Trees do
not require any parameter optimization, whereas they provide good performance over a broad range of
hyper-parameters. These features are particularly useful in an iterative ranking and regression process. As
for the Extra-Trees setting, default values for the hyper-parameters M, K, and nmin are set according to Geurts
et al. [2006] and Galelli and Castelletti [2013b]. The number M of trees in an ensemble is 500, the number K
of alternative cut-directions is equal to the number of candidate inputs and nmin, the minimum cardinality
for splitting a node, is 5.
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