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A B S T R A C T

This work presents a supervised machine-learning approach to build an expert system that provides support
to the neuroscientist in automatically classifying ERP data and matching them with a multisensorial alphabet
of stimuli. To do this, two different approaches are considered: a hierarchical tree-based algorithm, XGBoost,
and feedfoward neural networks, highlighting the pros and cons of both approaches in the different steps of
the classification task. Moreover, the sensitivity of the classification capabilities of the tool as a function of
the number of available electrodes is also studied, highlighting what can be achieved by applying the method
using commercial, wearable EEG systems. The main novelty of this work consists in significantly enlarging
the pool of stimuli that the expert system can recognize and comprising different, possibly mixed, sensorial
domains. The obtained results open the way to the design of portable devices for augmented communication
systems, which can be of particular interest for the development of advanced Brain–Computer Interfaces (BCI)
for communication with different types of neurologically impaired patients.
1. Introduction

Severe diseases, such as locked-in syndrome and amyotrophic lat-
eral sclerosis, cause voluntary muscle deterioration, preventing affected
subjects from interacting with the outside world. Still, these patients
may be perfectly healthy from a cognitive point of view. Therefore,
Brain–Computer Interfaces (BCIs) have been developed to build a direct
bridge between the human brain and external devices, without using
nerves or peripheral muscles, Dornhege et al. (2007) and Wolpaw,
Birbaumer, McFarland, Pfurtscheller, and Vaughan (2002). This ex-
change of information is enabled by a translation algorithm, the core of
the system, whose task is to convert the electrophysiological impulses
in a set of machine instructions. However, the reduced alphabet of
stimuli that the systems in the literature can recognize limits the BCI
functionalities to a small set of decisions, often binary. This also hinders
the spread of BCI for non-medical applications. Indeed, despite the
incredible potential of these systems, the actual BCI general-purpose
applications are mainly related to the user’s mental state recognition,
distinguishing between relaxing and stress conditions. Despite that the
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BCI market value is expected to grow at a Compound Annual Growth
Rate (CGAR) of 11.1%, reaching 2.67 billion dollars by 2026.

The electrophysiological signal mainly employed by this technol-
ogy is the electroencephalogram (EEG) which represents the temporal
evolution of brain electrical activity. Each specific stimulus elicits
a time-locked electrophysiological response, known as event-related
potential (ERP) that contributes to the overall brain current trend. Also,
it is known that cognitive processes involved in a stimulus perception
are similar to the ones related to the mental imagery of the same
stimulus, Ishai and Sagi (1995). Therefore, analyzing the EEG, it is
possible to recognize ERPs elicited by stimuli given to the patient rather
than just imagined. It follows that pairing each stimulus to a function,
the user can manage the BCI to interface with the external world,
without using the peripheral musculature.

The paradigms on which BCI systems are based can be divided into
two main macro-categories; on the one hand, systems using invasive
techniques for EEG recording, and on the other hand, those using
surface electrodes. Although the first type of paradigm leads to much
more accurate results, as demonstrated by the results obtained in works
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such as those of Guger, Ramoser, and Pfurtscheller (2000) and Ortiz-
Rosario, Berrios-Torres, Adeli, and Buford (2014), it is less widespread
due to the high risk introduced by the need for performing surgery.
In the second type of paradigm, however, the EEG signal is usually
detected with non-invasive techniques, based on the use of electrodes,
properly applied on the scalp of the subject. The optimal number of
electrodes depends on the final application. As reported by Farquhar
and Hill (2013), the best practice would be using as many electrodes as
possible, to increase the spatial resolution. Indeed, it must be reminded
that the voltage fluctuations resulting from ionic current within the
neurons spread in the nearest brain region, characterizing the EEG both
with a temporal and a spatial dynamic.

However, employing a large number of electrodes it is particularly
unsuitable for general-purpose applications. To solve this problem,
most applications decide to use specific stimuli, belonging to a single
sensory domain. Indeed, depending on the sense involved in the stimu-
lation, the brain area in which it is processed changes. Knowing a priori
the type of stimulus of interest, it is possible to place electrodes only in
that region, reducing the overall number of electrodes without affecting
the EEG spatial resolution. Anyway, this reduces the pool of stimuli
employed, and, consequently, the system functionalities. It must be
noticed that stimuli-related brain processes usually elicit currents that
have a magnitude that is hundreds of times smaller than that of basic
brain activity. This is even more critical in case the stimulus is only
imagined, making the Signal to Noise Ratio (SNR) highly unfavorable.
It follows that the current BCIs are more focused on identifying a
single specific stimulus in the EEG signal, greatly affecting the func-
tionality of the systems. An efficient solution to this issue is given by
the neurophysiological approach, which suggests proposing the same
stimulus to the subject several times and synchronously mediating
the elicited cognitive processes. Indeed, the basic brain activity is an
uncorrelated zero-mean process, while the elicited cognitive process is,
ideally, always equal to itself. As a result of this process, the ERP is
enhanced. Given a set of ERPs, neuroscientists are able to attribute each
of them to the respective stimulus, though this procedure is extremely
time-consuming. Also, neuroscientists can explain their logical path,
in terms of relevant electrodes and features to analyze, to perform
stimulus recognition. Therefore, one might think to produce an expert
BCI system able to quickly perform stimuli recognition, implementing
the neuroscientists’ decision-making process with traditional program-
ming. However, this would require an enormous effort and would
limit the maximum number of identifiable stimuli. According to Abiri,
Borhani, Sellers, Jiang, and Zhao (2019), it is necessary to have more
accurate, faster, and robust algorithms to control a system that enables
many functionalities. In that sense, efficient counterpart to traditional
programming is provided by machine-learning algorithms, due to their
capabilities to scale and to deal with all the sources of high variability
related to ERPs classification problem,Müller et al. (2008). This has
led many researchers to develop systems based on advanced machine
learning techniques and deep learning methods, Marblestone, Wayne,
and Kording (2016), Sturm, Lapuschkin, Samek, and Müller (2016).

Besides being a key task for neuroscientific applications, ERP recog-
nition can also be leveraged within BCI to extend the range of function-
alities available to the subject.

In this work, we present a machine-learning expert system able
to accurately identify multisensorial stimuli basing on the ERPs they
elicited. When tested on ERPs recorded on 21 different subjects, our
system performances assess an average accuracy of 99.02%. The main
innovation consists of enlarging the pool of stimuli that the expert
system both in terms of the overall number, and in terms of the sensory
domain they refer to. To the best of our knowledge, the one proposed
herein is the first attempt to classify ERPs of different natures, i.e.,
visual, auditory, or even audiovisual. Stimuli recognition is achieved
through a hierarchical classification model suitably designed combining
a pool of single machine-learning models. A hierarchical structure
2

allows performing classification at different aggregation levels. Another
innovative contribution is given, by employing techniques that can
explain the decision-making process of the classifier, allowing us to
investigate its consistency with the logical human path followed by
the neuroscientist. This is key to design an expert system capable
of being a valid support tool for the neuroscientist, to automate the
ERPs identification process, that is now performed manually. This
will save time and minimize the probability of human error in ERPs
labeling. Finally, a preliminary study on the feasibility of our algorithm
for general-purpose application is performed, analyzing the prediction
error’s trend when reducing the number of employed electrodes.

The rest of the document is structured as follows: Section 2 provides
an overview of the results reported so far in the literature concerning
the algorithms used in BCIs, Section 3 defines the statement of the
considered problem. Section 4 explains the experimental setup used for
data acquisition, while Section 5 illustrates the pre-processing, features
extraction and classification phases. Section 6: shows the obtained
results, which are discussed in Section 7. Finally, Section 8 reports the
conclusions and the future developments for the proposed work.

2. Related works

This section aims at presenting the main results reported in the
literature related to classification algorithms used in BCI.

As previously mentioned, most of the classification methods in the
literature solve binary problems. Their purpose is to identify in the
signal proposed the presence of a characteristic depolarization, caused
by a specific stimulus, known a priori. This dependence on a single
sensory type of stimulus allows further subdivide the paradigms of
non-invasive BCI based on the stimulus used and, consequently, on the
potential that the system can recognize. Among those used more widely
are potentials triggered by visual stimuli, such as P300 and SSVEP,
auditory, somatosensory, or even elicited by motor imagery. Regarding
the elicitation of visual stimuli, one of the most widespread applications
based on this technology is called speller, and allows the subject to com-
municate by composing words letter by letter. Most of these approaches
are based on the recognition of the P300, defined by Sutton, Braren,
Zubin, and John (1965) as the most evident depolarization of a complex
event, i.e., an ERP. The P300 is a positive deflection that occurs 300 ms
after the event and is an expression of its recognition by the subject.
Considering the experimental setup, the most used spellers exploit the
oddball paradigm, theorized by Farwell and Donchin (1988), to elicit
the P300 through a visual stimulus. The oddball paradigm consists in
proposing to the subject sequences in which two stimuli appear with
different frequencies. The most frequent stimulus acts as a baseline,
and it is considered non-target. The less frequent one, called target
stimulus, is the one on which the subject has the task of focusing on. As
the target stimulus is proposed, the subject recognizes it, eliciting the
evoked potential and therefore the P300. One of the most established
setups suggests proposing to the subject, equipped with an elastic
cap embedding electrodes, an 8 × 8 matrix containing the alphabet
characters. The subject has the task of focusing her/his attention on
the character he/she wants to communicate. Progressively, each row
and then each column of the speller matrix is flashed. The flashing
of the desired character elicits the ERP. The BCI system has the task
of recognizing this process in the measured EEG signal and reporting
the character that the subject intended to communicate. Among the
various classification techniques that allow the system to recognize
the presence of the ERP, the most widely used in the literature is the
Linear Discriminant Analysis (LDA). An example is given by Zhang et al.
(2013), which leverages spatio-temporal LDA to identify the visual
P300, achieving an accuracy of 80.0%. An interesting aspect of this
work consists in having pointed out the dual nature of the ERP, which
is characterized not only by a temporal dynamic but also by a spatial
one, both informative for its recognition. One of the most successful
implementations in this field is the one proposed by Rakotomamonjy,

Guigue, Mallet, and Alvarado (2005), with an algorithm based on the
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use of linear Support Vector Machines (SVMs), obtains an accuracy of
100% in evoked potential identification. Moreover, Cecotti and Graser
(2010) achieves 88.0% accuracy leveraging convolutional neural net-
works instead of the classic LDA-based methods. This approach is a
pioneer in revealing the potential given by the application of neural
networks in BCI applications. Although since the very first applications
neural networks have proved to be a valid algorithm to solve the
problem of ERPs classification, the lack of knowledge of their decision-
making process has brought them to the background compared to more
interpretable algorithms such as LDA. The lack of interpretability is crit-
ical, especially in medical applications, where, according to Altmann,
Toloşi, Sander, and Lengauer (2010), the interpretation of the decision-
making process is as important as the predictions themselves. The
remarkable results obtained from this setup are also because, knowing
a priori the type of stimulus that the system is required to recognize, it
is possible to circumscribe the area to be mapped with the electrodes.
In particular, Krusienski, Sellers, McFarland, Vaughan, and Wolpaw
(2008) shows that the optimal set of electrodes is given not only by
Fz, Cz, Pz but also by the addition of the information coming from the
posterior cortex, measured by PO7, PO8, and Oz leads.

In addition to P300, other ERPs can be evoked by visual stimuli.
For example, it is possible to evoke so-called steady-state visual evoked
potentials (SSVEP) using flicking lights. This type of system requires
accurate eye movement by the subject, who must move his or her
gaze quickly towards the stimulus, but it provides much more accurate
results than the P300. Besides, it is possible to modulate the stimulus’s
frequency appropriately and use this variable to map the different
intentions that the subject intends to communicate. Thus, the subject
must focus on the stimulus that flicks at the frequency corresponding to
the command it intends to communicate. Using this kind of paradigm,
communication systems based on spellers Chen et al. (2015), control
systems for electric prostheses Muller-Putz and Pfurtscheller (2007)
and exoskeletons Kwak, Müller, and Lee (2015), but also interaction
systems for computer games Chen, Zhang, Engel, Gong, and Maye
(2017) have been designed.

Though widespread, systems based on visual evoked potentials are
somehow in contradiction with the very definition of BCI, as they as-
sume that the subject is able to control the musculature responsible for
eyes’ movement. To address this problem, Schrender et al. in 2010 pro-
posed the first speller based on auditory ERPs Schreuder, Blankertz, and
Tangermann (2010), which exploits the cocktail party effect, Squires,
Squires, and Hillyard (1975), Bronkhorst (2000), Shinn-Cunningham
(2008). The experimental setup for auditory speller requires to place
sound sources in different points of the space. Each source is matched
to a character or set of characters and the associations must be learned
by the subject, who must focus on the sound source that corresponds to
the desired character. Sequentially, each sound source emits a sound.
When the one on which the subject was focusing reproduces a sound,
the ERP is elicited. One of the best results is reported by Lelievre,
Washizawa, and Rutkowski (2013), who achieves an accuracy of 71.4%
in ERP recognition using a classifier based on linear support vector
machines. A similar experimental setup, based on the dichotic listening
task, was presented by Lopez-Gordo, Pelayo, Prieto, and Fernández
(2012). Leveraging a sparse Bayesian classification approach, he was
able to achieve a 98.0% accuracy in distinguishing if the subject was
focusing on sound directed to the right or left ear. In a more recent
application, Baykara et al. (2016) implement an ERP-BCI system that
allows the user to spell words using a 5 × 5 matrix of animal sounds.
Employing stepwise linear discriminant analysis (SWLDA) as the clas-
sification algorithm, they manage to achieve, considering the 81% of
the overall participants, over 70% accuracy.

Recently, BCI systems based on tactile and somatosensory stimuli
are also gaining interest. These systems began to be explored around
2010, in work such as Brouwer and Van Erp (2010). Over the years,
this type of paradigm has been refined and has been employed to
3

control a wheelchair Herweg, Gutzeit, Kleih, and Kübler (2016), or
even a mechanical arm with 6 degrees of freedom Liu et al. (2019). Yao
et al. (2018) use the imagination of tactile stimulation of a body part
as a stimulus. Specifically, they implement an LDA-based classification
system capable of distinguishing the different somatosensory cortical
patterns evoked by imagining a tactile stimulation to the right hand,
left hand, both hands, and idle condition. They obtain an accuracy
of 85.2% in distinguishing the first two classes, which progressively
decreases by adding the third and fourth classes, reaching 55.9%. In
very recent work, Zhang, Zhou, and Jiang (2020) demonstrate that us-
ing a tactile and an auditory stimulus simultaneously allows increasing
the implemented system’s accuracy. In particular, using Bayesian linear
discriminant analysis (BLDA), they manage to obtain on 12 subjects an
average accuracy of 72.78% in making them recognize the desired cell
in a 6 × 6 matrix. The selection is carried out in two steps, asking the
patient to focus on the combination of stimuli related to the row and
then to the column of the cell he wants to indicate.

Finally, other evoked potentials are used, such as the Error-Related
Negativity feedback (ERN) triggered by proposing to the subject an
unusual or mistaken event, see Gupta, Molfese, and Tammana (1995).

Although rare, there are already works in the literature that aims at
performing multi-class stimulus identification. However, the pool size
is still reduced (≤5 different stimuli). In addition to the previously men-
tioned works that leverage somatosensorial stimuli, an example is given
by the work proposed by Fan, Wade, Key, Warren, and Sarkar (2017),
in which by applying k-nearest neighbors five emotional states were
recognized, achieving an average accuracy of 87.4%. Other systems
also perform stimuli recognition considering signals associated with
motor execution or imagery of hands movement, allowing the user to
control virtual helicopters, as proposed by Royer, Doud, Rose, and He
(2010) or wheelchairs, Huang et al. (2012), by associating the desired
direction with the motion of the corresponding hand. Classification
algorithms able to recognize different Steady State Visually Ekoved
Potential (SSVEP) allow to control devices such as electrical prosthe-
sis, Muller-Putz and Pfurtscheller (2007), or to develop EEG-based
gaming systems, Martišius and Damaševičius (2016).

However, to the best of the authors knowledge, no existing algo-
rithm can classify ERPs associated with stimuli of different sensory
natures. Also, none of the presented methods were evaluated in the
light of the interpretability of the classifier’s decision-making process,
as the main focus was on the accuracy of the obtained results.

2.1. Towards non medical applications

According to Reports and Data (2019), in 2018 non-invasive BCI
products accounts for the largest share of 38.8% of the total BCI market.
The growth of this sector is due to the non-medical solutions that are re-
cently taking root alongside classical clinical applications. The opening
up of the BCI world to non-medical applications dates back more than
ten years, see Müller et al. (2008) in 2008. In this context, the objective
of the system is to recognize the subject’s mental state. Applications
aimed at increasing self-awareness and concentration skills through
controlled meditation techniques were also considered, Blankertz et al.
(2010). Although it is possible to imagine more elaborate applications,
both for medical and non-medical scenarios, the few degrees of free-
dom that characterize existing BCIs are a limiting factor. BCIs in the
literature address binary classification problems, aiming at recognizing
the presence or absence of the target stimulus in the EEG signal. This
greatly reduces the range of commands available to the subject. To
cope with this limitation, some recent studies tried to enlarge the set
of stimuli that a BCI is able to recognize. Two recent works, aimed at
recognizing two different types of error related potential, a particular
deflection that is elicited when the subject perceives an error in the
execution of a task. In both works, setup is made to elicit two different
types of errors in the subject. In the first, by Wirth, Lacey, Dockree,
and Arvaneh (2018), the average accuracy achieved is about 65%; in

the second, Wirth, Toth, and Arvaneh (2020), it ranges between 66.5%
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Fig. 1. Machine-Learning Framework: Three stage data-collection, classifier training and testing phases.
This figure reports the machine-learning framework adopted to implement the proposed classifier. The experimental setup has been properly designed to acquire a consistent data
set to allow for robustly training and validating the machine-learning models that can be applied later to classify ERPs whose label is not a priori known.
and 68%. Besides, this potential proved to be efficient when used as
a feedback signal to allow a BCI system to improve its discriminatory
capabilities, reducing its classification error, Chavarriaga, Sobolewski,
and Millán (2014). To the best of our knowledge, no work in literature
aims at enlarging the pool of ERPs recognized by a BCI, but they focus
on stimuli of a single macro-category.

Considering the acquisition devices employed for non-medical BCI
applications, two solutions are proposed: easily implantable acquisition
hardware and classification models able to achieve high performances
basing on the noisy data acquired from the reduced pool of non-
invasive dry electrodes. The first solution is explored by companies
such as Neuralink and Neuropace, while the second one includes the
proposed works and most of the aforementioned solutions.

A careful analysis of the non-invasive acquisition devices currently
on the market was carried out in this work, to make sure that our
algorithm is compliant with this approach. Two devices categories can
be distinguished:

1. Soft electrode helmets. It includes devices as the ones belonging
to the Stat x-series, produced by Advanced Brain Monitoring,
described by Berka (2019), and Epocflex, produced by Emotiv
Systems, described by Le (2019). The devices of the Stat x-
series, depending on the model considered, provide 10 or 24 dry
electrodes, sampling at 256 Hz. Epocflex, instead, embeds 32 dry
electrodes sampling at 128 Hz.

2. Electrode bands. This group includes devices as Epoch+ and
Insight, both produced by Emotiv. The first device embeds 14 dry
electrodes, while the second just 5. In both devices, the sampling
frequency is 128 Hz.

Two are the main issues to make our algorithm compliant with these
devices: possible channels reduction and the management of the addi-
tional noise introduced by dry electrodes acquisition.

3. Problem statement

In this paper we aim at developing an easy interpretable classifica-
tion model able to recognize potentials evoked by stimulus of different
nature. Two hierarchical models are compared, based on different
machine-learning algorithms, in order to identify the most suitable for
our classification purpose. Also, different data representation, suitably
designed to enhance the temporal and the spatial dynamic of the
phenomena, are compared to find the most appropriate. Both the
implemented models are:

1. Able to classify stimuli of different nature. In detail, they are able
to accurately recognize 14 different stimuli, visual, auditory, and
audiovisual;
4

2. Free from a priori assumptions. Both models are based on deep
learning algorithms, which do not require any definition of the
probability distribution for the classes of interest;

3. Easy to be interpreted. A ranking of the features used by the
classifier is returned, based on the importance they had in
determining the prediction;

4. Based on a hierarchical structure. This allows the user to perform
classification at different aggregation levels, according to the
application requirements.

Considering the spreading of BCIs for non-medical applications, we
also perform a preliminary evaluation of the model performance as the
number of acquisition electrodes employed is reduced.

4. Experimental setup

The experimental setup has been realized in order to present each
stimulus to each subject a consistent number of times, to extract, via
their grandaverage, the respective ERP. For this reason, each stimulus
was proposed to each subject 40 times. For each stimulus, the ERP was
saved, together with the respective label, for each of the subjects. Once
the models have been trained in recognizing stimuli, they will be able
to attribute the correct label to ERPs for which it is not known. The
overall framework is represented in Fig. 1.

More in detail, twenty-one university students (10 men and 11
women) ranging in age from 19 to 30 years (mean age = 23 years)
participated in the study as unpaid volunteers. All of them had a
normal or corrected-to-normal vision and normal hearing threshold.
They were strictly right-handed as assessed by the Oldfield Inventory
(mean score = 0.88; SD = 0.13) and reported no history of drug abuse
or neurological or mental disorders. Experiments were conducted with
the understanding and written consent of each participant according
to the Declaration of Helsinki (BMJ 1991; 302: 1194), with approval
from the Ethics Committee of the University of Milano-Bicocca (prot.
N◦. RM-2019-193).

4.1. Stimuli

To each of the 21 subjects, 14 different stimuli belonging to three
different macro-types were presented, without a precise order. Accord-
ing to the oddball paradigm, each set of stimuli includes a target. The
static pictures stimuli set was constituted by nine different stimulus
categories (40 pictures for each category), and target landscapes (36
pictures). The auditory set was constituted by a total of 40 words, 40
emotional vocalizations, 40 piano musical fragments, and 12 natural
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Fig. 2. Electrodes Map of the Employed Acquisition Cap.
During the stimuli presentation, the subjects’ EEG was recorded with an elastic cap that embeds 126 electrodes, arranged according to the international 10–5 system, with the
locations shown in the figure.
sounds that acted as rare targets. The dynamic visual stimuli set in-
cluded 40 biological movements and 40 mechanical movements, plus
eight videos of natural scenarios that acted as targets. All images had a
white background, and the stimuli were presented in the center of the
screen. For the living static stimuli, they were balanced for gender and
are composed of infant, adult, and animal faces and dressed bodies. The
non-living static category includes tools, objects and checkerboards,
with different colors. Linguistic stimuli included 20 nonsense letter
strings, and 20 Italian words. These images were presented in random
order, randomly mixed with the 36 landscape pictures. Each slide was
presented for 1500 ms with an inter-stimulus interval (ISI) varying be-
tween 900–1000 ms. The outer background was black. Auditory stimuli
also lasted 1500 ms. They included 40 utterances of Italian words (20
spoken by a woman, and 20 by a man), 40 emotional vocalizations,
and 40 piano musical fragments were also presented. The targets for
auditory stimuli were natural sounds. All the auditory stimuli were
normalized and leveled in intensity. All the videos were cut to the same
duration, 1500 ms. There were 40 mechanical movements (e.g., moving
trains, elevators, helicopters, cars) and 40 biological movements, which
were also balanced by gender. The depicted actors performed motions
such as gymnastics, hand moving, and so on.

4.2. Procedure

Participants comfortably sat in a faradized and acoustically shielded
cubicle in front of a PC monitor located at 114 cm from the subject’s
eyes. They were asked to fixate the center of the screen where a red dot
served as a fixation point. Static stimuli were presented in random order
at the center of the screen in eight different randomly mixed short runs
lasting approximately 2 min and 5 s. Auditory stimuli were presented
in random order in three different randomly mixed short runs lasting
approximately 1 min and 50 s. Video stimuli were presented in random
order at the center of the screen in two different randomly mixed short
runs lasting approximately 1 min and 50 s. To keep the subject focused
on the visual stimuli, the task consisted of responding, as accurately and
quickly as possible, to target photos or videos or sounds by pressing a
response key with the index finger of their left or right hand.
5

4.3. EEG recording and analysis

The EEG was continuously recorded from 126 scalp sites (ANT Soft-
ware, Enschede, The Netherlands) at a sampling rate of 512 Hz using
tin electrodes mounted in an elastic cap (Electro-Cap) and arranged
according to the international 10–5 system defined by Oostenveld
and Praamstra (2001), as reported in Fig. 2. Horizontal (hEOG) and
vertical (vEOG) eye movements were also recorded. Linked mastoids
served as the reference lead. The EEG and EOGs were filtered with a
half-amplitude bandpass of 0.016–70 Hz.

The band range was properly chosen to extract information only
from the dynamics of interest, while filtering out both the continuous
frequency (bias) and the high-frequency noise. Electrodes’ impedance
was maintained below 5 KOhm. EEG epochs were synchronized with
the onset of stimulus presentation. Computerized artifact rejection
was performed before averaging. The artifact rejection criterion was
a peak-to-peak amplitude exceeding 50 μV. This procedure resulted in
a rejection rate of about 5%. All the data collected have been stored
and saved, to allow for their offline analysis.

5. Proposed methodology

In this section, we illustrate the pre-processing and features ex-
traction phases designed to optimize the classification models’ per-
formance. Also, the design of the produced classification models is
explained.

5.1. Synchronous averaging

Synchronous averaging is a well-known procedure that is applied to
enhance the signal-to-noise ratio, as assessed by Bechhoefer and Kings-
ley (2009). For this method to yield satisfactory results, the following
assumptions must be fulfilled:

1. The signal has invariable latency and shape between trials;
2. The noise is a zero-mean Gaussian random process of variance

𝜎2, uncorrelated between trials.
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Fig. 3. Spatial vs Temporal Data Representation.
Spatial representation (left) shows, instant by instant, the distribution of the cerebral electrical activity in the area near the considered electrode. Each of the 122 electrodes
corresponds to a feature. Temporal representation (right) can be considered the transposed version of the spatial one. It shows the distribution of the cerebral electrical activity
in a fixed scalp area. Each time instant corresponds to a feature.
In the considered scenario, the signal is the ERP, defined as a time-
locked response. The noise is composed of the background brain ac-
tivity, the electromagnetic interference that affects the transmission
and other biological signals, as electromyogram and electrooculogram,
and can be considered a zero-mean Gaussian random process. So, both
assumptions are met.

Let us define 𝑥𝑒𝑙𝑖,𝑗 (𝑡𝑘) as the evoked potential time-series measured by
the el-th electrode placed on the scalp of the 𝑗th subject in response to
the 𝑘th repetition of the 𝑖th stimulus. Therefore 𝑖 = 1,… , 14 is number
of stimuli, 𝑗 = 1,… , 21 is number of subjects considered in the study,
𝑘 = 1,… , 40 is number of repetitions of the stimulus on each subject
and 𝑒𝑙 = 1,… , 126 is the number of electrodes placed on the scalp. Each
time-series contains 820 samples, as the electrodes measure the evoked
potentials from −100 ms to 1500 ms, for a total duration of 1600 ms,
at a frequency of 512 Hz.

The synchronous average was first performed on the evoked poten-
tials measured during the different repetitions of the same stimulus to
the same subject. The achieved signal, 𝐸𝑅𝑃 𝑒𝑙

𝑖,𝑗 (𝑡𝑘), represents the ERP
triggered by the 𝑖th stimulus on the 𝑗th subject, measured by the el-th
electrode

𝐸𝑅𝑃 𝑒𝑙
𝑖,𝑗 (𝑡𝑘) =

∑40
𝑘=1 𝑥

𝑒𝑙
𝑖,𝑗 (𝑡𝑘)

40
(1)

These trends are robust to intra-stimulation variability, as they are
obtained as averages of single trials.

5.2. Data representations

The dataset consists of 126 ERPs related to 14 different stimuli,
recorded for 21 different subjects. Since the sampling frequency of the
electrodes is 512 Hz and each time-series has a duration of 1600 ms,
each ERP is composed of 820 samples. The measurements of four
electrodes, M1, M2, hEOG, and vEOG, were not considered relevant
to perform the classification task and therefore were discharged. This
is because M1 and M2 are the reference electrodes, while hEOG and
vEOG measure the ocular movement, which is not informative for this
application. Therefore, the actual number of considered electrodes is
122.

Since the ERP signal evolves both in space and time, spatial and tem-
poral representation of the collected data have been created in order to
identify the one that allows the classification model to extract more sig-
nificant patterns to perform its recognition task. These representations
are consistent with the features considered by the neuroscientist to first-
hand perform the classification task. Given the channels recorded for
an ERP, he/she look for specific cortical areas and at a specific time
instant. Moreover, were built both a naive version, in which all the
820 registered samples are considered, and a cut version, in which is
considered only the informative portion. The informative portion starts
at 0 ms, synchronously with the stimulus’ onset, and ends at 900 ms,
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when it is already exhausted. Notice that the stimulus recording starts
at −100 ms, but the stimulus is triggered at 0 ms. All the produced data
representations have been individually proposed to both the classifica-
tion model designed. The performances obtained were then compared
in terms of prediction accuracy and interpretability of the results, to
determine the optimal data representation.

5.2.1. Spatial representation
The spatial representation shows how the cerebral electrical activ-

ity, instant by instant, is distributed on the scalp.
This dataset, reported on the left of Fig. 3, contains 21 ERPs for

each of the 14 considered stimuli. For each ERP, there are 122 time-
series, one for each considered channel on the subject’s scalp. Each
time-series represents the average brain electrical activity recorded by
the respective electrode on each subject when elicited by the considered
stimulus, and is 820 samples long. Therefore, the overall instances
number is 241 080. The dataset is perfectly balanced, as both subjects
and stimuli are equally represented. In this representation, a single
instance is given by the 122 average samples recorded by each of the
considered channels on the scalp at the same temporal instant. So, the
features vector size is 122. In the cut version, each ERP is 450 samples
long, instead of 820, since just its relevant part is considered. Therefore,
the overall instances number is 132 300, while the features vector size
is the same.

There are two versions of this representation; in the naive one, all
the measured samples have been maintained, while in the cut one just
the significant portion of the ERPs, i.e., the one between 0 ms and
900 ms, has been considered.

5.2.2. Temporal representation
The temporal representation shows how the cerebral electrical ac-

tivity evolves in a fixed area of the scalp. As reported on the right
side of Fig. 3, each feature contains samples synchronously recorded
during a subject stimulation. Therefore, the features vector size is 820,
considering the naive representation, and 450, if just the relevant ERP
portion is considered. A single instance is given by the average ERP
recorded by a single electrode placed on the scalp of a specific subject
when elicited by a specific stimulus. As the designed experimental
setup includes 21 subjects, 122 electrodes, and 14 stimuli, the overall
instances number is 35 868. Also according to this representation, the
dataset is perfectly balanced.

5.3. Labeling process

The labels associated with each ERP correspond to the stimulus that
evoked it. These have been organized by us according to a hierarchical
structure, creating intermediate classes. The final tree we produce for
the labeling process has a total of 13 split nodes and it is reported in
Fig. 4. So, a specific stimulus is identified progressively, along a path
with subsequent binary divisions.
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Fig. 4. Label subdivision. This hierarchical structure has been specifically designed to allow for classification at different aggregation levels.
5.4. ERP baseline correction

The representations produced are therefore four: spatial and tempo-
ral, in the naive and cut versions. All have been subjected to a process
of baseline correction. This is performed subtracting from each ERP the
average value of its first 100 ms of recording (50 samples), in which
the stimulus has not yet reached the cortex. This value, which in the
ideal case should be zero, in real applications represents the bias due
to the superimposed noise. The pseudocode of the performed baseline
correction is reported in Algorithm 1.
Algorithm 1: Time-Series Debiasing Process
Data: Raw dataset
Result: Dataset debiased from the random noise superimposed to the

ERPs
𝑑𝑎𝑡𝑎 ← 𝑋 = [𝑥1,1, 𝑥1,2, ..., 𝑥𝑖,𝑒𝑙 , ..., 𝑥14,122];
𝑛𝑒𝑤_𝑑𝑎𝑡𝑎 ← [];
for 𝑥𝑖,𝑒𝑙 in data do

𝑡𝑖𝑚𝑒_𝑠𝑒𝑟𝑖𝑒𝑠 ← 𝑥𝑖,𝑒𝑙;
𝑏𝑖𝑎𝑠 ← 𝑚𝑒𝑎𝑛(𝑡𝑖𝑚𝑒_𝑠𝑒𝑟𝑖𝑒𝑠[0 ∶ 50]);
𝑡𝑖𝑚𝑒_𝑠𝑒𝑟𝑖𝑒𝑠 ← 𝑡𝑖𝑚𝑒_𝑠𝑒𝑟𝑖𝑒𝑠 − 𝑏𝑖𝑎𝑠;
𝑛𝑒𝑤_𝑑𝑎𝑡𝑎.𝑎𝑝𝑝𝑒𝑛𝑑(𝑡𝑖𝑚𝑒_𝑠𝑒𝑟𝑖𝑒𝑠);

end for
return 𝑛𝑒𝑤_𝑑𝑎𝑡𝑎;

5.5. Classification methods

We designed two classification models, each one leveraging a single
machine-learning algorithm. In detail, one is based on boosted trees and
the other on feed-forward neural networks.

These two algorithms were chosen because particularly suitable to
be used in complex problems, influenced by different sources of vari-
ability, such as the one addressed herein. Indeed, boosted trees-based
algorithms belong to the machine-learning ensemble family. They have
been specifically developed in response to the observation made by
several researchers, such as Friedman (2001), who argue that, for most
machine-learning problems, the output of a single classifier cannot be
considered reliable. Therefore, they combine more shallow classifiers to
allow for obtaining more robust and accurate predictions. On the other
hand, neural networks can be defined as approximator of functions,
able to catch both linear and non-linear dynamics in complex systems.
In both cases, the final model is composed of 13 binary classifiers
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combined following the hierarchical structure produced for the labels,
so that each classifier corresponds to one split.

Concerning the train and test set sizes, regardless of the considered
representation, data related to 15 subjects constitute the train set
(70%), while the ones related to the remaining 6 subjects are used to
test and validate our models’ performance (30%). Since the models that
constitute the hierarchical classification structure were trained on the
stimuli they had to learn to distinguish, they were not all trained on
sets of the same size. Models associated with a node near the root of
the hierarchical structure, the more data it will have more data for the
training phase (see again Fig. 4). The best case is given by the node
whose task is to divide picture stimuli vs the others, whose training set
was composed of 172 200 samples, and the test set of 68 880 samples
at each iteration of k-fold cross-validation, respect to the spatial naive
representation. Considering the cut ERPs, where each time-series is 450
samples long instead of 820, the train set size was 94 500, while the
test one was 37 800. In both the naive and cut temporal representation,
instead, there were 25 620 samples in the train set and 10 248 samples
in the test set. The worst case is given by the nodes whose task is to
distinguish the leaves, such as word vs vocal stimulus, biological vs
mechanical stimulus, adult vs infant stimulus, letter vs word stimulus,
and tool vs object stimulus. The corresponding models have been
trained on 3660 samples, as the features vector size was 122, the
number of considered stimuli was 2, and the number of subjects chosen
to train the model was 15; the test set size was instead composed of
1464 samples. We choose to evaluate the performance according to 21-
fold cross-validation technique, as it allows us to guarantee that each
subject was part of the test set at least once.

5.5.1. Boosted trees-based classification
A decision tree is a predictive model in which the branches contain

a set of rules, called split conditions, which progressively lead to the
leaves, i.e., the classes to be predicted. A model based on boosted
trees sequentially combines several shallow decision trees to increase
the accuracy and the reliability of the prediction. In a boosted trees-
based model, each tree is constructed to reduce the errors made by
the previous one. The set of functions used by the model to predict
the classes are calibrated during the training phase to minimize the
following objective function

𝐿(𝜙) =
𝑛
∑

𝑙(𝑦𝑖, 𝑦𝑖) +
𝐾
∑

(𝛺(𝑓 (𝑘))) (2)

𝑖=1 𝑘=1
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Fig. 5. Overview of a boosted trees-based model.
Models based on boosted trees consist of a series of shallow classification trees, arranged one in series to the other. Each tree is appropriately trained in order to minimize the
errors made by the previous one. The prediction is determined by the contribution of all the trees.
where n is equal to the number of instances contained in the training
dataset, K is equal to the number of trees that compose the model, and
f(k) is equal to the function that represents the 𝑘th tree in the model.
The first term is the loss function, while the second one is introduced
to penalize the complexity of the model and avoid over-fitting.

An overview of the architecture for a boosted trees-based model
is provided in Fig. 5. The specific boosting algorithm leveraged in
our approach is XGBoost, proposed by Chen and Guestrin (2016) and
considered the current state of the art.

Different hyper-parameters must be optimally tuned during the fine-
tuning phases. According to its results, we decide to set the learning
rate, i.e., the step size shrinkage to prevent over-fitting, to 0.03, the
percentage of features considered by each tree to 80%, the regular-
ization term for leaf weights to 10 and the number of trees in each
boosted trees-based model to 13. Finally, the logistic regression for
binary classification is set as the objective function.

For each boosted trees-based model is also returned the features
importance, which is a ranking of the features, based on their impact
in determining the prediction. The metric used to compute the ranking
is called F-score and is calculated as the ratio between the number of
times that a feature is used as a split criterion and the total number of
splits.

5.5.2. Feed-forward neural networks-based classification
Artificial neural networks are a set of algorithms able to calibrate

themselves autonomously in order to map each input to the correct
category. In particular, the feed-forward neural networks constitute
a subclass of neural networks in which the input flows just once
through the network and in one single direction. As for the models
based on boosted trees, also neural networks-based ones require several
hyper-parameters to be appropriately calibrated. Again, their value
was decided after a fine-tuning phase. According to its results, each
classifier in the produced model is composed of an input layer, a single
hidden layer, and an output layer. The hidden layer has 64 hidden
units. As objective function for the intermediate nodes, we chose to
adopt the mean squared error (MSE), while as activation function
we chose the rectified linear unit (ReLU). All layers’ weights have
been initialized leveraging Glorot uniform distribution. To prevent the
network from overfitting, a dropout layer is introduced between the
hidden and the output layer, and the dropping fraction is set to 50%.
In addition, aiming to prevent overfitting, l2 regularization method is
applied to the loss function of all the network layers. For more details,
please check Keras documentation by Chollet (2015).

As mentioned in Section 1, neural networks are known to have
complex architectures, which make it difficult to reconstruct their
predictive process. In the ensemble classifiers, a solution proposed
by Breiman (2001), provides insights into the decision-making process
by reconstructing a ranking of predictors, based on the impact assumed
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in determining the predictions. One of the metrics used to estimate this
ranking is of permutation importance. Although created for boosted-
tree models, it soon proved to be extremely versatile and suitable also
for other classification models, including neural networks. The under-
lying rationale is that a random permutation of a predictor’s values
is supposed to mimic its removal from the model. Considering EEG-
channels, shuffling their values also causes the loss of signal temporal
dependencies. Permutation importance is calculated using the fitted
model and the validation set. At each iteration, only one EEG-channel
is shuffled in all the observations contained in the validation set, while
the other predictors are left unchanged. Then, the validation set is given
to the model, which predicts the output classes. The loss is calculated
using categorical cross-entropy. Since each classifier solves a binary
classification problem, the loss function expression is

𝐿𝑜𝑠𝑠𝑖 = −
∑𝑁

𝑘=1 𝑦𝑘𝑙𝑜𝑔𝑦𝑘 + (1 − 𝑦𝑘)𝑙𝑜𝑔(1 − 𝑦𝑘)
𝑁

(3)

with 𝑖 = 1,… , 𝑛𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠, 𝑌 is the vector of real labels, 𝑌 is the vector
of predictions, and 𝑁 is the total number of predictions. The loss
function is leveraged to assess the classifier’s performance rather than
accuracy to make the estimation more robust. Assuming that the worst
performances derive from the shuffle of the most important predictors,
it is possible to derive a ranking based on permutation importance,
proportional to the loss computed.

A graphical overview of the permutation importance computation
is shown in Fig. 6.

5.6. Non medical applications compliance

To evaluate our algorithm employment to out of laboratory applica-
tions, we monitored prediction loss trend as the number of acquisition
electrodes is reduced. Electrodes are dropped according to the fea-
tures ranking produced during the classification on data in spatial
representation since each feature corresponds to an electrode.

Moreover, as a preliminary analysis with on-the-market non-
invasive acquisition devices, we evaluate the performances of the
produced classification models leveraging just the channels available in
those devices. Please consider that this is only a preliminary analysis
and it is not intended to be an exhaustive estimate of the performance’s
trend, as it considers just channels reduction issue. Indeed, the elec-
trodes employed in on-the-market devices are dry, so the acquired data
will be surely noisier.

6. Experimental results

This section illustrates the performances of the two classification
models for what concerns accuracy and decision-making process in-
terpretability, using a 21-fold cross-validation technique. Finally, the
results of a preliminary evaluation of our algorithm compliance with
non-medical applications are reported.

For each of the 13 binary sub-classifiers building the overall classi-
fication task three metrics were computed:
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Fig. 6. Permutation importance computation overview.
The permutation importance for a feature is calculated by randomly shuffling it and then letting the model predict the classes for the dataset thus obtained. Then, we calculate
the loss in accuracy of the new predictions, compared to those obtained considering the dataset in which no feature was shuffled. The process is iterated on all the features of
the dataset. The higher the accuracy drop, the greater the importance of the feature that caused it.
Fig. 7. Boosted trees-based model’s accuracy along with the hierarchical classification structure.
The figure shows the performances in terms of accuracy obtained by the boosted tree-based model on the spatial representation for the ERPs, after the baseline correction and cut.
1. Accuracy, i.e., the percentage of positive classifications that are
correct

𝑎𝑐𝑐 =
𝑡𝑝 + 𝑡𝑛

𝑡𝑝 + 𝑓𝑝 + 𝑓𝑛 + 𝑡𝑛
(4)

2. Recall, i.e., percentage of positive elements that have been clas-
sified as positive

𝑟𝑒𝑐 =
𝑡𝑝

𝑓𝑛 + 𝑡𝑝
(5)

3. Specificity, i.e., percentage of negative elements that have been
classified as negative.

𝑠𝑝𝑒 = 𝑡𝑛
𝑡𝑛 + 𝑓𝑝

(6)

For each group of 13 metrics, their average is considered. The results,
reported in Table 1, prove that baseline correction and signal cut
improve the ability of the model to highlight meaningful patterns. The
most informative data representation for the boosted trees is the spatial
9

one, as it allows for an average accuracy equal to 99.02%. Considering
the feed-forward neural network, the most informative representation
turns out to be the temporal one, as the resulting average accuracy is
99.9%.

Performances have also been assessed on a layer basis, as shown
in Fig. 7, for the boosted classification tree. Accuracy decreases while
going into a deeper stimuli differentiation, but always remaining above
95.0%.

The accuracy results at split node level are reported in Table 2
for the boosted trees and in Table 3 for the feed-forward neural net-
works. At this level of detail, the improvement given by the baseline
correction and cut of the signal is even clearer. Both algorithms are
able with a high level of confidence to attribute the provided samples
to the correct class. Considering the spatial cut representation, the
best performance is obtained in the distinction between audio stimuli
given by the pronunciation of words from those given by vocalizations.
The obtained accuracy is 99.9% considering the boosted trees and
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Fig. 8. Feature importance in spatial data representation.
The figure shows the ranking regarding the importance that the proposed electrodes assume in the decision-making process of the respective model. The importance of an electrode
is directly proportional to the diameter of the corresponding spot. It turns out that, both of them the split rules considering the frontal, temporal, occipital parietal electrodes, and
neglecting the dorsolateral, prefrontal, frontocentral and central ones.
Table 1
Average Performance Evaluation of the Produced Classifiers. This Table reports the performance, in terms of accuracy, recall, and specificity
of the produced classifiers, with respect to holdout validation.
Representation Raw Baseline Correction

Acc(%) Rec(%) Spec(%) Acc(%) Rec(%) Spec(%)

Spatial BT 99.02 ± 0.61 98.95 ± 0.44 98.19 ± 1.03 98.98 ± 0.55 99.07 ± 0.60 98.41 ± 0.90
Spatial FFNN 98.43 ± 1.97 95.14 ± 6.24 92.50 ± 3.35 98.16 ± 1.47 95.90 ± 5.04 93.44 ± 5.30

Spatial Cut BT 98.87 ± 0.96 98.55 ± 0.70 97.38 ± 1.53 99.02 ± 0.84 98.84 ± 0.67 97.86 ± 1.43
Spatial Cut FFNN 98.84 ± 2.74 95.47 ± 4.05 93.43 ± 9.33 98.89 ± 1.84 97.95 ± 2.13 94.95 ± 10.8

Temporal BT 94.37 ± 3.78 95.99 ± 2.28 92.26 ± 5.76 95.41 ± 3.61 96.38 ± 2.29 93.57 ± 3.80
Temporal FFNN 99.79 ± 0.48 98.76 ± 2.16 99.56 ± 1.09 99.92 ± 1.92 98.92 ± 1.67 98.64 ± 3.49

Temporal Cut BT 93.62 ± 4.11 94.27 ± 3.90 92.36 ± 5.84 92.35 ± 3.64 93.94 ± 4.18 91.92 ± 4.99
Temporal Cut FFNN 99.85 ± 0.43 99.35 ± 0.98 99.02 ± 2.68 99.93 ± 0.18 99.41 ± 0.87 99.06 ± 1.78
Table 2
Split Node Level Performance Evaluation of Each Classification Model for Boosted Trees Model. This Table reports the performance in terms
of accuracy for each produced boosted trees classification model at split node level considering raw and baseline corrected (BC) signal, with
respect to holdout validation.
Representation Spatial Spatial Cut Temporal Temporal Cut

Raw(%) BC(%) Raw(%) BC(%) Raw(%) BC(%) Raw(%) BC(%)

Picture vs All 99.19 99.27 98.62 99.15 98.83 98.05 98.05 96.10
Living vs Not Living 98.64 98.87 98.27 98.11 93.64 93.64 83.64 86.97
Thing vs Written 99.51 99.19 99.41 99.26 95.08 96.17 90.16 90.16
Letter vs Word 98.58 99.39 99.63 98.88 98.65 94.59 97.29 97.29
Checkerboard vs Other 98.92 98.78 96.29 96.79 93.64 97.27 90.91 90.00
Tool vs Object 98.78 98.78 99.63 99.26 91.89 95.95 91.89 90.55
Human vs Animal 99.59 99.29 98.89 99.07 86.39 94.27 94.56 93.88
Body vs Face 99.32 99.73 98.27 98.52 93.64 97.27 95.45 90.91
Adult vs Infant 97.76 97.76 100 99.63 89.12 85.14 95.95 87.84
Audio vs Video 99.43 98.69 99.11 98.85 99.45 99.45 99.45 99.45
Biological vs Mechanical 98.17 98.17 98.52 99.26 94.59 94.59 91.89 91.89
Music vs Not Music 99.73 99.19 99.75 99.87 97.27 99.09 94.54 93.64
Word vs Vocal 99.59 99.59 98.88 99.99 94.59 94.59 93.24 91.19
100% considering the feed-forward neural network. Respect to the feed-
forward neural networks, the lower accuracy performance, are recorded
when discriminating biological from mechanical videos, where they
achieve 93.3% accuracy; considering boosted trees, the lower accu-
racy performance, equals to 96.8%, are recorded trying to distinguish
checkerboard images from images with tools and objects. Considering
the temporal cut approach, the best performances are obtained in
discriminating audio stimuli from visual ones for both boosted trees
and feed-forward neural networks, where the recorded accuracy is
99.4% and 100%, respectively. The worst performance is obtained in
distinguishing images representing living subjects from non-living ones,
where boosted trees achieve an accuracy of 86.9%, and feed-forward
neural networks of 99.6%.
10
The second focus of our work is to produce classification models
whose decision-making process results easily interpretable, to compare
it with the logical human path followed by the neuroscientist in first-
hand performing the stimuli recognition. Therefore, we computed the
features importance for the model based on boosted trees and the per-
mutation importance for the model based on the feed-forward neural
networks. As reported in Fig. 8, features and permutation importance
of the respective classification model when applied to spatial data
representation are coherent. Importance respect to temporal data repre-
sentation reveals that, while boosted trees-based model mostly focuses
its decision-making process on split rules extracted considering a signal
window that ranges from 0 ms (triggering instant) and 150 ms, the
feed-forward neural networks-based model considers a larger window,
that ranges from 0 ms to 900 ms (see Fig. 9).
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Table 3
Split Node Level Performance Evaluation of Each Classification Model for Feed-Forward Neural Networks Model. This Table reports the
performance in terms of accuracy for each produced feed-forward classification model at split node level considering raw and baseline corrected
(BC) signal, with respect to holdout validation.
Representation Spatial Spatial Cut Temporal Temporal Cut

Raw(%) BC(%) Raw(%) BC(%) Raw(%) BC(%) Raw(%) BC(%)

Picture vs All 99.36 97.79 99.19 98.83 99.80 99.61 99.61 99.40
Living vs Not Living 98.19 97.83 98.52 98.43 98.78 99.39 98.48 99.69
Thing vs Written 99.26 97.23 99.55 99.85 99.92 100 99.93 100
Letter vs Word 98.17 98.17 100 100 99.93 99.92 100 100
Checkerboard vs Other 99.73 99.45 97.77 99.99 99.82 99.98 99.99 100
Tool vs Object 97.15 98.98 98.51 98.51 99.97 99.98 100 100
Human vs Animal 98.47 97.36 99.26 97.59 99.70 99.70 99.82 99.97
Body vs Face 98.78 99.19 99.26 99.98 99.26 99.69 99.44 99.98
Adult vs Infant 98.57 98.58 99.63 99.63 99.96 100 99.98 100
Audio vs Video 98.29 98.29 95.45 96.36 99.99 99.99 99.8 99.99
Biological vs Mechanical 92.48 94.11 90.00 90.33 98.65 99.19 99.49 99.78
Music vs Not Music 99.86 99.32 99.99 100 99.98 100 99.98 99.99
Word vs Vocal 99.59 99.78 99.94 99.95 99.86 99.87 99.77 99.99
Fig. 9. Features importance in temporal data representation.
The figure shows the ranking produced by the two models respect to the importance that temporal instants have in determining the predictions. It turns out that, while the model
based on boosted trees focuses mainly on the first portion of the signal, the model based on feed-forward neural networks considers equally important the whole time-series
provided.
Fig. 10. Prediction error trend of boosted trees-based model varying the number of
employed electrodes.

To perform a preliminary analysis of our classification models’ com-
pliance with non-medical applications, it was conducted an evaluation
of the prediction error trend as the number of considered electrodes is
reduced. Fig. 10 reports the results assessed by the boosted trees-based
model performance when applied to the spatial data representation,
after baseline correction and cut.

Then, we estimate our classification models’ performances consid-
ering only the electrodes embedded in the non-invasive on-the-market
devices exposed in Section 2. Besides, we also carried out the classifi-
cation basing on the spatial data representation of the subset composed
by the 35 electrodes considered as most important in our models’
evaluation. Prediction error trend for the boosted trees-based model
11
Fig. 11. Prediction error trend of boosted trees-based model varying the acquisition
devices.
The figure shows the prediction error trend with respect to acquisition devices
considered and also considering the 35 electrodes characterized by the highest features
importance.

applied to the spatial data representation, after baseline correction and
cut, are reported in Fig. 11.

7. Discussion

The key performance indicators we set to evaluate the produced
classification models are the accuracy of the predictions and the in-
terpretability of their decision-making process. Even if both models
applied to the data representation produced achieve optimal results,
the best trade-off is reached by the boosted tree-based classification
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Table 4
Split Node Level Features Importance for Boosted Trees Model. This Table reports
the three main EEG channels considered by the boosted trees models in making their
predictions at the split node level and the brain region they refer to.

First Second Third

Picture vs All Iz (O) FP2 (AF) POO4h (O)
Living vs Not Living PPO5h (OP) P10 (OT) AFF5h (IF)
Thing vs Written P9 (OY) PPO6h (OP) CPP4h (CP)
Letter vs Word TPP9h (OT) CP5 (CP) POO9h (OT)
Checkerboard vs Other CCP3h (C) CPP4h (CP) C2(C)
Tool vs Object T8 (T) FTT8h (IF) CPP5h (CP)
Human vs Animal C5 (C) CP3 (CP) TPP7h (T)
Body vs Face AFp4h (AF) OI2h (O) CP2 (CP)
Adult vs Infant FT7 (T) CP5 (CP) TP8 (T)
Audio vs Video PO10 (OT) PO8 (OT) TPP9h (OT)
Biological vs Mechanical PPO2 (OP) CCP5h (C) PPO1 (OP)
Music vs Not Music TPP7h (T) I1 (O) I2 (O)
Word vs Vocal P6 (CP) PO3 (OP) P10 (OT)

AF Anterior Frontal; C: Central; CP: Centro Parietal; IF: Inferior Frontal; O: Occipital;
OP: Occipito Parietal; OT: Occipito Temporal; T: Temporal.

model applied to the spatial data representation. Baseline correction
and cut of the signal produce a performance improvement regardless
the classification model or the data representation considered, proving
that a pre-processing phase based on prior knowledge and experience
of the data analyst is still relevant.

Considering accuracy performances, both models exceed the mini-
mum threshold to guarantee meaningful communication between man
and machine, which is usually set to 70% in a reference literature
article by Kübler (2009). Results reported in Table 2 and in Table 3
assess that the models are not affected by the different training set
sizes. Indeed, the achieved performances are comparable considering
both models corresponding to nodes of the hierarchical classification
structure places near the root, trained on a larger number of samples,
and nodes whose aiming at discriminating specific stimuli, trained on
a smaller number of samples. Overall, the boosted trees-based model
turns out to be more interpretable respect to feed-forward neural
networks-based one. Even if their results are comparable respect to
spatial data representation, when considering temporal data represen-
tation boosted trees-based model returns more relevant information.
Indeed, permutation importance results show that the neural networks-
based model considers as relevant a window that ranges from 0 ms
to 900 ms, while features importance reveals that boosted trees-based
model extracts its split rule mostly considering the signal window
that ranges from 0 ms to 150 ms, which is coherent with the por-
tion considered by the neuroscientist in performing direct ERP stimuli
recognition, as it corresponds to the ERP onset. Information returned by
the ranking of the spatial data representation features is more relevant
than the one contained in the ranking of the temporal data repre-
sentation ones. Indeed, spatial features show the scalp topographical
areas mostly involved in the decision-making process, allowing the
neuroscientist to evaluate the robustness of the classification model’s
decision-making process. On average, both boosted trees and feed-
forward neural networks models mostly consider electrodes place on
the same scalp regions. Indeed, the considered channels are located in
the frontal anterior, central prefrontal, occipital, and occipital parietal
area, while those neglected are placed in the central and dorsolateral
prefrontal one. The feed-forward neural networks give less impor-
tance to the channels located in the dorsolateral prefrontal regions’
respect to boosted trees. A deeper inspection of channels’ importance
in determining the output of the classifier is provided in Table 4 for
boosted trees. These information highlight, for each split node, the
three channels that have predominantly determined the prediction of
the model. According to our a priori knowledge, in the split nodes
involving auditory stimuli, the channels most relevant are those placed
in the temporal and occipito temporal scalp region, i.e., those mainly
12

indicated in the processing of sounds. For example, to distinguish
auditory stimuli from audiovisual ones, the channels mainly considered
are PO1O, PO8, and TPP9H, all placed in the occipito temporal zone.
In the nodes aimed at distinguishing audiovisual stimuli, the channels
most considered belong to occipital parietal and occipital regions, both
dedicated to information understanding and processing, and temporal
regions, related to the comprehension of the auditory component of the
videos. In the nodes in which it is necessary to divide visual stimuli,
the central and parietal central regions are the most involved, i.e., those
most related to image processing, although some channels belonging to
temporal zones are also considered. As the node involved in processing
stimuli of all the three macro-categories is considered, it turns out that
the channels most involved in the prediction belong to both the frontal
and occipital areas, i.e., the ones dedicated to reasoning.

Since the channels whose features importance is higher coincide
with those that the neuroscientist would have expected, we can deduce
that our model has independently learned to extract from the data
the relevant rules to perform the classification task, without prior
knowledge. Also, assuming that the electrodes in the lowest positions
of the ranking can be overlooked, the provided information is key in
the perspective of reducing the number of electrodes used.

Prediction error trend as reducing the number of available elec-
trodes shows positive results. Considering the 100 most important
electrodes, the prediction error at the leaves is less than 10%, while
up to 35 electrodes is below 20%. Besides, for some applications,
a lower degree of detail in the characterization of stimuli may be
sufficient. As an example, if it is enough to discriminate labels at higher
aggregation levels, distinguishing between static picture, auditory or
dynamic visual, 10 electrodes are sufficient to ensure a maximum error
smaller than 5%.

Considering the channels embedded in the non-invasive acquisition
on-the-market devices, it turns out that the prediction error increases as
the number of available dry electrodes decreases, except for EpocFlex.
Indeed, although it has a higher number of electrodes than Stat X24,
its prediction error is higher. It can be assumed that this is due to
the positioning of the electrodes, which is more congenial for our
classification purposes in Stat X24 rather than on EpocFlex. However,
accuracy results for both Stat X24 and EpocFlex are enough to guar-
antee meaningful communication between man and machine at all
aggregation levels of the designed hierarchical structure. As far as
Epoc+ is concerned, the accuracy of predictions that can be obtained
exceeds 70% up to the fourth aggregation level, while Stat10 and
Insight up to the third. Finally, the results obtained in our simulations
show that a device, that embeds the 35 electrodes considered as the
most relevant respect to features importance metric, would guarantee
an accuracy higher than 80% at all aggregation levels.

8. Conclusions and future works

In this work, we an automatic easily interpretable hierarchical
classification model able to support the neuroscientist in recognizing
visual and auditory stimuli from ERPs was presented. In a laboratory
setting, EEG activity in 126 scalp positions was recorded from 21
subjects experiencing 14 different stimuli. To the best of the authors
knowledge, it is the first time that stimuli belonging to a different sen-
sory domain can be recognized by a single algorithm. Another novelty
is given by the hierarchical classification model design, that allows for
performing stimuli identification at different aggregation level, basing
on the resolution required by the desired application. To assess the
decision-making process interpretability, suitable metrics have been
computed in order to get a features’ ranking based on the importance
they had in determining the predictions. The results obtained show
that the rules blindly learned by the algorithm are based on the same
features that the neuroscientist, considering her/his a priori knowledge,
would have considered to carry out the stimulus identification. So,
the system can learn correctly from the data, which will lead to an

attempt to expand the pool of recognizable stimuli. Finally, we perform
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a preliminary estimation of our algorithm compliance with non-medical
applications. In addition to supporting neuroscientists in the process
of ERP recognition, saving time, and preventing human errors, these
results pave the way for BCIs that may provide the user with more
functionalities, taking advantage of the multiple stimuli that the system
is able to recognize. Besides, it would be interesting to test the system
on ERPs acquired on a new set of subjects. Also, we aim at training
the models directly on the event-related potentials in the EEG signals,
switching from off-line to on-line mode. Finally, it would be interesting
to collect a dataset for off-line processing, similar to the one analyzed
in this work, with ERP related to different subjects, associated with the
same 14 stimuli without actually presenting them, but simply asking
to imagine such stimuli. In case our expert system proves to be able to
recognize ERPs associated with the same stimulus whether it is actually
proposed or simply thought, it would be feasible to design a more
immediate system, able to decode known stimuli directly scanning the
subject’s thoughts.
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