
Routing and Spectrum Assignment Integrating
Machine-Learning-Based QoT Estimation

in Elastic Optical Networks
Matteo Salani1, Cristina Rottondi2 and Massimo Tornatore3

Abstract—Machine Learning (ML) is under intense investiga-
tion in optical networks as it promises to lead to automation of a
variety of management tasks, as amplifier gain equalization, fault
recognition, Quality of Transmission (QoT) estimation, and many
others. Though several studies focus on each of these specific
tasks, the integration of ML-based estimations inside Routing
and Spectrum Assignment (RSA) is still largely unexplored.

This paper moves towards such integration. We develop a
framework that leverages the probabilistic outputs of a ML-
based QoT estimator to define the reach constraints in an Integer
Linear Programming (ILP) formulation for RSA in an elastic
optical network. In this integrated procedure, the RSA problem
is solved iteratively by updating the reach constraints based
on the outcome of a QoT estimator, to exclude lightpaths with
unacceptable QoT. In our numerical evaluation, the proposed
integrated method achieves savings in spectrum occupation up
to 30% (around 20% on average) compared to traditional ILP-
based RSA approaches with reach constraints based on margined
analytical models.

Index Terms—Machine Learning; Routing and Spectrum As-
signment; QoT estimation;

I. INTRODUCTION

Design and management of optical networks is continuously
evolving to cope with an Internet traffic that is still growing
at 40% annually [1]. In the latest generation of Elastic Optical
Networks (EONs), coherent optical transmission [2] has been
adopted to deploy highly spectrally-efficient and tunable mod-
ulation formats. Additionally, new flex-grid technologies [3]
that subdivide fiber spectrum in fine-grained slots have been
introduced. Such technologies enabled significant reductions
of spectrum occupation with respect to traditional fixed-grid
networks [4], but they also multiplied the number of tunable
design parameters, thus largely increasing the number of pos-
sible network configurations and making network management
much more challenging.

The main problem in EON management is the so-called
Routing and Spectrum Assignment (RSA), which consists in
assigning to every traffic request a lightpath (i.e, an all-optical
end-to-end circuit) connecting a source to a destination node
over a commensurate spectrum portion. To obtain a feasible
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EON RSA solution, the Quality of Transmission (QoT) of
each lightpath must be estimated before deployment to verify
which modulation formats can be safely used, considering
that physical-layer impairments can affect signal propagation.
Hence, QoT estimation is an essential preliminary step for
achieving effective RSA. Existing techniques for QoT estima-
tion mostly rely on approximated analytical models (as the
Gaussian-noise model [5]) that, to provide an accurate esti-
mation, require perfect knowledge of transmission parameters
such as the type of used fiber, the noise figure of amplifiers,
etc. In a realistic network deployment, these parameters are not
always perfectly known (e.g., due to an incomplete equipment
inventory, or in the case of an alien wavelengths [6]). Due to
such inaccuracies, standard approximated models might lead to
significant underutilization of network resources1. Other more
precise estimation approaches (as those based on the Split Step
Fourier Transform [8]) are computationally too demanding to
allow for scalable and real-time decision making.

Machine Learning (ML) is regarded as a potentially disrup-
tive methodology to overcome the shortcomings of existing
techniques. ML promises to return fast and accurate QoT esti-
mation by leveraging the knowledge extracted from field data
(e.g., the pre-FEC Bit Error Rate (BER), or the Optical Signal
to Noise Ratio (OSNR) of existing lightpaths) acquired by
means of Optical Performance Monitors (OPMs) [9] deployed
in strategic points of the network (e.g., at receiving nodes).
Several works exist in the field of QoT estimation and RSA
(a summary is reported in the next section). However, up to
now, existing research has addressed RSA and QoT estimation
separately. The integration of ML-based QoT estimation inside
an RSA framework for EONs is still in its infancy. This
paper moves in this direction by proposing a framework that
integrates the probabilistic output of a ML classifier for QoT
estimation [10] in an Integer Linear Program (ILP) formulation
for RSA, considering multiple modulation formats. Once an
initial solution is found, the classifier can be queried iteratively
to further refine it by including features about the neighbor
channels of each lightpath, to account for inter-channel in-
terference. This allows to insert additional constraints in the
ILP formulation to prevent that the deployment of neighboring
channels causes excessive QoT degradation at the receiver
nodes. We show that, in our case study, the proposed frame-

1Ref. [7] reports that throughput gains from 25% up to 300% - depending
on the network topology - can be achieved by avoiding margins traditionally
introduced to account for the uncertainty of physical-layer parameters.



work saves up to almost 30% in spectrum occupation with
respect to a traditional RSA solution with margined reach
computations.

The remainder of the paper is organized as follows. Section
II briefly overviews the related scientific literature, whereas
some background notions are provided in Section III. Section
IV describes our proposed network-planning framework. The
ILP model that solves the Routing, Modulation format and
Spectrum Assignment (RMSA) problem and the integration of
ILP formulation and QoT classifier are described in Section V
and assessed in Section VI. Concluding remarks are provided
in the last Section.

II. RELATED WORK

A. Quality-of-Transmission Estimation

Several studies on lightpath QoT prediction have recently
appeared: Ref. [11] adopts a cognitive Case Based Reasoning
(CBR) approach, which stores in a database a list of Q-
factor measurements, together with a set of characteristics of
the associated lightpaths. When a new lightpath has to be
deployed, the table entries which exhibit highest similarity
to the candidate lightpath are used to make an estimation
of the expected Q-factor. A similar approach is adopted in
[12] to tune design margins in presence of unknown network
parameters: a controller collects and stores field data, which
are ingested by a prediction tool that outputs an OSNR
estimation based on educated guesses on the unknown network
parameters. In [13], Gaussian-Processes nonlinear Regression
is adopted to predict the BER of an optical communication
system using as features the channel input power, lightpath
length, symbol rate and inter-channel spacing.Two alternative
ML approaches named network kriging and norm L2 mini-
mization are applied in [14]–[17] to perform QoT estimation.
These methods require the installation of probe lightpaths
carrying dummy traffic to acquire field measurements to
compute an estimation of the Q-factor of already established
or candidate lightpaths. In [10], Random Forests are used
to predict whether the BER of unestablished lightpaths will
exceed a given threshold, based on set of features representing
the transmission parameters of the lightpath. In this paper, we
will leverage this approach (see Section III for further details),
as it does not require the installation of probe lightpaths and
considers several modulation formats.

B. Integration of QoT Predictors and RSA Techniques

Though several models for RSA in EONs have been in-
vestigated in the past decade (see [18] for a recent survey),
only a few preliminary attempts to integrate the outputs of
QoT estimators in traditional RSA have appeared. In [19], the
output of a neural-network estimator is exploited by a heuristic
algorithm for dynamic routing and spectrum assignment in a
multicast scenario. The authors of [20] propose a ML-based
approach for inter-core crosstalk estimation in optical networks
with multicore fibers. The proposed regressor is queried by a
heuristic algorithm for core, route and spectrum assignment.
In [21], a ML-based traffic predictor and a QoT estimator

leveraging deep neural networks are integrated in a Rout-
ing, Modulation format and Spectrum Assignment (RMSA)
heuristic algorithm. Differently, in this study we focus on
a static scenario and assume the availability of multiple
modulation formats. The QoT estimator is called iteratively
by an ILP formulation for RMSA, whose constraints gradually
gain knowledge on neighbor channels, based on the optimal
network configuration calculated at the previous round.

III. BACKGROUND

A. QoT ML Classifier

A random-forest binary classifier is adopted in [10] to
predict the probability that the BER of unestablished lightpaths
will exceed a given threshold (for additional details about
the choice of the learning algorithm and for a thorough
performance assessment of the classifier, the reader is referred
to [10]). As depicted in Fig. 1, the classifier is trained with a
dataset of input instances consisting in a list of features that
characterize a lightpath: more in detail, an instance relative to a
given lightpath k includes as features the lightpath total length
Lk and maximum link length Lmax

k , the number of traversed
links lk, the amount of traffic d to be transmitted and the mod-
ulation format m to be adopted for transmission. Optionally,
the classifier may consider additional features characterizing
the neighbor channels of lightpath k (represented in the grey
dashed portions of Fig. 1): such additional features include
guardband size gl, gr, traffic volume dl, dr and modulation
format ml,mr of the spectrally nearest left and right channels
(co-propagating with the considered lightpath along at least
one of its links).

Given a traffic request, alternative configurations of routes
and modulation formats are given as input to the classifier and,
for each of them, the classifier outputs a probability pth that
the ligthpath configuration will satisfy a given threshold th on
the BER measured at the receiver. Then, to obtain a yes/no
answer, the probability output is binarized according to the
following rule: given a reference value p∗th, the ligthpath is
considered to be feasible if pth ≥ p∗th, infeasible otherwise.
Typically, p∗th is set to 0.5. Note that higher (resp. lower)
values of p∗th will lead to less false-positive occurrences2

(resp. false negatives). Note also that the inclusion of features
related to neighbor co-propagating channels improves the
classification accuracy for lightpaths with BER values closely
approaching th.

B. Qtool for Framework Validation

Due to the unavailability of lightpaths’ BER measurements
gathered from real networks, these values are generated using
the Qtool described in [10]. The Qtool generates realistic
instances of the uncoded BER at the input of the FEC soft
decoder (pre-FEC BER) by simulating a linear optical commu-
nication system affected by chromatic dispersion and additive
white Gaussian noise (AWGN). Under the AWGN assumption,

2We denote as false positives the above-threshold lightpaths that are
erroneously classified as feasible, whereas we denote as false negatives the
below-threshold lightpaths that are incorrectly classified as infeasible.



Fig. 1: The classification method for QoT estimation adopted in [10]. Left and right attributes are referred to the spectrally
nearest neighbor channel co-propagating with the lightpath on at least one link.

Fig. 2: Margined (a), ML-based (b) and iterative (c) RMSA
frameworks.

the pre-FEC BER depends on the pre-FEC signal-to-noise ratio
(SNR) and on the modulation format. For a given lightpath,
the pre-FEC SNR can be estimated by a link budget, taking
into account the transmitted power, gains and losses along the
route. More in detail, the Qtool considers transparent links of
dispersion uncompensated standard single-mode fibers where
the signal power is restored by identical optical amplifiers
equally spaced over the links (100 km), with gain 20 dB
and noise figure 5 dB. On top of this link budget, we add
a negative-exponential random additonal penalty, mimicking
uncertainity in transmission parameter knowledge. Following
[5], in the remainder of the paper we will set the pre-FEC
BER threshold as th = 4 · 10−3.

IV. INTEGRATED NETWORK PLANNING FRAMEWORK

The RSA problem can be summarized as follows: given a
network topology and set of traffic demands between source-

destination node pairs, for each demand a lightpath must
be selected to route the traffic from source to destination
and an optical channel must be assigned to the lightpath
to accommodate the demand in a commensurate spectrum
portion. Spectrally adjacent channels must be interleaved by
guardbands to ensure proper signal filtering and switching.
The number of transceivers to be allocated in each channel
depends on the traffic volume to be served and on the spectral
efficiency of the modulation format used for transmission.
If multiple modulation formats can be adopted, the problem
evolves in RMSA. In such case, the problem must include
reach constraints that define the feasibility of the deployment
of a ligthpath along a given route3.

A. Baseline Design Approach with Margined Reach Con-
straints

In recent literature, reach constraints are set based on
pre-computed reach values obtained via margined analytical
formulas (see Fig. 2a). Marginations are necessary to account
for uncertainties in physical layer characterization (e.g., ampli-
fier noise figures, switching equipment and fiber propagation
losses) and in the actual network configuration (e.g., inter-
channel crosstalk due to neighbor lightpaths). Such formulas
ensure an acceptable QoT, but they are often too conservative
and may lead to underutilization of network resources. In the
remainder of the paper, this design approach will be named as
margined.

B. ML-Based Reach Constraint Design Approach

As depicted in Fig. 2b, a first intuitive integration of
RMSA with ML consists in replacing the margined reach
computations with a ML-based QoT classifier that, on input
of a query for each possible combination of traffic volume,
route and modulation format, returns the probability that the
considered combination is feasible. Based on such output,
reach constraints can then be defined and integrated in the
RMSA model. As the classifier is trained with a consistent

3Note that higher traffic means a larger number of transceivers/signals in
the same optical channel, hence higher intra-channel interference.



amount of monitoring data gathered from already activated
lightpaths, it is expected to capture the actual physical-layer
characteristics more accurately than margined formulas. In the
following, this approach will be referred to as ML-based.

C. Iterative Reach Constraint Design Approach

A limitation of ML-based QoT estimators is that they
are prone to errors (i.e., a lightpath could be erroneously
classified as feasible, despite its actual received BER exceeds
the threshold). Such errors could be reduced, if information
on the spectrally adjacent channels co-propagating with the
considered lightpath are provided as additional input to the
classifier (including, e.g., their traffic volume, modulation for-
mat and guardband spacing). Unfortunately, even considering
only the spectrally nearest left and right neighbor channels, an
a-priori ML-based estimation for all possible configurations
of a lightpath and its neighbor channels is computationally
infeasible in realistic scenarios. As an example, let us assume
that traffic demands may have 10 different sizes (e.g., from
50 Gbps to 400 Gbps with 50 Gbps granularity), that 6
modulation formats are available and that guardbands may
have 10 different widths, for each ligthpath the feasibility
of 63 · 83 · 102 = 11,059,200 configurations should be pre-
computed. Therefore, integrating information on neighboring
channels in RSA models introduces huge scalability issues4.

To overcome such limitations, we propose an iterative
procedure (see Fig. 2c) that, after finding a solution to the
initial RMSA formulation, for each lightpath in the solution,
issues a query to the ML classifier containing the exact features
of that lightpath and of its neighboring channels (hence, there
is no need to account for all possible cases as in the previous
example). If the classifier returns a negative outcome (i.e., the
ligthpath QoT is not acceptable), an additional constraint is
added that excludes from the RMSA solution the unacceptable
deployment of the ligthpath and its neighbors. The process
is repeated iteratively, until either a feasible solution for all
lightpaths is found, or a maximum number of iterations is
reached. In the following sections, this approach will be
referred to as iterative.

V. THE RMSA PROBLEM FORMULATION

A. Assumptions and Notations

We consider an arbitrary network topology represented
by an undirected graph G = (V, E), where V is the set
of nodes and E is the set of bidirectional links. Each link
e ∈ E is characterized by a length Le. A static traffic
matrix D = [dsd] of traffic requests between each node pair
(s, d) ∈ T = {V × V : s 6= d} defines the traffic volume
generated by source node s and directed to destination node
d. To simplify the notation, in the following a traffic request
between the (s, d) pair will be denoted as an element t of
set T . For each request t, a set of candidate lightpaths Kt is
predefined. We assume that such set contains the k shortest

4In our considered scenario, the overall number of evaluations considering
an all-to-all traffic matrix in a network with 14 nodes and 22 links would be
in the order of 109.

paths (i.e., |Kt| = k). The length of a lightpath is defined as
Lk =

∑
e∈k Le. For each lightpath, the length of its longest

link is denoted as Lmax
k = maxe∈k Le. The number of links

traversed by lightpath k is denoted as lk = |{e ∈ E : e ∈ k}|.
We assume that optical fiber spectrum is subdivided in a
flexible grid with standard slice width of F GHz and elastic
transceivers operating at 28 Gbaud with optical bandwidth of
B GHz (where B is an integer multiple of F ). Superchannels
with multiple adjacent transceivers are used to serve traffic
demands exceeding the capacity of a single transceiver. Spec-
trally neighboring (super)channels are separated by an optical
guardband of G GHz (where G is an integer multiple of F ).
Transceivers operate at one of the modulation formats within
a given set M , which results in a capacity of rm Gbps. As
we adopt a channel-based formulation, a set C of candidate
optical channels is precomputed. Each channel c ∈ C occupies
a predefined set of contiguous slices and is characterized by
a bandwidth wc.

B. ILP Formulation

Let us introduce the ILP formulation of the RMSA problem
(adapted from [22] for a generic mesh topology).

Sets:

• T , set of (s, d) pairs
• Kt, set of feasible lightpaths between (s, d) pair t ∈ T
• K = ∪t∈TKt, set of all lightpaths
• M , set of modulation formats
• C, set of optical channels (group of contiguous spectrum

slices)
Parameters:

• Q, positive constant (greater than the maximum number
of transceivers that could be needed to serve a demand)

• G, guardband size
• B, bandwidth of a transceiver
• λmk , 1 if the reach of modulation m ∈ M exceeds the

length of path k ∈ K, 0 otherwise
• φk,k′ , 1 if paths k ∈ K and k′ ∈ K : k 6= k′, share at

least one link, 0 otherwise
• ψc,c′ , 1 if channels c ∈ C and c′ ∈ C spectrally overlap,

0 otherwise
• wc, bandwidth of channel c ∈ C
• lk, length of path k ∈ K in number of links
• dt, traffic demand for (s, d) pair t ∈ T
• rm, capacity of a transceiver operating at modulation m ∈
M

Variables:

• bmk , integer, number of transceiver pairs (one installed
at node s, another at node d) with modulation m ∈ M
serving traffic t ∈ T on path k ∈ Kt

5

• βm
k , binary, 1 if modulation m ∈ M is used to serve

traffic t ∈ T on path k ∈ Kt

• yck, binary, 1 if channel c ∈ C is used along path k ∈ K

5Note that, as path k is uniquely associated to a source-destination pair
t = (s, d), subscript t is omitted to simplify the notation in all the variables.



Objective Function:

z = minα1 ·
∑
k∈K

∑
m∈M

bmk + α2 ·
∑
c∈C

∑
k∈K

wc · lk · yck (1)

Constraints: ∑
c∈C

∑
k∈Kt

yck = 1 ∀t ∈ T (2)

∑
m∈M

∑
k∈Kt

βm
k = 1 ∀t ∈ T (3)

∑
m∈M

∑
k∈Kt

rm · bmk ≥ dt ∀t ∈ T (4)

βm
k ≤ λmk ·

∑
c∈C

yck ∀m ∈M,∀k ∈ K (5)

bmk ≤ Q · βm
k ∀m ∈M, ∀k ∈ K (6)∑

m∈M
B · bmk ≤

∑
c∈C

(wc −G) · yck ∀k ∈ K (7)

yck + yc
′

k′ ≤ 1 ∀(c, c′) ∈ C × C |ψc,c′ = 1 (8)
∀(k, k′) ∈ K ×K | φk,k′ = 1

The objective function (1) minimizes a weighted sum of
two contributions: the first summation counts the number of
installed transceiver pairs, the second summation computes the
sum of the spectrum slices occupied over all network links. By
properly tuning the value of the multiplicative factors α1, α2,
either transceivers minimization (for α1 � α2) or spectrum
minimization (for α1 � α2) can be privileged.

Constraints (2) state that each traffic demand is served ex-
actly by one channel along one lightpath; constraints (3) state
that each traffic demand uses only one modulation format;
constraints (4) state that traffic demand t must be satisfied by
the total capacity of the transceivers installed at the two end
nodes; constraints (5) state that modulation format m can be
used on lightpath k if its reach exceeds the lightpath length and
if lightpath k is chosen to route a traffic request; constraints
(6) imposes that all the transceivers installed on lightpath k
use the same modulation format m; constraints (7) ensure
that the width of channel c used to serve a traffic request is
sufficiently large to accommodate all the required transceivers
and the guardband G; constraints (8) state that two spectrally
overlapping channels cannot be activated simultaneously along
lightpaths that share at least one link.

In the so called “reach” constraints (5), we observe that the
binary parameter λmk encodes the information on whether the
expected BER is below threshold th for a lightpath k using
modulation format m. In this paper we compare two possible
ways of computing such parameter:
• in the margined approach, we compute λmk with the clas-

sical margined formulas where the reach (i.e. maximum
distance) coverable for a given modulation format and
traffic volume is precomputed as in [5].

• in the ML-based and iterative approaches, we compute
λmk exploiting the output of the ML classifier described
in subsection III-A.

In particular, given a reference value p∗th, λmk is set as
follows:

λmk =

{
1 if P (BER(Lk,Lmax

k , lk, dt,m) ≤ th) ≥ p∗th
0 otherwise

Since we aim at reducing the number of false positives at the
price of a higher number of false negatives, in Section VI we
explore different values of p∗th in the range [0.5, 0.99].

C. Additional Constraints for the Iterative Design Approach

Equations (1)-(8) compute an optimal RMSA solution with-
out taking into account potential interferences among light-
paths deployed on adjacent channels and their effects on reach
constraints. For a lightpath k serving traffic request t = (s, d)
with modulation format m belonging to the optimal solution
and exhibiting near to threshold BER, the risk exists that
the estimated pth is affected by an error, which may in turn
impact on the value of parameter λmk . To reduce such error,
the characteristics of neighbor lightpaths should be included
as classification features: in particular, according to [10], the
traffic volumes dl and dr served by the two lightpaths kl and
kr co-propagating with k on at least one link using modulation
formats ml and mr and deployed on the spectrally nearest left
and right channels cl and cr with guardband widths gl and gr
should be considered6.

To capture the impact of inter-channel crosstalk while
limiting the explosion in computational complexity, we adopt
the iterative design approach. At iteration it, given an optimal
solution s∗it = (b∗it, β

∗
it, y

∗
it) to (1)-(8), for each lightpath be-

longing to s∗it we query the ML classifier using the additional
features describing its adjacent deployed lightpaths. If for
at least one of the lightpaths belonging to s∗it the classifier
returns as output a probability pth lower than p∗th, then we
add new constraints to (1)-(8) in order to cut off s∗ from
the feasible solution set and we iterate by solving the new
problem again. More in detail, to eliminate s∗ we add a
pair of constraints, called modulation cuts, for each deployed
lightpath k belonging to s∗ that exhibits a BER lower than
th with probability pth ≤ p∗th. Given the unfeasible triplet
deployed lightpaths (k, kl, kr) and their respective modulation
formats (m,ml,mr), modulation cuts read as follows:

βm
k + βml

kl
≤ 1 (9)

βm
k + βmr

kr
≤ 1 (10)

The iterative approach stops when the probability pth that
the estimated BER is below the target threshold th is higher
than the reference value p∗th for all deployed lightpaths or when
a stopping criterion, either on computational time or number
of iterations, is reached.

Note that an alternative brute-force approach would be
the precomputation of pth for every possible combination of

6Note that gl and gr can be greater than G due to potential spectrum
fragmentation.



the values of dl, dr, gl, gm,ml and mr. As the number of
such parameters grows as O(|M |3 · |K|3 · |D|3 · |S|2), where
S is the set of spectrum slices, a brute-force approach is
computationally unmanageable in realistic network scenarios.

VI. NUMERICAL RESULTS

A. Simulation Framework

We consider the Japan network topology depicted in Fig. 3
(with 14 nodes and 22 links). We assume the usage of a
flexible grid with standard slice width of F = 12.5 GHz
[4] and elastic transceivers with optical bandwidth B =
37.5 GHz (i.e., 3 slices). The guardband size is set to G =
F = 12.5 GHz. The available spectrum over each link is
4 THz (i.e., 320 slices). The set M of modulation formats
includes dual polarization (DP)-BPSK, DP-QPSK and DP-
n-QAM, with n = 8; 16; 32; 64, resulting in capacities of
50, 100, 150, 200, 250, 300 Gbps, respectively. We consider 5
all-to-all traffic matrices (i.e., |T | = 14 × 13 = 182) with
random traffic requests uniformly distributed among the sam-
pling set M = {50, 100, 150, 200, 250, 300, 350, 400} Gbps.
It follows that, in our instances, superchannels consisting of
up to 8 adjacent transceivers can be deployed (e.g., in the
case of a 400 Gbps request served with DP-BPSK). Margined
transmission reaches for each combination of traffic volume
and modulation format are reported in Table I.

Ten considered problem instances are listed in Table II,
including their total traffic, maximum and average traffic per
request, and number of candidate shortest paths k per request.
For instances with k = 1 we consider 5 different sets of
modulation formats, where the most spectrally efficient format
ranges from QPSK to 64-QAM (it follows that the first set
comprises only BPSK and QPSK, whereas the last set ranges
from BPSK to 64-QAM), while for instances with k = 2
we tested only the full range of available modulation formats
(i.e., from BPSK to 64-QAM). The instances we consider are
representative for nation-wide networks where link distances
are in order of hundreds of kilometers (e.g., from 40 to 320
in the Japan case). For such networks the traffic we consider
ranges from low congested cases, with average traffic of 146.7
Gbps per link to high congested cases of 264.0 Gbps per
link. Note that traffic requests are generated so that, for the
corresponding shortest path, there exists at least one feasible
modulation format able to carry the traffic considering the
margined reach values. In other words, for long distance pairs,
large traffic volumes may be excluded from set M (as an
example, for traffic generated by node 1 and destined to node
13, the shortest path is 1120 km long, which imposes that at
most 150 Gbps can be transmitted using BPSK).

In the ILP objective function we set α1 � α2, i.e., we
privilege spectrum minimization, but, if multiple optimal so-
lutions exist, the one minimizing the total number of installed
transceiver is selected.

To verify the feasibility of the found solutions, we generate
the actual received BER of the various lightpaths in the optimal
solution using Qtool described in Section III-B.

TABLE I: Margined reaches expressed in km for a given traffic
demand and modulation format (computed as in [5])

traffic volume [Gbps]
50 100 150 200 250 300 350 400

BPSK 3400 1700 1200 900 700 600 500 400
QPSK 3300 1700 1100 900 700 600 500 400

8-QAM 1300 700 400 300 300 200 200 100
16-QAM 1000 500 300 200 200 200 100 100
32-QAM 500 200 100 100 100 100 0 0
64-QAM 300 100 100 100 0 0 0 0

TABLE II: Instances of the problem

Instance Total [Tbps] Max [Gbps] Avg [Gbps] k

1 26.70 200 146.70 1
2 33.75 300 185.44 1
3 38.45 400 211.26 1
4 42.90 300 235.71 1
5 48.05 400 264.01 1
6 26.70 200 146.70 2
7 33.75 300 185.44 2
8 38.45 400 211.26 2
9 42.90 300 235.71 2

10 48.05 400 264.01 2

For the ML-based and iterative approaches, the two clas-
sifiers have been trained with 20000 randomly sampled in-
stances7. For classifier 1, the instances included the first five
features reported in Fig. 1, whereas for classifier 2, all the 11
features reported in Fig. 1 were used. In the following, we
denote the probabilistic outputs of the two classifiers as p1th
and p2th, respectively. We explore different values of p∗th in the
set {0.5, 0.75, 0.90, 0.99}.

B. Results with Margined Design Approach

We first solve the ILP formulation with the margined
approach for all instances in Table II. These results will
be used as benchmark to calculate the spectrum-occupation
reduction achieved by the ML-based and iterative approaches.
In Fig. 4, we include results for all the feasible instances8. For
the optimal RMSA solution of each instance and modulation
format in use, we report the overall spectrum occupation and
the highest BER of any of the deployed lightpaths.

We note that: i) the margined approach does not admit
any solution for instances 3, 4, 5 and 8, 9, 10. Since in our
problem instances all traffic demands admit at least one
feasible modulation format to be used for transmission, the
infeasibility is due to an insufficient link capacity for instances
with total traffic larger or equal to 38.45 Tbps; ii) in all
solutions, no ligthpath violates the BER threshold th (BER
always remains at least two orders of magnitude below th),
confirming that the margined approach is very conservative
and guarantees lightpath feasibility.

7Note that, as in this paper we focus on the integration of the QoT
classification outputs in RMSA, we assume that the classifier is well-trained
and leave the study on the impact of incomplete or biased training datasets
for future work.

8Note that the legend on the x-axis shall be read as the highest modulation
format in a certain instance (e.g., 32-QAM-1 refers to the variation of instance
with k = 1 that considers modulation formats from BPSK to 32-QAM



Fig. 3: Japan network topology
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Fig. 4: Spectrum occupancy and BER with Margined Reaches.
Missing BER columns indicate BER values below 10−8.

C. Results with ML-Based Design Approach

Figure 5 reports results of the ML-based approach, for those
instances that could also be solved with the margined approach
(i.e., instances 1, 2, 6 and 7). In Fig. 5a, on the left axis
we report the spectrum occupancy in THz and on the right
axis we report the percentage savings of ML-Based approach
with respect to the margined approach. Columns are stacked
as both spectrum occupancy and savings are monotonically
decreasing (resp. increasing) lowering the value of p∗th. Figure
5b reports the worst obtained BER (among all lightpaths)
and the number of ligthpaths in the optimal solution for
which the BER calculated with the Qtool is above threshold.
We observe remarkable savings, up to 36%. The ML-based
approach is less conservative that the margined approach hence
it allows to use more spectrally-efficient modulation formats.
We observe larger savings when the reference probability
value is lower (i.e. p∗th = 0.5), though in these cases the
BER is sometimes not acceptable: for example, in instance
7 using modulation formats up to 64-QAM, for 5 lightpaths
out of 182 the value is larger than th9. For higher probability
reference values (i.e. p∗th ∈ {0.75, 0.9}) the BER is most of
the time below the threshold. In few cases it is larger, but the
violation is marginal. More in detail, when the set of available

9There are two possible causes for such behavior: first, the value of p1th
output by the classifier may not exactly match the true probability (despite
accuracy values up to 98% reported in [10, Section VI], prediction errors
may occur). Secondly, the Qtool estimation process includes the addition of
an exponentially distributed random transmission penalty [10]: therefore, on
input of the same set of parameters, multiple estimations obtained with the
Qtool will slightly differ in their value, which could make the difference in
the evaluation of near-to-threshold BERs.

TABLE III: BER with ML based approach

Mod. p∗th W. BER # W. BER # W. BER #

Instance 3 Instance 4 Instance 5

QPSK 0.5 4.34E-09 0 6.65E-09 0 4.34E-09 0
QPSK 0.75 4.18E-09 0 6.65E-09 0 4.18E-09 0
QPSK 0.9 4.34E-09 0 6.65E-09 0 4.18E-09 0
QPSK 0.99 4.18E-09 0 9.01E-09 0 9.01E-09 0

8-QAM 0.5 4.61E-03 2 1.40E-02 5 1.94E-02 5
8-QAM 0.75 4.64E-03 1 1.35E-02 5 1.14E-02 3
8-QAM 0.9 3.16E-03 0 2.45E-03 0 3.16E-03 0
8-QAM 0.99 1.02E-03 0 1.36E-03 0 8.04E-04 0

16-QAM 0.5 1.07E-02 3 1.82E-02 8 1.27E-02 7
16-QAM 0.75 1.33E-02 1 1.96E-02 8 4.64E-03 4
16-QAM 0.9 1.41E-03 0 3.88E-03 0 2.16E-03 0
16-QAM 0.99 8.13E-04 0 8.33E-04 0 8.13E-04 0
32-QAM 0.5 1.37E-02 5 1.95E-02 9 1.54E-02 15
32-QAM 0.75 1.34E-02 3 1.31E-02 5 1.25E-02 6
32-QAM 0.9 6.75E-03 1 5.67E-03 2 3.65E-03 0
32-QAM 0.99 2.98E-03 0 1.54E-03 0 9.38E-04 0
64-QAM 0.5 1.96E-02 3 1.25E-02 10 2.38E-02 20
64-QAM 0.75 6.40E-03 2 1.24E-02 7 2.06E-02 7
64-QAM 0.9 6.11E-03 1 4.88E-03 1 1.58E-02 3
64-QAM 0.99 4.00E-03 0 1.25E-03 0 9.20E-03 2

Instance 8 Instance 9 Instance 10

64-QAM 0.5 1.85E-02 6 1.56E-02 15 2.42E-02 19
64-QAM 0.75 9.32E-03 3 8.90E-03 4 1.27E-02 5
64-QAM 0.9 2.98E-03 0 4.91E-03 2 3.53E-03 0
64-QAM 0.99 3.50E-03 0 3.10E-03 0 3.53E-03 0

modulation formats is limited to BPSK and QPSK, savings
up to 11% can be obtained without any violation of th (the
highest BER values remain below 10−8). When 8-QAM is
introduced, savings raise up to almost 27%, with only one
lightpath experiencing above-threshold BER (5.51 ·10−3 vs. a
threshold of 4 · 10−3 in instance 2) among all the considered
instances. Using more spectrally-efficient modulation formats
up to 64-QAM further increases savings up to 36%, at the
price of a few lightpaths exhibiting over-threshold BERs. For
those lightpaths, the highest experienced BER never raises
above 10−2. Finally, for very conservative scenarios, i.e. when
p∗th = 0.99, the obtained BERs are always below th. Even in
these cases, savings up to 27% can be obtained when the whole
range of modulation formats up to 64-QAM is adopted.

Table III reports results, related to the ML-based approach,
for those instances that could not be solved with the margined-
reach approach. Note that the ML-based approach is able to
provide solutions to all instances (while the margined approach
failed for instances 3, 4, 5, 8, 9, and 10). We now report BER
performances only. Due to space restrictions, results are re-
ported in two columns and column headers are compacted. For
p∗th = 0.99, we observe BER values always below th for all
instances, with the only exception of instance 5 (i.e. with large
traffic demand and k = 1): in that case, when the modulation
format ranges up to 64-QAM, two lightpaths exhibit too
high BER. Note that, since only one candidate lightpath per
node pair is considered, in this scenario the problem reduces
to modulation format and spectrum assignment, whereas the
routing is predefined. Interestingly, for instance 10 (which uses
the same demand matrix but with k = 2, i.e., the demand can



(a) Spectrum Occupation
(b) Markers indicate the Worst BER. Numbers above square, left to
triangular and right to diamond markers indicate the corresponding
amount of above-threshold lightpaths

Fig. 5: Comparison of Margined vs. ML-Based approaches

be routed over two different paths), no threshold violation is
observed. The increased flexibility introduced by having two
candidate lightpaths per node pair is therefore beneficial.

D. Results with Iterative Approach

Table IV reports results obtained with the iterative approach.
Due to space limitations, We restrict our analysis to instances
with modulation formats up to 64-QAM. The column labeled
with “It.” reports the number of iterations before reaching the
final solution. Results marked with an asterisk “∗” denote the
fact that, after the reported number of iterations, the additional
cuts render the problem infeasible. In such cases, the last feasi-
ble solution is reported. Columns labeled with “|MC|” report
the number of added modulation cuts. The last two columns
report the percentage increase in the objective function with
respect to the solution obtained before addition of any modu-
lation cut (i.e., at the first iteration round) and the savings with
respect to the margined approach (note that, when savings are
not reported, it means that the margined approach found no
feasible solution). Remarkably, when comparing the results
to those in Table III, we observe that for p∗th ∈ {0.9, 0.99}
the iterative approach is able to provide a solution with BER
below th for all but only two instances (i.e., instances 1 and
7 with p∗th = 0.9, exhibiting one above-threshold lightpath
each), which was not achievable without using the modulation
cuts. Moreover, for p∗th ∈ {0.5, 0.75}, the number of lightpaths
with above-threshold BER is largely reduced with respect to
Table III. This comes at the price of a small reduction of the
spectrum savings, as some profitable but risky solutions are
eliminated by modulation cuts. Nevertheless, savings above
30% are obtained, showing that the iterative approach achieves
significant reductions in spectrum occupation in comparison to
the margined approach, while almost completely eliminating
deployed lightpaths with above-threshold BER.

E. Complexity Discussion

In the ILP formulation presented in section V, the number of
variables grows as O(|K| · (|M |+ |C|)), whereas the number

TABLE IV: BER with iterative approach

In. p∗th It. |MC| W. Ber # Add. C. % Sav. %

1 0.5 18 134 6.47E-03 1 4.45% 22.89%
1 0.75 24 348 1.35E-03 0 8.07% 17.17%
1 0.9 16 * 826 4.11E-03 1 22.10% -2.21%
1 0.99 6 * 1104 2.98E-03 0 20.68% -2.81%
2 0.5 8 68 5.76E-03 2 2.40% 34.13%
2 0.75 23 236 1.18E-03 0 7.83% 26.30%
2 0.9 13 * 670 3.92E-03 0 18.11% 11.29%
2 0.99 5 * 870 1.67E-03 0 21.86% 6.08%
3 0.5 2 16 5.43E-03 1 -0.40% –
3 0.75 30 260 1.67E-03 0 7.29% –
3 0.9 13 * 840 2.77E-03 0 20.91% –
3 0.99 6 * 1148 2.79E-03 0 24.37% –
4 0.5 18 154 6.70E-03 2 5.66% –
4 0.75 7 132 2.03E-03 0 5.36% –
4 0.9 10 * 614 4.37E-04 0 21.94% –
4 0.99 5 * 938 1.52E-03 0 27.81% –
5 0.5 17 114 5.21E-03 2 3.21% –
5 0.75 13 164 9.62E-04 0 6.13% –
5 0.9 11 * 674 2.10E-03 0 23.51% –
5 0.99 1 * 260 2.10E-03 0 -0.96% –
6 0.5 30 186 9.01E-09 0 1.80% 26.06%
6 0.75 30 714 4.18E-03 1 7.56% 18.90%
6 0.9 30 1744 1.77E-03 0 15.41% 7.31%
6 0.99 7 * 1370 3.00E-03 0 12.26% 8.75%
7 0.5 17 116 1.67E-03 0 1.33% 35.21%
7 0.75 30 646 6.21E-03 1 8.85% 26.97%
7 0.9 11 * 636 2.56E-03 0 9.50% 21.70%
7 0.99 5 * 938 1.32E-03 0 11.44% 18.23%
8 0.5 28 172 6.73E-04 0 2.33% –
8 0.75 30 572 3.81E-03 0 7.79% –
8 0.9 12 * 732 4.55E-03 1 10.65% –
8 0.99 5 * 990 3.93E-03 0 13.24% –
9 0.5 23 172 1.24E-02 2 3.41% –
9 0.75 30 468 4.53E-03 1 8.56% –
9 0.9 10 * 632 1.67E-03 0 10.54% –
9 0.99 5 * 900 1.32E-03 0 13.14% –

10 0.5 6 * 90 1.64E-02 12 1.81% –
10 0.75 15 * 338 1.63E-02 1 6.54% –
10 0.9 8 * 528 3.83E-03 0 9.33% –
10 0.99 4 * 812 9.20E-04 0 12.18% –

of constraints in Eqs.(2)-(7) grows as O(|T | + |M | · |K|).
Conversely, the number of constraints in Eq. (8) strictly
depends on the definition of the channel set C and on the
sparsity of the network and the size of the path set K. As



the number of these constraints can grow very rapidly, in the
order of O(|C|2 · |K|2) in the worst case, some care must
be adopted in designing set C to limit its cardinality, e.g., by
considering only channels of sizes nB+G, with n integer. In
our experiments, the average number of variables for an ILP
problem for the ML-based approach is 67815.1, the average
number of constraints is 68984.4, while the coefficient matrix
has about 1 million non-zero coefficients. The ILP is solved by
Gurobi [23]. Each iteration requires, in average, 26.4 seconds
for instances 1-5 and 53.6 seconds for instances 6-10 on a
3.2GHz processor with 4 cores and 32GB of RAM, Linux
operating system. According to these results, we remark that
the proposed approach may not scale well for larger networks
as computational complexity grows non linearly with network
size. Therefore, a heuristic approach to solve larger instances
will be topic of future investigation.

VII. CONCLUSION

We propose a network planning framework that integrates
the probabilistic outputs of a ML-based QoT estimator for
candidate optical lightpaths in an ILP for routing and spectrum
assignment, considering multiple modulation formats. Results
show spectrum savings up to 30% with respect to traditional
approaches based on margined reaches. By properly tuning
the minimum value of the probability of satisfying a given bit
error rate threshold (returned by the classifier and required
to consider a candidate lightpath as acceptable), network
configurations characterized by different risk levels - which
are quantified by the number of lightpaths that exceed a given
bit error rate system threshold - can be obtained. The number
of “risky” lightpaths can be further reduced if an iterative
procedure is adopted, in which supplementary constraints are
added to the linear program based on the outputs of additional
queries issued to the classifier, which include as features some
characteristics of the neighbor channels.
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