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High Performance Computing (HPC) is quickly evolving at the 
hardware, software and application levels. The MANGO 

project [2] aims at addressing the PPP space in High 
Performance Computing: Power, Performance and 
Predictability. The Mango HPC infrastructure is a distributed 
system, featuring computational nodes composed of general-
purpose processors (GN) linked via PCIe or Ethernet with a 
set of heterogeneous accelerators (HN) interconnected 
through a Network-on-Chip (NoC).

THE MANGO PROJECT
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In MANGO the core of resource management is BarbequeRTRM [1]. In order to efficiently 
explore the decision space, we are extending BarbequeRTRM towards a partition-based 

schema. A partition is a subset of available resources that can be assigned to a task 
graph, able to guarantee the application requirements.
The above picture depicts the flow of resource allocation:

The applications       provide their task graphs to BarbequeRTRM that       requests 
available partitions to the low-level runtime, then           it asks to memory and power 
managers to skim the partition list and to assign a score [0;100] to each partition. Finally, 
it selects the best partition and enforces          the resource assignment.

Each actor reduces the decision space of the resource manager implementing a local 
policy, allowing the development of high-level policies in BarbequeRTRM. Consequently, 
the decision process is distributed among the several policies of each actor that contributes 
to the final decision of the resource manager. How to select policy algorithms and how to 
tune them are the current and critical challenges in the design of the resource manager.

THE DECISION SPACE PROBLEM
The applications have to expose to the resource manager a 
task graph describing its structure, in terms of kernels and 
buffers to be allocated to the heterogeneous node, their 
relations and requirements. Selecting the best allocation for 
the task graph depends on several factors:

 1) available processor types and the target architectures of
     the kernels
 2) number of threads and the number of available cores
 3) NoC resources (bandwidth, virtual networks, etc.)
 4) memory allocation, especially considering the internal 
     fragmentation
 5) temperature and power requirements
 6) potential cache conflicts
 7) application QoS

Taking in account all of these factors entails a multi-
dimensional and large decision space, especially in the 
presence of multiple applications. The complexity of finding 
the optimal solution would be not feasible in terms of 
computational power.

PARTITION-BASED RESOURCE MANAGEMENT

Given a buffer of size S, a unit or set of processing units U which uses this buffer and a 
partition or set of partitions P = {M;U} appropriate to allocate buffer on HN, where M is a 
memory unit, we aim to select best M in P, taking into account future memory usage. For 
future memory usage it is necessary: 
1) to allocate the buffer in memory unit near processing unit and leave memory units free 
near unused processing units; 
2) to leave free spaces for allocation of high priority requests.
To achieve the first goal we propose to use a fuzzy multi-criteria analysis with pairwise 

comparison. The following steps could be taken:
 - consider  the fuzzy sets     that are  are defined on the universal sets of P with the 
membership function for each criterion in C.

 - define the fuzzy set membership functions on the basis of pairwise comparisons of 
elements of P:

 
where        are the elements of the matrix of pairwise comparisons          ;
 - to take into account the different weight of the various criteria, we apply concentration or 
dilation to the fuzzy sets (    );
 - rank all elements of P on the basis of intersection of fuzzy set of criteria, according to the 
Bellman-Zadeh scheme:
To maximise the ability to allocate future high priority requests, the choice between 
memory units will be based on a statistical prediction of the future memory state.

PREDICTION-BASED MEMORY MANAGEMENT  
 RESULTS

MEMORY UTILIZATION
Comparison of the memory utilization of the three memory 
allocation algorithms
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SUCCESSFUL ALLOCATIONS
Comparison of the percentage of succesfull allocation 
requests of the three memory allocation algorithms (all 
successful requests - blue, high priority - green)
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Algorithm with prediction based on moving average method - 
small diagonal, with prediction based on exponential weighted 
average method - diagonal and without prediction - solid. The 
two experiments employed the same configuration and 
sequences of requests. But the size of the memory units was 
smaller in experiment 2.
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