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Abstract. New and evolving Artificial Intelligence (AI) applications
span across the full spectrum of computing resources, seamlessly inte-
grating across Edge and Cloud platforms. Deploying applications at the
network edge reduces latency, while cloud computing ensures a higher
processing power. Managing resources in such a dynamic and diverse
environment requires a strategic approach to satisfy Quality of Service
requirements and minimize costs. To address this challenge, we propose
FIGARO (reinForcement learnInG mAnagement acRoss computing cOn-
tinuum), which exploits offline training and imitation learning to speed
up the training of reinforcement learning-based agents able to control re-
sources in the full cloud continuum stack. By extending our framework,
we designed a hierarchical system structure and tested agents that only
need to manage one computational layer at a time. This approach en-
ables the system to efficiently manage multiple application components
in complex Al pipelines. The results demonstrate the effectiveness of the
hierarchical method, as the local agents dynamically scale computational
resources, limiting QoS constraint violations to a maximum of 1.4% in
the reference use-case application.

Keywords: Reinforcement Learning - Computing Continuum - Artifi-
cial Intelligence

1 Introduction

The amount of data that needs to be processed per time unit has drastically
increased over the last few years, particularly with Artificial Intelligence (AI)
applications. This trend is not expected to change in the future, with the Al
market projected to grow more than 6x by 2030, driven by a compound annual
growth rate (CAGR) of 35.7% [2]. The computational landscape witnessed a
huge paradigm shift, moving from applications executed in pure cloud environ-
ments to a computing continuum of diverse resources with largely heterogeneous
characteristics, ranging from small Internet of Things (IoT) devices to large
data centers. On such an integrated system, applications workflows can run at
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the periphery of the network, supported by a very low latency but limited com-
putational capabilities, or they can be offloaded to remote services, e.g., cloud
Virtual Machines (VMs) or Functions as a Service (FaaS) instances.

A well-known problem in this field is the Resource Selection and application
Component Placement problem (RS-CP). Mapping the workload entering the
different components of an application pipeline is fundamental to appropriately
support their execution; however, choosing which resource to devote to run each
part of the pipeline gets harder as the complexity of the application workflow
increases. The RS-CP problem is usually tackled at design time (e.g., in [23, 26])
to determine the minimum-cost solution that satisfies Quality of Service (QoS)
constraints. While design-time tools are usually effective in identifying the proper
resource types to be deployed in the system and an initial placement of appli-
cation components on the available computational layers, they usually cannot
compute the optimal solution in real-time. Moreover, and most importantly, any
change in the system status (e.g., a demand increase or unexpected workload
fluctuations) would result in performance degradations or in a significant impact
on system costs if the design-time solution were not adapted accordingly.

We propose FIGARO (reinForcement learnInG mAnagement acRoss the com-
puting cOntinuum) to address the periodic adaptation of the RS-CP solution at
runtime, leveraging Deep Reinforcement Learning (DRL) to automatically learn
an effective management policy under varying environmental conditions. To ad-
dress one of the most prominent issues in the development of RL algorithms,
i.e., the huge time required to learn a good enough policy, FIGARO leverages
the design-time knowledge to guide the agent decisions in the early stages of the
training process. The policy is then refined and continuously adapted through
interactions with an evolving environment.

In this paper, we extend our previous work [8], which was characterized by
significant limitations and scalability problems. In fact, the RL agent we de-
veloped could control only systems involving few application components due
to the increasing complexity of the underlying environment and agent state.
We envision a hierarchical framework where multiple local agents are deployed
on different computational layers. Each of them will be responsible for a single
resource hosting (possibly) multiple co-located components, and it will dynam-
ically scale the number of resource instances to limit the execution costs while
satisfying the user-imposed QoS constraints. A centralized master agent with
a global view of the computing continuum environment and the components
pipeline will then support the overall execution by taking higher-level decisions
involving, e.g., the migration of components from one resource to another.

In summary, our main contributions are the following:

— We propose a novel hierarchical RL setting, which allows our FIGARO
framework to easily scale to support complex application pipelines; more-
over, we propose a Deep Q-Learning-based implementation for the local
agents, effectively designing the observations of the agent to support the
execution of multiple co-located components.
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— We boost the ability of the agent to learn an optimal policy by leveraging Be-
havioral Cloning (BC) [21] to exploit the experience collected by SPACE4AI-
D, a state-of-the-art design-time tool for AI applications capacity planning
in the computing continuum [23];

— We validate our work by conducting several experiments considering multi-
component application pipelines deployed on edge and cloud resources, in-
cluding a reference use-case application that supports Deep Neural Network
(DNN) partitioning. The results prove the effectiveness of our hierarchical
approach, since local agents manage to dynamically scale the computational
resources, reaching at most 1.4% of QoS constraints violations at the end of
the training in the reference use-case application.

The rest of the paper is organized as follows: Section 2 describes the RS-CP
problem at runtime. Section 3 presents a two-component Al application that we
use as a reference in our work. Section 4 offers a complete overview of FIGARO.
The experimental validation of the framework is based on numerical analyses and
is discussed in Section 5. Section 6 briefly overviews related works. Conclusions
are finally drawn in Section 7.

2 RS-CP Problem

The general goal of the RS-CP problem is to minimize the execution costs of
computing continuum resources while complying with memory constraints, com-
ponents to resources compatibility, and QoS requirements.

Some works in literature [23] propose ways to solve the problem at design
time. This means that, given all the computational layers of the computing
continuum, decisions are made on:

1. which resources to utilize at each layer of the computing continuum;
2. which layer to use for executing various application components.

At runtime, the design-time solution is considered a starting point, and the
deployment is re-evaluated in the new system conditions.

Fig. 1: Application DAG.

Following the approach described in [23] for the design-time scenario, we
model AT inference applications as Directed Acyclic Graphs (DAGs). Each node
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represents a different application component (see Figure 1), denoted by set Z.
We assume each component ¢ € Z to be the inference step of a DNN running
in a software container. This can, in principle, be deployed on heterogeneous re-
sources, including edge devices (denoted by the set J¢) and cloud VMs (denoted
by Jec). For the sake of simplicity, we consider DAGs with a single entry point,
receiving as input an exogenous workload A(7) (expressed in requests per sec-
ond) for every time interval 7, and a single exit point. DAG edges represent the
data transfer between application components, therefore including information
about data size and transition probability. DNNs might be split so that differ-
ent partitions (e.g., groups of convolutional layers) are executed in a distributed
manner. A given DNN may be partitioned differently according to resource ca-
pacity and network settings. Therefore, each component is characterised by a
set C' of candidate deployments, such that ¢’ € C? is a set of neural network
partitions, i.e., ¢k = {7} }peni .

We denote by R; the response time of component ¢ € Z, defined as the
sum between the execution time R}l of all partitions in the selected deployment
and the expected delay due to data transmissions between them. Similarly, if
we denote by P a path including a sequence of consecutive components, we
can define its response time Rp as the sum of R; for all components in P,
plus the transmission delays between different components. Accordingly, QoS
requirements may be imposed in the form of local constraints, i.e., thresholds
LR; on the maximum response times of single components, or global constraints,
i.e., upper bounds GRp on the execution times of multi-component paths.

Fig. 2: Example of Al application component with its candidate deployments

In our work, as in [23], the response times of all components and partitions
are computed by exploiting M/M/1 queues, considering the service demands
D;. This means that inter-arrival and service times follow an exponential dis-
tribution. This assumption does not hold at runtime (in our previous work [8],
we relied on a simulator that allows us to consider heterogeneous service times
distributions for validation purposes). At design time, a computational layer is
a set of resources that can be chosen as an alternative to each other. At run-
time, which is our case, the resource to use has already been selected. Therefore,
we can define the computational layer via the specific kind of computational
resource (i.e., VM) that it contains, with its parameters such as memory, cost,
and number of cores. Each kind of VM can be instantiated multiple times, from
a minimum of 1 (or 2 for reliability reasons) to a maximum number N.
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Furthermore, executing consecutive components or partitions on different
resources requires data transfer among the selected devices. Communications
are enabled by different network domains, exploiting heterogeneous technologies
in terms of access delays and available bandwidth (e.g., WiFi, 5G).

Edge devices and cloud VMs are characterized by hourly costs, denoted by
Cg, and C¢, respectively, which account for resources and energy consumption.

The problem of finding a component placement that minimizes the total
execution costs while satisfying hardware, network, and QoS constraints can be
formulated as a Mixed Integer Non-Linear Program (MINLP) with the following
objective function (see [23]):

min Cg + Ce. (Pla)
s.t.
RP < @P V(P, ﬁp) € gcC, (Plc)

where £C and GC are the sets of components or execution paths included in
local or global constraints, respectively. Additionally, the optimization is subject
to constraints related to the memory availability in different resources and the
assignment compatibility between components and resources. Solving this prob-
lem at runtime means switching on/off the appropriate edge resources, scaling
in/out the cloud VM instances, identifying a deployment for each component,
allocating the partitions on the chosen devices, and checking compatibility with
memory constraints and QoS requirements. The choice of the DNN deployment
for each component is managed through the binary vector Z, whose element 2
is 1 if ¢! is selected for component i € Z. Similarly, the component-to-resource
assignments are described through the matrix Y. Each element g}}'lj is equal to
the number of instances of resource j € J assigned to partition 7.

To effectively tackle the RS-CP problem in a dynamic runtime setting, this
MINLP can be reformulated as a Markov Decision Process and then addressed
with an RL-based approach as will be presented in Section 4.

3 Sample Use-Case Application

As a reference case study, we consider a two-component AI application (see
Figure 3) initially proposed in [20]. The first component, denoted as blurry-
faces, receives as input a video, recorded, e.g., by security cameras in a public
setting; it exploits the FFmpeg tool to extract a frame every 5 seconds and
the YOLO (You Only Look Once) network [19] to detect faces appearing in it.
These are then blurred to anonymize the frames, preparing them for subsequent
processing. The second component, mask-detector, works on the images provided
by blurry-faces; it leverages the YOLO network to identify faces in the pictures
and classify them according to whether people are wearing a face mask.
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mask-detector

— Assignment compatibility

Fig. 3: Mask detection application.

As reported in the picture, the first component is characterized by two can-
didate deployments: the whole component can be executed exploiting an on-
premises VM at the edge (VM 1), or it can be partitioned so that 73 is offloaded
to VM2 in the cloud. Both solutions ensure that no sensitive data leaves the lo-
cal resources, thus implicitly satisfying privacy constraints. However, delegating
part of the processing to a cloud VM would significantly help in controlling the
component execution time if the incoming load increases, saturating the limited
computational capacity at the edge.

Both VM1 and VM2 are characterized by a maximum number of available
instances; at design time, the tool in [23] identifies an initial production de-
ployment according to an expected peak value of input workload and to the QoS
constraints imposed on the two components response time. In particular, we may
impose a threshold on the response time of each component (local constraint)
or on the whole application execution (global constraint).

At runtime, FIGARO is responsible for adapting the production deployment
to the current workload and conditions of the environment. As it was mentioned
in Section 1 and will be clarified in the next sections, a local agent deployed
on each computational layer will identify the most suitable number of instances
for each running VM, leaving to a centralized master agent to determine which
candidate deployment to select for the first component.

It is crucial to observe that the master agent decisions have a significant
impact on the two local agents: in particular, the one deployed on the second
computational layer should be able to generalize and take appropriate actions
independently on the number of components (or component partitions) that are
deployed on VM2. Similarly, the agent on the first computational layer faces
different scenarios according to whether blurry-faces is partitioned or not, since
the service demand and the response time constraint associated with the whole
component are significantly different from those related to 7.

4 FIGARO

FIGARO is a framework for the runtime management of AI applications. It
is based on Reinforcement Learning, which makes it capable of adapting to the
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dynamic nature of real-world environments. A relevant source of variability is the
input workload, which can fluctuate over time for various reasons. This makes
static resource assignment ineffective, as it can lead to either underutilization
or saturation. FIGARO includes an offline learning process, followed by the
deployment of the pre-trained agent in a real-world scenario. In this work, we
focus only on the offline training phase of the agent, enhancing both the quality
of the solution and the time required to achieve it.

4.1 Reinforcement Learning

RL algorithms include an agent that interacts with an environment to maximize
a reward function. In each time window 7, the agent observes the current state
s(7) of the environment and selects an action a(7) to take. Based on the outcome
of this action, it receives a numeric reward signal (7).

In our case, as the main goal is to minimize the operational cost of the system,
we include it in the calculation of reward for the agent. A detailed analysis of
the reward computation is carried out in Subsection 4.5. The learning process
involves continuous interaction with the environment, which transitions from
state s(7) to s’ = s(7’) in response to the actions of the agent. The cost associated
with each state-action pair depends on this transition (i.e., ¢ = ¢(s,a,s’)). The
strategy followed by the agent to choose actions based on the current state is
referred to as policy. In the following, we describe:

— the state space, representing all possible states the agent may encounter;

— the action space, representing the set of all possible actions the agent can
choose from;

— the cost, which depends on the selected action and the next observed state.

The RS-CP problem described in Section 2 faces a rapidly growing com-
plexity. Specifically, the sizes of the assignment matrix Y and the deployment
vector Z grow with the number of layers and components, while the size of the
response times vector R grows with the number of components. As a result, the
state space can easily become significantly large, making it challenging for the
agent to converge to an optimal policy.

To address this problem, we utilized the Deep Q-Network (DQN) algorithm,
which effectively combines RL and DNNs [8]. DQN is based on the concept of
Q-function, which evaluates the expected rewards of taking a specific action a
in a given state s and then following policy 7. In cases where there are many
combinations of states and actions, such as ours, a DNN is used to approximate
the Q-function.

During training, at each step, the experience of the agent is saved in an expe-
rience replay buffer. The saved tuple is: (s(7),a(7),r(7), s(7 4+ 1)). By randomly
sampling batches of experience tuples from this buffer during training, we can
prevent the agent from becoming biased by correlations between consecutive
events, improving both learning stability and efficiency [10].
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DQN employs an epsilon-greedy strategy to balance exploration and exploita-
tion during training. With probability e, the agent selects a random action (ex-
ploration), and with probability 1—e, it selects the action that maximizes the Q-
value (exploitation). As training progresses, ¢ is gradually reduced, allowing the
agent to progressively rely more on the learned Q-function for decision-making.

4.2 Hierarchical architecture

To address the issue of state explosion [27], we adopted a hierarchical approach.
The system is divided into sub-systems, each corresponding to a computational
layer. The objective is to train as many agents as the number of sub-systems,
with each agent controlling a limited number of local components that run on
its respective computational layer. This greatly simplifies the state space for
each agent. This design ensures that the policies of the agents can converge to
optimal solutions, as demonstrated by our previous implementation [8]. However,
the main challenge of this approach is enforcing cross-layer global constraints,
as agents are unaware of other computational layers.

Master gent

Agent 1 Agent 2 Agent 3
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Fig. 4: Representation of the proposed layered architecture with a master agent that
collects information about all the agents on the different computational layers, other
than managing local and global constraints. Each agent is unaware of the others: they
all make independent decisions related to their assigned sub-system. Each sub-system
includes one computational layer with one VM and the components allocated to its
layer. X is the exogenous workload that enters the system and flows through the DAG.

We implemented the hierarchical system depicted in Figure 4. While each
local agent manages a single computational layer, we introduced a higher-level
master agent to coordinate them. Its roles include partitioning components,
migrating them between layers, and splitting global constraints into local con-
straints and, possibly, local into further sub-level constraints.

Each sub-system, managed by a single agent, consists of one computational
layer with a specific resource type (multiple instances of which can be selected),
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and of the components allocated to that layer. This setup facilitates the handling
of local constraints, represented by LR;, assigned to components within each
computational layer.

To illustrate the role of agents, we discuss the use case presented in Section 3.
As said, each local agent is responsible for scaling (up or down) VM instances
of a specific type based on the input workload to that layer. The master agent
oversees the entire system, making higher-level decisions at each time step. Its
tasks include partitioning blurry-faces, if needed, and assigning components and
partitions to compatible layers. Initially, components are assigned to computa-
tional layers according to the design-time configuration. Currently, the master
agent relies on SPACE4AI-D [23] for component migration. Future work will
include training a higher-level policy as well, specifically for this task.

Once a component or partition is assigned to a computational layer, the
master agent handles both global and local constraints using its system-wide
knowledge. It converts global constraints into local ones and assigns them to the
appropriate components. For example, in the case depicted in Figure 3, a global
constraint GR; imposed on the entire application cannot be effectively managed
by the two local agents, which have visibility only on the specific components
deployed on VM1 or VM2. The local agent on the first layer, for instance, would
not be able to scale the VM1 instances properly without knowing how close the
system is to exceeding the threshold. This is because the overall response time
also depends on mask-detection, and therefore on the decisions made by the agent
on VM?2. To address this, the master agent converts GR; into local thresholds
for the two components, assigning them in proportion to their respective service
demands.

The same approach is applied when a local constraint LR; is imposed on
blurry-faces and the component is partitioned, since 7] and 73 are deployed on
different resources (and thus controlled by different agents).

Algorithm 1 outlines the method applied to split global constraints. As de-
fined in Section 2, let GC and LC be the set of global and local constraints, and
D; be the service demand of each component 4. Looping over the paths P (and
corresponding thresholds GRp) in GC, we compute the proportion of GRp that
should be assigned to component ¢ € P by considering the ratio between D;
and the overall demand of the path (see lines 3 — 6). The local threshold LR;

is then updated by considering the minimum over the contributions in WP, to
guarantee that the most restrictive constraint is considered, and by comparing
this with the original upper bound if the component ¢ was already involved in a
local constraint (see lines 8 — 12).

With the previous approach, the system was able to manage only two com-
putational layers hosting single components. The result of implementing the
described hierarchical system is that each agent can manage complex pipelines,
including multiple components, either co-located in a computational layer or
deployed on different layers in the computing continuum.
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Algorithm 1 Global constraints split per computational layer
Require: GC, LC, D; Vie T

1: GRp=0Vie P, VP egC

2: for each (P,GRp) € GC do

3: Dp=> D; > Sum the demands of the components i in the path
ieP

4: for each i € P do

5: GR» « GRpU { g; @p} > Compute the proportional local constraint

6: end for

7: end for

8: if 4 € LC then > Assign the most restrictive constraint to the component 4

9: IR + min ﬁi, min p

peEGRp
Pege
10: else
11: LR '+ min p
pEGRY
Pege
12: end if

4.3 Offline Pre-Training

Before entering into the Reinforcement Learning realm, we implemented a Be-
havioral Cloning (BC) process. In particular, we pre-trained agents by providing
them with the behavior of SPACE4AI-D [23]. This tool, fed by the current work-
load, can identify the minimum cost deployment that fulfills QoS constraints for
the set of considered components. In the long run, this allows us to limit viola-
tions and avoid unexpected and random behaviors when deployed in production.
We implemented this by filling the replay buffer with previously obtained expe-
riences from SPACE4AI-D. Over time, the agent interacts with the environment
and collects new experiences, replacing the contents of the pre-filled replay buffer.

4.4 Local agents State Space and Actions

Each agent manages a single computational layer with a specified number of
instances (all of the same type). The incoming workload is divided into local
workloads for each agent. As illustrated in Figure 1, A(7) enters component
i = 1: the output is then divided into A2 (7) and A3(7) depending on the transition
probabilities to components 2 and 3, respectively. Agents observe the incoming
workload, and they should learn how to handle its variability. Under M/M/1
assumption, the response time of component i is computed as R; = f_’—iU, where
D; is the service demand of the component and U is the resource utilization in the
computational layer to which the component is assigned. Therefore, each local
agent sees a scalar value, U. To effectively manage the system, it is essential
to identify the most critical component within each layer, i.e., the one closer
to violating. To identify the critical component, we analyze the status of all

components. We defined a pressure value as LI%, where LR; is the response
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time threshold of component i. We call dominant the component subject to the
highest pressure, i.e., the closest to violating its constraint. We included pressure
and queue length of the dominant component into the state since they depend
on the response time. Therefore, the state space definition proposed in this work
is:

s(t) = (n,\,p,q,U) (1)

— n is the number of running instances of the resource in the layer, ranging
from 1 to the maximum available number N;
— ) is the input workload;

— p is the pressure on the dominant component (i = d), computed as Ry

LRy’
where R, is the response time of the dominant component and LRy is the
associated threshold;

— ¢ is the queue length of the dominant component, computed as , where
R, is the response time of the dominant component and Dy is the demand
of the dominant component (see [14]);

— U is the utilization of the layer.

Ri—Dgy
D

Each agent can take scaling actions regarding the number of VM instances
in its computational layer. The action space consists of integer values ranging
from the minimum to the maximum number of VM instances available in the
computational layer; at each timestep, the agent selects the number of instances
to turn on.

4.5 Cost function

Through interactions with the environment, each local agent observes a cost,
normalized between 0 and 1, which reflects the impact of its actions on various
aspects of the environment state.

The primary factor we take into account is the violation of QoS constraints,
which we consider as the most severe outcome. Therefore, we assign the maxi-
mum possible cost to any violation, as an agent should not try to reduce oper-
ational costs at the price of violating QoS requirements. When QoS constraints
are met, the overall cost depends on the execution cost, calculated based on the
selected instances and normalized against the maximum possible instance cost.

In Figure 5, we analyze the cost function using a sample workload within the
range [0, 10]. In case an insufficient amount of VM instances is selected, resulting
in a violation, the cost is set to 1. The optimal behavior would follow the bottom
profile of the plot. In order to create a gap between the lower bound and the
cost of violations, we use a parameter called 8 (set to 0.65 in the plot).

This significantly improves the cost function implemented in [8] and greatly
increases the ability of the agent to discriminate between good and bad decisions
while increasing the numerical stability of the training process.

Then, we add BC principles to influence also the cost calculation. In fact,
as explained in Subsection 4.3, we want to exploit the existing knowledge from
SPACE4AI-D at the beginning of the training. In order to do this, we set an
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Fig. 5: Analysis of the cost function depending on varying workload (A € [0,10]). De-
mand = 0.5, one VM type with a maximum of 10 instances that cost 2$/h each.

additional reward at the beginning of the training, given to the agent each time
it chooses the same action that SPACE4AI-D would have chosen. We let this
additional reward decay as time progresses, eventually reaching 0. This way, we
avoid overfitting the behavior of SPACE4AI-D and allow the agent to learn the
proper Q-value for the following iterations (i.e., the expected value of performing
a scaling action given the current state).

So, the final reward function r for each local agent is defined as

1—c+rBC.
First, we define the cost as:
(s, 0, §') = 1, if KXC(s") =1 or K9 (s") =1 @)
T B %jjs,) x 3 otherwise,

where £ (s") and kGC(s’) are set to 1 if local or global constraints are
violated, respectively, in state s’; K°*¢¢ is the execution cost related to the chosen
action (i.e., to the chosen number of VM instances), and C™%* is the maximum
execution cost. As already mentioned, [ is a scaling term that represents the
distance between the violation cost, and the maximum machine cost without
any violation (see Figure 5).

Then, we define the additional reward for BC as:

rBC = maz(0,a — ((m* a)/Mpc)), (3)

where m is the index of the current step, and Mp¢ is the total number of steps
for which we want to apply BC. « is the maximum reward gained through this
process, which in our implementation is set to 0.5. B¢ linearly decays to 0 in
Mpc iterations; then, the reward is evaluated just as 1 — c.

Figure 5 shows the values of the cost function for different workload values
after Mpc iterations. Agents should learn to minimize the cost, meaning that
they will tend to follow the lower bound of the plot.



Runtime Management of AT Applications Through Hierarchical RL 13
5 Experimental Results

This section validates the performance of FIGARO across various experiments
using the Ray RLIlib library [18]. To assess the effectiveness and scalability of
FIGARO, we initially considered application pipelines of 4 components (see Sec-
tion 5.1). Then, as discussed in Section 3, we tested our new implementation on
a realistic pipeline with 2 components (see Section 5.2).

5.1 Evaluation of FIGARO

In this experiment, we consider application pipelines including up to 4 collocated
components and conduct multiple trials, generating 5 random instances and re-
porting the results across the average of the 5 instances. We set a local constraint
for each component as 10.1D;. The DQN algorithm employs an epsilon-greedy
policy with both ¢ and the learning rate (Ir) decaying linearly. As previously
discussed, this allows for a balance between exploration and exploitation. Table
1 summarizes the parameter values used in the experiments. As shown in Table

Table 1: Simulation parameters

System Parameters

N 20
I 4
A Bimodal trace in [0, 10] req/s
D; Uniform distribution in [0.1, 0.6] s
Ri 10.1 x Di
c 2 $/h

Agent Parameters
M 40000
2 2t —1
T 360 steps
Ir decaying from 0.01 to 0.001 during 30000 steps
e decaying from 0.2 to 0.01 during 30000 steps
Replay buffer capacity 360000
Mpc 30000
« 0.5

0.65

Network activation function [ReLU, Tanh, ReLU]
Neuron per layer [256, 256, 128]

1, each episode is 360 steps long, representing a 1-hour-simulation. In fact, the
workload follows a bimodal distribution, with two peaks per episode: this is a
realistic behavior observed in real systems [23]. Given that we assume at most
four components can run on a computational layer (I; = 4), the total number
of possible scenarios (£2) based on the components active on the layer is 24 — 1.
During training, the agent is trained over multiple episodes, with each episode
focusing on a single scenario. In each subsequent episode, we switch to a different
scenario. Conversely, during evaluation, the agent encounters all scenarios within
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a single episode. Every T'/{2 steps, we transition to a new scenario. It is impor-
tant to note that scenarios are selected randomly during both the training and
evaluation phases. We trained the agent for 40,000 steps, with evaluations con-
ducted every 1,000 steps, each over a single episode. We used 10 rollout workers
in RLIib and trained the network at every step. Before starting the training, we
collected 360,000 samples of experience from SPACE4AI-D to pre-fill the replay
buffer. Figure 6 presents a comparison between the agent and SPACE4AI-D dur-
ing the final evaluation of a single instance. In Figure 6a, the blue line represents
the performance of the agent, while the yellow line corresponds to the decisions
made by SPACE4AI-D. The red dashed line shows the varying workload, which
follows a bimodal distribution, fluctuating between peaks and valleys over time
steps, with scenario switches occurring every 24 steps. The number of VMs on
the y-axis reflects how both the agent and SPACE4AI-D allocate resources in
response to the changing workload and scenario. Given that the goal was for
the agent to closely mimic the behavior of SPACE4AI-D, the agent demon-
strated a strong alignment, closely following the general trends in VM allocation
in response to the component assignment scenario and workload variations. The
alignment with the SPACE4AI-D resource management policy is particularly no-
table given the non-linearity of the workload and the complexity of the decision
space. While some discrepancies (see Figure 6b), such as brief over-allocations
of resources, are present, these deviations are relatively minor given the com-
plexity of the task. The tendency of the agent to over-allocate resources during
peak workloads and maximal component assignment (e.i. steps 288-312 in Fig-
ure 6) reflects its conservative approach to maintaining performance under high
demand, a reasonable trade-off given the non-deterministic nature of the sys-
tem. Further refinements can smooth out these fluctuations, but the current
results already demonstrate robust performance within the challenging context
of real-time, dynamic resource management.
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Fig. 6: Comparison between the agent and SPACE4AI-D, using BC.
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Fig. 7: Comparison between the agent and SPACE4AI-D, without using BC.

To highlight the impact of BC, we ran the same random instance used in
Figure 6 with identical experimental parameters but without employing BC. The
results, presented in Figure 7 demonstrate the significant role of BC in solving
the problem and improving the ability of the agent to mimic SPACE4AI-D. In
the absence of BC, we observed a noticeable over-provisioning during evaluation
(see Figure 7b).

Figure 8 illustrates the average values for key metrics—reward, violation, and
absolute difference in the number of VMs—across 5 random instances using BC.
These metrics were tracked during 40 evaluations interspersed throughout the
training process. The reward and absolute difference in the number of VMs for
a single evaluation are calculated as the average across all time steps within the
evaluation episode (360 time steps). The violation percentage is calculated by
dividing the total number of violations within an episode by the total number
of time steps in that episode. These metrics values are then averaged across 5
random instances. The metrics demonstrate clear improvement over the course of
training, showing that the agent is learning to both optimize resource allocation
and minimize the violations.

The high fluctuations in violations and VM count differences at certain points
can be attributed to the random selection of allocation scenarios in each ran-
dom instance experiment, while the evaluation workload trace remains consistent
across all instances. In some cases, the maximal component assignment scenario
coincides with peak workload demand, leading to a higher number of violations
and VM count differences in certain instances. This results in a higher average
for these metrics compared to previous evaluations, causing noticeable spikes. In
contrast, the jumps in the reward metric are smoother because the reward is nor-
malized between 0 and 1.5, making it less sensitive to extreme fluctuations. As a
result, even when maximal component assignment occurs during peak workloads,
the impact on the reward is more gradual.
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5.2 Use-Case Application

In this section, we analyze the use case presented in Section 3 with two com-
putational layers. As shown in Figure 3, each layer has two possible component
assignment scenarios. For Layer 1, either the full blurry-faces component or the
first partition of blurry-faces can be active at any given time. For Layer 2, either
the mask-detector alone or both the mask-detector and the second partition of
blurry-faces can be active simultaneously. Figure 9 illustrated these scenarios.

__, Production Edge Resources Cloud Resources Production Edge Resources Cloud Resources
Javer.] . Jaxsr. . t < Javer.1, I laver.
M @ w2 L@] wwn '@ ™2
blurry-faces mask-detector
blurry-faces — mask-detector
(a) Scenario 1. (b) Scenario 2.

Fig.9: Use-Case component assignment scenarios.

We set the demand of the full blurry-faces component and the mask-detector
to 0.2 and 0.3, respectively, while the demand for the partitioned blurry-faces
component is set to 0.05 for the first partition and 0.18 for the second. Addition-
ally, we designated 2 and 3 seconds as the local constraints for the blurry-faces
and mask-detector components, respectively. We trained the agent per layer for
8,000 steps, with the duration of the decaying epsilon and Ir as well as Np¢c all
set to 7,000 steps. All other parameters remain as specified in Table 1.

Figure 10 presents a comparison between the agents per layer and SPACE4AI-
D during the evaluation phase. As previously discussed, each layer has two possi-
ble component assignment scenarios, and after half of the episode (180 time steps
in Figures 10a and 10c), we switch from Scenario 1 (see Figure 9a) to Scenario
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Fig. 10: Comparison between the agent and SPACE4AI-D.

2 (see Figure 9b). In the first half of the episode, the partitioned deployment
of the blurry-faces component is selected; thus, the first partition is running on
VM1, and the second partition, along with the mask-detector, is running on
V M?2. This results in a high computational load on V M2, requiring 6 instances
to meet the performance constraints, while VM1 experiences a light computa-
tional load, with only a single instance needed to satisfy its constraint. In the
second half of the episode, the full blurry-faces component, which has higher
resource demands, is selected, requiring more VM instances of VM1 to meet the
performance constraints. Meanwhile, VM2 experiences a reduced load, as it is
only running the mask-detector component. As shown, the agents successfully
mimic SPACE4AI-D (small difference in 10b and 10d), dynamically allocating
resources in response to the changing workload and scenario, thereby achieving
a QoS constraint violation rate of 0% on VM1 and 1.4% on VM2.
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6 Related Work

Recently, much research has been devoted to addressing the Resource Selection
and Component Placement (RS-CP) problem as a continuous-control problem at
runtime. Reinforcement Learning (RL) has increasingly been applied to the RS-
CP problem in complex computing environments, spanning across edge, cloud,
and mobile ecosystems. In fact, RL has been proven to be very helpful in solv-
ing complex multi-objective optimization problems related to highly dynamic
environments.

[12] provides a comprehensive review of deep RL techniques to solve workflow
scheduling problems in dynamic cloud and edge computing environments. The
authors outline the most relevant challenges, such as multi-objectivity, the infa-
mous curse of dimensionality, partial observability of the state, and multi-agent
coordination.

For example, in [22], RL is used to manage the horizontal and vertical elastic-
ity of container-based applications. Solving multi-resource allocation problems
presents a critical challenge that can be effectively tackled with Deep Reinforce-
ment Learning [28]. Authors have recently addressed it in multi-agent settings,
where each RL agent can focus on a specific subtask, such as in [16]. In the
present work, we follow the very same paradigm. In RL, when working with
multiple agents, we can set them to cooperate or act independently from each
other, depending on the design of the system and the addressed problem. Coop-
erative agents usually share information with each other with a shared objective,
coordinating their actions to optimize the performance of the system. Instead,
independent agents focus on optimizing their individual objectives: this behav-
ior can lead to adversarial or conflicting strategies. Both paradigms have been
shown to offer specific advantages, depending on the task to be performed and on
the final objective. In the case of our setting, some solutions have demonstrated
the efficacy of a hierarchical collaborative organization for the RS-CP problem
[15].

Much research has been dedicated to optimizing resource usage and autoscal-
ing in edge computing environments. A relevant contribution is the study by [24],
which investigates serverless technologies in edge computing with RL algorithms.
In particular, the study evaluates and compares various algorithms (DQN, A2C,
and PPO) based on latency, estimation goodness, and generalization errors; PPO
demonstrates superior convergence stability when facing demanding conditions
in the environment. This leads us to consider PPO as a reasonable alternative to
DQN for FIGARO, which can be explored in future framework improvements.
Another relevant suggestion from [24] is that integrating graph neural networks
could possibly lead to enhanced performance. Similarly, [11] addresses cost op-
timization in cloud computing by developing a scheduling approach based on
deep RL that balances the use of spot and on-demand instances. Integrated into
the Argo workflow engine, an open-source container-native workflow engine for
orchestrating parallel jobs on Kubernetes [1], this method achieves great cost
savings and more intelligent scheduling strategies.
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We can also consider the problem of including edge systems in the pool
of available computational resources. [17] introduces a task scheduling system
for resource utilization based on DQN, called DQNRTS. This algorithm tackles
task scheduling in resource-constrained environments by leveraging deep RL for
intelligent task offloading decisions; this approach significantly reduces latency
and optimizes resource use. The problem of optimizing service migration paths
in Mobile Edge Computing (MEC) environments is addressed by [4] presenting
SMART, a method based on deep RL with DQN, able to select optimal migration
paths with improvements in latency and cost metrics compared to traditional
methods. [5] offloads tasks in MEC with a distributed dynamic algorithm that
combines deep RL and queuing models. The approach effectively reduces energy
consumption and task delays, maintaining robustness even under high workload
conditions.

Federated learning and distributed RL approaches have also been applied to
resource management with great results. [6] proposes a method that incorpo-
rates federated deep RL for computation offloading and resource allocation in
multi-edge smart communities. This method achieves superior performance in
delay and energy consumption metrics compared to benchmark methods, thanks
to the enhancement of local model updates and the optimization of resource al-
location brought by the distributed implementation. Likewise, [29] presents an
algorithm that combines deep RL with federated learning for task offloading in
harsh MEC environments. This approach not only improves convergence speed
but also reduces costs and energy consumption, demonstrating the advantages
of federated methods in dynamic and resource-constrained settings.

Various frameworks and algorithms address the challenges of application
placement and scheduling in heterogeneous environments. For example, [9] intro-
duces Darly, a scheduler based on deep RL for serverless video analytics applica-
tions. By monitoring performance counters and optimizing resource allocation,
Darly manages QoS and energy consumption well, outperforming traditional
Kubernetes-based methods. [3] presents DRPC, a distributed resource provi-
sioning framework using the Twin Delayed Deep Deterministic Policy Gradient
algorithm. This increases the accuracy of the autoscaling process and greatly
reduces response times in microservice clusters, although network usage is in-
creased due to the implementation of distributed learning.

Authors in [13] explore the optimization of hierarchical federated learning.
They propose an inference load-aware orchestration scheme that reduces latency
and communication costs by optimizing node placement and aggregator associa-
tions. [7] introduces an intent-driven approach for the orchestration of serverless
applications based on RL, which significantly reduces QoS violations and opera-
tional costs by focusing on minimizing communication overhead and improving
overall energy efficiency. Then, [25] introduces RLQ, a system designed to op-
timize task allocation in distributed workload queues by framing the problem
as a Markov Decision Process. RLQ demonstrates significant improvements in
execution costs and times compared to traditional methods and state-of-the-art
solutions.
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Overall, these research papers are relevant examples of the great potential
of RL in the optimization process of the RS-CP problem. In fact, they high-
light the implementation of various solutions in diverse computing environments
across the continuum, from edge devices to cloud servers to FaaS systems. RL
algorithms and techniques are constantly evolving, and they become applicable
to increasingly complex and dynamic scenarios.

7 Conclusions and Future Work

This paper presents the advancements in the development of FIGARO, a novel
Reinforcement Learning-based framework capable of handling the runtime adap-
tation of a computing continuum environment in terms of allocated resources for
AT inference pipelines. We implemented a hierarchical RL system in which the
master agent overlooks the system, managing local and global constraints, while
a local agent is deployed per each computational layer. This greatly increases the
ability of agents to reach policy convergence with respect to the previous imple-
mentation since each agent needs to solve a simpler problem. We also boosted the
ability of agents to learn an optimal policy thanks to Behavioral Cloning: they
can rely on the experience of an expert, which is SPACE4AI-D, a state-of-the-
art tool to find the placement of minimum cost with performance guarantees
at design time. Finally, we validate the work considering deployments includ-
ing up to four components and an inference pipeline, proving the effectiveness
of the implementation - which reaches at most 1.4% of QoS constraints vio-
lations. In the future, we are planning to integrate the agents in a simulation
environment to test their ability to adapt to long-tail/heavy-tail distributions
that characterize real systems. Finally, to evaluate the complete framework, we
plan to implement the coordinator first and then evaluate our system in a real
prototype environment.
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