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Abstract

Learning classifier systems (LCS) are often regarded as complex
and challenging to master despite the community’s ongoing efforts
to provide simplified educational models and detailed algorithmic
descriptions. In this position paper, we argue that such perceived
complexity is due to how LCSs are explained, which is still based on
the narrative used to present the early models almost 50 years ago.
Such a narrative centers around the system’s interaction with the
environment and how the information streams from detectors to ac-
tuators, creating increasingly focused classifier sets. Accordingly, it
blends core LCS concepts with elements universal to all value-based
reinforcement learning algorithms that are never included in the
descriptions of competing methods. We suggest another, possibly
leaner, narrative based on the view of XCS as an approximator of
state-action value functions to solve reinforcement learning tasks.
We show how abandoning the traditional narrative may result in a
simpler description of XCS that can be easily extended to integrate
known reinforcement learning extensions and tackle classification
and regression problems. Our approach can be seamlessly applied
to one-step and multi-step scenarios without modifications. It also
provides guidelines for developing LCS implementations that might
be more accessible to people approaching LCS for the first time.
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1 Introduction

Learning Classifier Systems (LCS) [43] are methods of genetics-
based machine learning that combine a population of condition-
action-prediction rules (the classifiers), Reinforcement Learning
(RL), and Genetic Algorithms (GA). They were introduced almost
50 years ago [19] and have evolved from being adaptive cognitive
systems [19, 23] to rule-based methods for reinforcement learning
[8, 13, 14, 27, 29], regression [51], and classification [1, 5].

Learning classifier systems have always been perceived as intri-
cate and challenging to master. Several researchers have put a lot
of effort into making them more accessible to a broader audience
by providing detailed algorithmic descriptions [10] or simplified
frameworks for educational purposes [41, 43]. However, in our ex-
perience, such efforts sometimes backfired. Researchers from other
fields noted that learning classifier systems are the only method of
evolutionary computation and reinforcement learning requiring a
ten-page long algorithmic description [10]. Moreover, most research
has been conducted using full-fledged models [6, 7, 24, 28, 34, 36, 42]
while the use of simplified frameworks in scientific publications
remains limited (e.g., [11]).

We believe that such perceived complexity of LCSs may also
be due to how we present them, which still follows the structure
used to describe the early models almost 50 years ago. This starts
with an architecture diagram, a description of how the sensory
information flows from detectors to actuators through a sequence
of increasingly specific classifier sets, followed by the procedures
for distributing the incoming reward and applying genetic search.
Such narrative blends core LCS concepts with elements universal
to all value-based reinforcement learning algorithms, which are
never included in the discussions of competing methods. This, we
argue, adds inexplicable complexity to LCS descriptions.

In this position paper, we propose an alternative, possibly leaner,
approach to describe learning classifier systems inspired by how
reinforcement learning algorithms are usually presented. Our ap-
proach moves away from the traditional narrative and it may result
in a simpler description that eliminates the difference between one-
step and multi-step models and can easily integrate reinforcement
learning extensions without actual modifications to the LCS model.

We begin with a short overview of the evolution of learning
classifier systems to highlight how, despite the several changes in
the architectures, the way we describe LCSs still follows the same
structure. As an example, we present the typical description of XCS
focused on the interaction cycle (performance component) and
discuss how this has shaped the XCS discourse and its open-source
implementations. Next, we overview Q-learning, whose relation
to XCS has been analyzed at length, and discuss the differences
between the two descriptions, highlighting all the elements not
included in the Q-learning definition.
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We propose an alternative approach to describe XCS inspired
by Q-learning formulation and the theoretical frameworks investi-
gating the relation between XCS and Q-learning. Our description
of XCS consists of the same functions used to describe Q-learning:
initialization, computation of the state-action value function, and
estimation update. Like Q-learning, our description does not include
an interaction cycle (since this is universal to all RL algorithms),
the action selection procedure, and a distinction between learning-
test episodes (for the same reason). Since it comprises only core
functions, our description does not need to distinguish between
one-step or multi-step problems; this depends on how the functions
are used when interacting with the environment, which is common
to all RL algorithms. Finally, we show how some RL extensions that
have been integrated into XCS in the past, which required modifi-
cations to XCS’s performance component, with our framework can
be integrated flawlessly without modifying XCS. We also show how
our three functions can implement regression and classification
models without modification.

2 A Short History

Learning classifier systems as we know them today are the result
of three major evolutions.

Cognitive Systems. John H. Holland introduced the original con-
cept of learning classifier systems around 50 years ago in the paper
Adaptation [19]. They were called adaptive cognitive systems and
were presented as an application of a mathematical framework
to “[...] extract and generalize critical factors of the biological pro-
cesses.” Holland’s goal was to design a system “that adapts to its
environment under sensory guidance” [19] while the classifiers
in the classifier array would provide a plausible, human readable,
model of the unknown system [19, page 292]. According to [22, 31,
Second Edition], the original idea dates back to Processing and Pro-
cessors for Schemata [18] and the broadcast language described in
the first edition of [22]. A detailed description of the first cognitive
system (CS-1) was presented only two years later in [23].

Classifier Systems. The name we use today was first introduced
in [20] while a comprehensive description of a classifier system was
published only much later [21] with two standard implementations
by Rick L. Riolo [35] and David E. Goldberg [15]. This model and its
structure became the building block for most research and models
developed between the 1980s and early 1990s [31]. It soon became
apparent that the original model had several known issues that
prevented achieving good performance [53]. Some minor modifica-
tions to the model were proposed, but performance remained poor
until radical changes were introduced. In 1987, Wilson [46] intro-
duced BOOLE, a one step classifier system designed for learning
Boolean functions, which could learn multiple disjunctive concepts
faster than neural networks. Bonelli et al. [2] extended BOOLE into
NEWBOOLE that outperformed another rule inducer and neural
networks on three medical domains. BOOLE represents a significant
shift in research focus in learning classifier systems. It is the first
model to focus only on one-step classification problems (a direction
followed by several models today [1, 44, 54]) and Boolean functions,
which, over the years, have become one of the most widely used
test beds of learning classifier systems.
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Meanwhile, Lashon B. Booker [3] introduced GOFER-1, the first
model with (i) a classifier fitness encoding both payoff and non-
payoff information; (ii) a niched genetic algorithm instead of the
panmictic one used in Holland’s model—two elements that we will
find years later in XCS [48, 49]. Booker also applied GOFER-1 to
Boolean multiplexer problems, reaching near-optimal performance.

ZCS, XCS, and Beyond. In 1994, Stewart W. Wilson restarted the
field with the Zeroth-Level Classifier System (ZCS) which kept
the fundamental principles of Holland’s model in a much simpler
architecture (no internal message list), replaced the original credit
assignment (bucket brigade) with a procedure similar to Watkin’s
Q-learning [40], and did not include any of the several heuristics
and operators developed over the years to help Holland’s model
reaching acceptable performance (e.g., [12, 45]).

ZCS performed comparably to more complex LCS models but
optimal performance and generalization came only later with XCS
[48, 49]. XCS [438, 49] was introduced in the early 1990s when rein-
forcement learning was starting to flourish. Thus, it is not surprising
that Wilson [48] in XCS replaced the original bucket brigade with
the simple and yet very powerful Q-learning. This was accompa-
nied with a shift in the research focus from a broad concept of
adaptivity [19, 23] to optimal performance and generalization [26]—
fundamental concepts in reinforcement learning. XCS immediately
shown promise with optimal performance in simple multistep prob-
lems and optimal generalization in complex Boolean multiplexer.
Over the years, XCS [48] has become the state-of-the-art in genetics-
based machine learning as most, if not all, learning classifier models
nowadays are based on its three principles (e.g., UCS [1], XCSF [52],
ExSTraCS [44], eLCS [43]). Bull [4] has a nice family tree of all the
LCS models until 2014.

3 The Traditional Narrative

The way we present learning classifier systems today [43, 44, 48, 54]
still follows the structure used to describe adaptive cognitive sys-
tems [19] and the other early models [20, 21]. It starts a diagram of
the architecture (e.g., [49, Fig. 1] and Figure 1 in the supplemental
material) followed by the descriptions of (i) the interaction cycle
and how the information flows inside the system creating a series of
classifier sets terminating with an action performed in the environ-
ment (performance component in [49]); (ii) the way the incoming
reward is distributed (credit assignment [21, 22] or reinforcement
component [48]); and (iii) how the genetic algorithm is applied (rule
discovery [21, 22] or discovery component [48]). As an example,
we overview the basic version of XCS [10, 49].

3.1 The XCS Classifier System

Like previous models [21, 47], XCS works in the typical Reinforce-
ment Learning (RL) scenario [40]. At time ¢ it perceives the environ-
ment to be in state s; through its detectors; based on s;, it selects an
action a; that performs through its actuators; as a result it receives
a scalar reward r;,; and a new state s;4;. XCS learns by trying to
maximize the expected reward it receives in the long run.
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Knowledge Representation. XCS maintains a population [P] of
classifiers. In XCS, classifiers consist of a condition, an action, and
four main parameters: (i) the prediction p, which estimates the
payoff that the system expects when the classifier is used; (ii) the
prediction error ¢, which estimates the average absolute error of the
prediction p; (iii) the fitness F, which estimates the average relative
accuracy of the payoff prediction given by p; and finally (iv) the
numerosity num, which indicates how many copies of classifiers
with the same condition and the same action are present in the
population.

Performance Component. At each time step, XCS builds a match
set [M] containing the classifiers in the population [P] whose con-
dition matches the current sensory inputs received through the
detectors; if [M] contains less than 6mnq actions, covering is applied
to create a new classifier that matches the current inputs and has
a random action. Note that, Omngq is usually set to the number of
available actions, therefore covering creates one classifier for each
feasible action. For each possible action a; in [M], XCS computes
the prediction array PA(-) that, for each action a;, estimates the pay-
off XCS expects when the action is performed in the current state.
The system prediction PA(a;) is computed as the fitness weighted
average of the predictions of the classifiers in [M], cle[M], which
advocate action a;:

Lcle[M]a, Pk X Fi

PA(a;) =
l Zele[Mq; Tk

, ®
where [M],, is the subset of classifiers of [M] with action a;, p is
the prediction of classifier cli, and Fj, is the fitness of classifier cli.
Next, XCS selects an action to perform. When solving a learning
problem (or episode [40]), during exploration, XCS selects actions
randomly, when solving a test problem, in exploitation, it selects the
action with highest system prediction; exploration and exploitation
problems alternates. Note that, this exploration/exploitation policy
is used in almost all reported XCS and XCSF experiments but it
is one option among the several policies used in reinforcement
learning. The classifiers in [M] which advocate the selected action
form the current action set [A]. The selected action is performed
in the environment through the effectors, and a scalar reward r is
returned to XCS together with a new input configuration.

Reinforcement Component. The reward r received from the
environment is used to update the parameters of the classifiers that
are deemed accountable for it. If the previous action set [A]_; is
not empty (that is, XCS is solving a multi-step problem and there is
a previous action set), XCS updates the parameters of the classifiers
in [A]_; using the expected payoff P computed as,

@

where y is the discount factor [40]. If the problem ends on this
time-step (XCS is facing a single-step problem or it is the last step of
a multi-step problem), XCS updates the parameters of the classifiers
in [A] using an expected payoff P equal to the reward r just received.
The parameters of the classifiers in the action set used to compute
P are updated in the following order [10]: prediction, prediction
error, and finally fitness (see [10, 48] and the supplemental material
for details).

P =r + ymaxPA(a),
acA
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Algorithm 1 XCS Interaction Cycle as described in [10].

RUN EXPERIMENT):

1 po1 <0

2 do{

3 o «— env: get situation

4 [M] « GENERATE MATCH SET out of [P] using o

5 PA < GENERATE PREDICTION ARRAY out of [M]

6 act « SELECT ACTION according to PA

7 [A] « GENERATE ACTION SET out of [M] and act

8 env: execute action act

9 p «—rp: get reward

10 if([A]-1 is not empty)

11 P «— p_1 + y * max(PA)

12 UPDATE SET [A]-; using P possibly deleting in [P]

13 RUN GA in [A]_; considering o_; inserting and
possibly deleting in [P]

14 if(rp: eop)

15 P —p

16 UPDATE SET [A] using P possibly deleting in [P]

17 RUN GA in [A] considering o inserting and
possibly deleting in [P]

18 empty [A]_;

19 else

20 [A]-1 « [4]

21 p-1<p

22 010

23 }while(termination criteria are not met)

Discovery Component. The genetic algorithm is active when
XCS is solving learning problems and it is turned off during test
problems. On a regular basis (dependent on the parameter 6,),
the genetic algorithm is applied to the classifiers in the action set
that has just been updated. It selects two classifiers using either
roulette wheel selection or tournament selection [9], copies them,
with probability y performs crossover on the copies, finally, with
probability p it mutates them. The resulting offspring classifiers are
inserted into the population and two other classifiers are deleted
from the population to keep the population size constant.

3.2 Discussion

The way we have been describing learning classifier systems, from
their origin [19] to their modern counter parts [43, 44, 54], has
influenced the structure of open-source models. These are designed
around the flow of information from detectors to actuators and
usually expose methods that to solve one episode from start to finish
(6,7, 24, 28, 34, 36, 42]. In addition, most distributions implement the
standard exploration/exploitation policy used in XCS experiments
in which learning and testing episodes alternate.
Algorithm 1 shows the corresponding pseudo-code as described
n [10]. Although not explicitly specified, SELECT FUNCTION be-
haves differently if XCS is solving a learning or a test episode while
RUN GA is only applied during learning episodes (Section 3.1). Often
the learning and test cases are implemented using separate func-
tions (e.g., doOneMultiStepProblemExplore and doOneMultiStepProb-
lemExploit in [6]; singleStepExplore and singleStepExploit in [36]).
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RUN EXPERIMENT implements both one-step and multi-step scenarios
and therefore it might appear convoluted to people approaching it
for the first time. Supporting both scenarios can be challenging and
while all the open-source implementation of XCS and other models
can be applied to one-step problems [6, 7, 24, 28, 36, 37, 42, 54]
only few provide native support for both scenarios [6, 28, 34] that
sometimes are implemented using separate functions, as in [34].

4 Q-Learning

The Q-learning algorithm learns a function Q(s, a) that maps ev-
ery state-action pairs (s, a) in the (discounted) expected payoff (or
return) defined at time ¢ as,

E

[ee)

k
Z Y Tt+1+k
k=0

Initially, for each state-action pair, Q(s, a) is initialized with either
a constant values or random values. Then, at each time step (¢ > 0)
that action a; is performed in state s;, receiving a reward r;,; and
the new input s;; it updates the function using the formula,

O(st,ar) & Q(st, ar) + P(rer + y max O(str1,a) — Q(sp,ar)) (3)

where f is the learning rate (0 < f < 1) and y is the discount
factor. Q-learning assumes that Q(s, a) is represented as a lookup
table and that each state-action pair is visited an infinite number
of times. However, in large problems lookup tables become easily
infeasible due to their memory requirements and the amount of
time needed to visit every state-action pair an infinite number
of times. Generalization in reinforcement learning identifies the
problem of computing a compact representation of Q(s, a) while
reusing previous experience in areas of the problem space that are
seldom encountered. It is usually solved by methods of function
approximation that represent the value function Q(s, a) using a
parametrized function (e.g., a deep neural network [32]).

The relation between XCS and Q-learning has been investigated
at length showing that XCS is a method of reinforcement learning
with generalization (or approximate reinforcement learning [40])
using a rule-based representation of Q(s, a) 8, 27, 29]. In particular,
Lanzi [27] showed that XCS without generalization implements tab-
ular Q-learning, the prediction array PA(-) for state s; corresponds
to a row in the Q-table Q(s;, -), PA(a;) to Q(s;, a;), and the expected
payoff used in Equation 2 maps into the value used in Equation 3 to
update the Q-table entry. Lanzi and Loiacono [29] also showed that
XCS and XCS and with computed prediction (XCSF) [51] implement
standard reinforcement learning while the same systems using gra-
dient descent [8] implement averaging reinforcement learning [40].
Drugowitsch [13] developed a probabilistic approach relating learn-
ing classifier systems to reinforcement learning. In [13, Appendix
B], Drugowitsch presented a compact mathematical formulation
of XCSF [51] fitness-weighted average of all matching classifiers
for univariate regression. The formulation does not include actions,
does not model the reinforcement learning component, nor the
discovery component.
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Heider et al. [17] proposed a similar formulation (see the mix-
ing formulation in [17, Equation 3.1] and [13, Equation B.6]) but
took another viewpoint focusing on the relation between learning
classifier systems and a variety of machine learning approaches
including decision trees, mixture of experts, bagging, boosting,
and genetic programming. Like [13], Heider et al. [17] formulation
does not model the reinforcement component nor the evolutionary
algorithm.

5 A Proposal for a Leaner Narrative

The description of Q-learning (Section 4) only specifies three basic
functionalities: (i) how the table is initialized; (ii) how to query the
Q(s, a) values, which, in Q-learning with generalization, involves
a call to a function approximator; (iii) how to update the current
estimate (Equation 3). It does not include a description of the inter-
action with the environment or how actions are selected since these
elements are given for granted as they are universal to all value-
based RL algorithms. Even the discount factor y is considered a
parameter of the problem [40], whereas in [48] y is listed as an XCS
parameter and appears in the architecture (see [49] and Figure 1 in
the supplemental material). These elements enter the picture only
when Q-learning is put in the context of the agent-environment
interaction, as in Algorithm 2 from [40]. Interestingly, the code
seamlessly fits both one-step and multi-step scenarios.

Algorithm 2 Interaction Loop for Q-Learning

1: Parameters: Step size f and small € > 0
2: Initialize Q(s, a), for all s, a; Q(s,-) = 0 if s is terminal
3: for each episode do

4: Initialize s

5: repeat

6: Select a from s derived from Q(s, -) (e.g., e-greedy)
7: Take action a, observe r and s’

8: Q(s,a) « Q(s,a) + p(r + ymax, Q(s’,a) — Q(s, a))
9: s« s

10: until s is terminal

11: end for

5.1 Our Proposal

We propose to follow the same approach used for Q-learning to
define XCS using the same three basic functionalities: initialization,
querying the value of state-action pairs, and updating an existing es-
timate. Initialization is quite straightforward. In tabular Q-learning,
it fills the Q-table with values based on a selected initialization
strategy; if the Q-table is represented using a lookup table (for
example, implemented using a dictionary), the Q-table is initially
empty and filled as soon as new states are encountered. Likewise,
XCS is initialized with an empty population.

The theoretical frameworks developed to analyze XCS in terms
of reinforcement learning [13, 14, 27, 29] show that the values in
the prediction array PA(-) correspond to a row in the Q-table, the
system prediction PA(a) corresponds to an entry in the Q-table,
and the Q-learning update corresponds to the classifier prediction
update (the reinforcement component) of XCS.
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Function Description

XCS(0) creates an instance of XCS initialized using
the parameter vector 6; see [10, Section 2.4].

ACTIONVALUES(S) the prediction array associated to state s.

UPDATE(s, a, P) updates the classifiers that match state s and
advocate action a using the value P, which
in the typical scenario is either computed

using Equation 2 or the reward.

Table 1: Three functions to describe XCS.

5.2 A Leaner Narrative

We can thus describe XCS using only the three functions in Table 1;
these are the only functions a user needs to know to apply XCS
in an RL scenario. XCS(0) denotes the constructor that creates
an instance of XCS initialized using the parameter vector 6; the
method AcTIONVALUES(s) returns the prediction array PA(:) for
state s; UPDATE(s, a, P) applies the reinforcement and the discovery
component to the classifiers matching state s and advocating action
a using the expected payoff P. Algorithm 3 shows the pseudo-
code for XCS agent-environment interaction loop using these three
functions. Lines 6-18 implement the function RUN EXPERIMENT in
its entirety (Algorithm 1). Lines 8-15 deal with the case of a terminal
state which in Algorithm 2 [40] is solved by setting the prediction
of a terminal state to zero (line 2). The expected payoff P to update
the classifiers in the population is computed externally and passed
as a parameter to the update function; this makes the code more
general, as we are going to discuss later. Also in this case, the
code seamlessly deals with both one-step and multi-step scenarios.
Algorithm 4 reports the pseudo-code for the three functions. As
anticipated, the constructor XCS(0) is rather simple; it sets the
local variables using the parameter vector 8 (line 2), initialize the
population to an empty set, and reset the time stamp ts, which
is used to decide when the genetic algorithm should be applied
[10, 49]. AcTIONVALUES(s) first computes the prediction array PA; if
there are less than Ompq actions, it applies covering and recomputes
the prediction array until the condition over Omnq is satisfied. The
loop ensures that condition is satisfied even after covering has
deleted some classifiers. Note that, AcTIONVALUES(s) does not build
a match set and computes the prediction array from [P] since, by
not implementing the interaction loop, it does not need to keep
track of [M] or [A] (Algorithm 1). UpDATE(s,a,P) first computes
the action set [A], it updates the classifiers in [A] and if needed
it applies the genetic algorithm using the same functions used in
original XCS implementations (lines 12-13, 16-17 in Algorithm 1).

5.3 Discussion

Our proposal moves away from the traditional LCS narrative in
that it does not demand for an architecture schema and it is not
centered around the interaction with the environment as all LCS
models so far. Our approach is concise as it describes XCS using
only three functions that are similar to the ones used in all tempo-
ral difference algorithms [40, Chapter 6 and 7]. Indeed, it assumes
that users are knowledgeable with fundamental concepts of re-
inforcement learning such as the agent-environment interaction,
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Algorithm 3 Interaction Loop for XCS

1: Xcs «— XCS(0)
2: for each episode do
3: Initialize s

4: PA « xCS.ACTIONVALUES(S)
5: repeat
6: Select a from PA (e.g., e-greedy)
7: Take action a, observe r and s’
8 if s’ is terminal then
9: Per
10: else
11: PA’ < XCS.ACTIONVALUES(s')
12: P «— r + y max,PA’(a)
13: PA «— PA’
14: end if
15: xcs.UPDATE((s, a, P))
16: s s
17: until s is terminal
18: end for

Algorithm 4 XCS Public Functions

: function XCS(0)
SETPARAMETERS()
[Pl 0
ts<— 0
return this
: end function

1
2
3
4
5 > this is the newly created XCS instance
6

: function ACTIONVALUES(s)

PA < CoMPUTEPREDICTIONARRAY([P])
while |PA| < 0,mq do > |PA| = number of actions in PA

10: AprrLYCOVERING([P],PA)

11: PA <« CoMPUTEPREDICTIONARRAY([P])
12: end while

13: return PA

14: end function

15: procedure UPDATE(s,a,P)

16: [A] « CoMPUTEACTIONSET(s,a,[P])
17: UrDATEPARAMETERS([A],P)

18: if NEEDGA([A]) then

19: ArrLYGA([A])

20: end if

21: end procedure

exploitation/exploration dilemma, and the action-selection strate-
gies. At the same time, we believe that most people approaching
machine learning today know such basic concepts which, if needed,
could be added as a prologue to any LCS description.

All the functions used in Algorithm 4 (e.g., UPDATEPARAMETERS,
NEEDGA, ArrLYGA, etc.) are the same used in the official XCS
algorithmic description [10]. Thus, adding our interface to an ex-
isting XCS model would be straightforward, making it capable of
managing both one-step and multi-step problems with no modifi-
cation and maybe more accessible to people approaching LCS for
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the first time. In terms of computational complexity, the typical
XCS implementation [10] and our proposal have the same order
of complexity with each single iteration costing O(Nd) where N
is the population size and d is the number of inputs. However,
the original implementation stores [A] and [A]_; after the action
has been performed, accordingly XCS will not recompute them be-
fore updating the classifiers’ parameters. In contrast, UPDATE(s,a,P)
recomputes the action set so it will be less performing unless a
caching mechanism is introduced. Finally, it is worth noting that in
reinforcement learning with function approximation is customary
to update the Q-table only in learning problems (e.g., DQN [32]). In
XCS, the population is updated both during test and learning prob-
lems while the genetic algorithm is only applied during learning.
In [48], this was introduced to allow XCS escape loop situations
[48] characterized by long sequences of zero rewards that decrease
classifiers’ prediction. UPDATE(s,a,P) follows the former approach
and it is intended to be applied during learning problems. However,
we can easily extended it by adding an optional argument to disable
the genetic algorithm so that the same function can be used in
test problems, as already done in [34] and [28]. Similarly, we can
easily add a helper function to disabling crossover and mutation to
implement condensation [49] if needed.

6 Beyond the Basic Model

Our description of XCS based on the three functions in Table 1 can
easily integrate known reinforcement learning extensions as well
as tackle regression, and classification tasks.

6.1 Reinforcement Learning

The traditional XCS description mixes core LCS components with
elements shared by all value-based reinforcement learning algo-
rithms: the action selection, the exploitation/exploration policy,
and the computation of the estimated payoff used to update the
classifiers. Accordingly, integrating XCS with RL methods that im-
pact such components requires a modification to the XCS main
cycle (Algorithm 1) and results in yet another implementation of
XCS. With our approach, we can limit the impact of integrating RL
extensions. For example, we can train XCS using SARSA instead of
Q-learning by modifying how the expected payoff P is computed
(line 13, Algorithm 3) with the SARSA update. The pseudo-code for
training XCS using SARSA is reported as Algorithm 5. Note that
we did not modify XCS but only how we computed the expected
value used to update XCS.

Dyna-Q [39, 40] is an architecture that integrates Q-learning
with a model of the environment that can be used for planning
or self-training. Huang et al. [25] modified XCS architecture to
combine it with Dyna-Q; Stein et al. [38] evaluated the impact of
experience replay in XCS. Algorithm 6 shows the integration of
XCS with Dyna-Q based on our approach and the pseudo-code
in [40]. The model of the environment is initialized at line 2 and
updated at line 9; in lines 10 to 17, XCS is applying reinforcement
learning from hypothetical model-based experiences [39]. Dyna-Q is
viewed as a planning process [39, 40] implemented as a function
approximation (one-step) scenario, as the process involves random
state-action pairs (lines 11-12). Accordingly, in Algorithm 6, our
approach is applied both to a multi-step (in the main loop, lines
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Algorithm 5 XCS trained using SARSA

1: Xcs «— XCS(0)
2: for each episode do
3: Initialize s

4: PA < xCS.ACTIONVALUES(S)

5: Select a from PA (e.g., e-greedy)

6: repeat

7: Take action a, observe r and s’

8 if s’ is terminal then

9: Per

10: else

11: PA’ « xCs.ACTIONVALUES(s")
12: Select a’ from PA’ (e.g., e-greedy)
13: P —r+yPA'(d)

14: PA « PA’

15: end if

16: xcs.UPDATE((s, a, P))

17: s s

18: a—a

19: until s is terminal
20: end for

Algorithm 6 XCS integration with Dyna-Q
1: Xcs «— XCS(0)
2: Initialize Model(s,a)
3: for each episode do

4 Initialize s
5 PA « xCS.ACTIONVALUES(s)
6: repeat
7 Select a from PA (e.g., e-greedy)
8: Take action a, observe r and s’
9: Model(s,a) « r, s’
10: loop repeat n times
11: s « random previously observed state
12: a « random action previously taken in s
13: r’,s’" « Model(s,a)
14: PA’ « xCs.ACTIONVALUES(s")
15: P — r’ + ymax, PA’(a)
16: xCs.UPDATE(s, a, P)
17 end loop
... lines 8-16 from Algorithm 3
18: until s is terminal
19: end for

6-18) and a one-step (in the planning loop, lines 10-17) scenario,
highlighting its generality. Note that the integration did not require
any modification to our three functions. Dyna-Q is an architecture
to integrate a model of the environment with RL; it does not specify
how such a model is implemented [39, 40], which is a separate re-
search question. Algorithm 6 follows the same approach as [39, 40]
and does not include information about the model implementation
which can be done in different ways [25, 38].
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Algorithm 7 Function Approximation

1: function PREDICT(x)

2 PA « xCS.ACTIONVALUES(X)
3 return PA(ag)

4. end function

5

: procedure F1t(x,y)
UPDATE(x,dg,Y)
end procedure

Algorithm 8 Classification

1: function PREDICT(X)

2 PA « xC5.ACTIONVALUES(X)
3 return arg max, PA(a)

4: end function

: procedure FIT(x,y)
UPDATE(x,y,Rcc)
for j # ydo
UPDATE(x,§,Rvc)
end for
end procedure

R A

10:

11:
12:
13:
14:

function PREDICTPROBA(X)
PA « xCs.ACTIONVALUES(X)
return SOFTMAx(PA)

end function

6.2 Function Approximation

Our approach views XCS as a method of reinforcement learning
implementing a rule-based approximator of action-value functions.
The three functions are independent of the representation of classi-
fier conditions and how classifier prediction is computed. Indeed,
the functions that compute the prediction array PA and apply the
genetic algorithms are specific to the representation. Accordingly,
we can implement XCS with function approximation (XCSF) [51]
without modifying the function prototypes. In multi-step problems,
we can directly use the same function prototypes [30]. In regres-
sion (one-step) applications, we can use them to define specialized
functions that adhere to known design patterns like the ones in
Algorithm 7; ay is the dummy action introduced in [51] to adapt
the general classifier condition-action-prediction structure to ap-
plications with no actions. However, XCSF implementations that
tackle only regression indeed use classifiers with no actions (e.g.,
[7]). In Algorithm 7, the input x is used as state; the target value
y is mapped into the payoff that XCSF must predict. These meth-
ods apply to a single example (x, y) but can be easily extended to
fit-predict an entire dataset.

6.3 Classification

We can use the AcTIONVALUES and UPDATE functions to implement
established design patterns for classification tasks, as the ones re-
ported as Algorithm 8. Line 6 is the usual update used in Boolean
function and classification problems [5] where classifiers receive a
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positive reward R, for the correct classification. In addition, some
models [44, 54] penalize the classifiers predicting the wrong labels.
Accordingly, we added this option in our code as lines 7-9 where
Ri.c is the reward assigned to a wrong classification. We could also
extend PREDICT function to output the class probabilities similar
to the predict_proba SciKit design pattern [33] by applying the
softmax function [16] to the prediction array.

7 Conclusions

We believe that the perceived complexity of LCS is partly due to the
way we describe them, which follows the same narrative structure
used since the early models almost 50 years ago. This usually starts
with a (often complex) diagram of the LCS architecture, followed by
an explanation of how the information flows from the detectors to
the actuators while forming a sequence of increasingly specialized
classifier sets; next, it describes the way the incoming reward is dis-
tributed and the genetic algorithm is applied. This approach mixes
core LCS concepts (e.g., how matching classifiers are combined to
evaluate actions) with elements common to all valued-based RL
algorithms (e.g., the action selection and exploration/exploitation
policy) that are never included in the descriptions of other methods
(e.g., Q-learning [40], DON [32]). We proposed an alternative ap-
proach rooted in the theoretical models developed over the years,
which view LCS as a function approximator of state-action value
functions [13, 14, 17, 27, 29]. We moved away from the traditional
narrative and argued that LCSs can be described using three simple
methods: one to create an LCS instance, one to compute the action
values associated with an input, and one to update the classifiers
that are deemed responsible of the incoming reward. As an example,
we applied our approach to implement XCS using only our three
functions. We also showed that the same three functions can seam-
lessly integrate advanced RL techniques and tackle classification
and regression tasks, with no modifications. We did not modify XCS.
We simply proposed another point of view about how to present
it and how to implement it. Our view is not meant to replace the
traditional narrative but rather to provide an alternative. Usually,
newbies approach XCS by reading how the detectors are used to
build a sequence of classifier sets that at the end result in an action
sent to the actuators, how the incoming reward is distributed, and
evolutionary computation is applied. Later, if they dug into its re-
lation to reinforcement learning, they might discover the view of
XCS as an approximator of action-value functions. In this paper,
we suggest we might also do the other way around.
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