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The seismocardiographic signal represents a promising technique for continuous monitoring of cardiac elec-
tromechanical activity. The systolic complex is known to be the most informative part of the seismocardiogram
and it requires accurate detection to perform further analysis. State-of-the-art solutions based on Deep Learning
(DL) have been proven to be effective for systolic complex detection, but existing approaches limit their
experimental analysis to controlled settings and consider a single dataset at a time. In our work, an exhaustive
experimental analysis was conducted to specifically investigate the problem of SCG systolic detection in the
wild, departing from the unrealistic assumptions of existing studies. Specifically, a DL model based on a U-Net
was utilized to quantitatively assess the impact of domain shift in different scenarios, and to evaluate the
challenges related to the SCG systolic detection in a dynamic real-world setting. For this purpose, a novel
experimental framework was designed by combining multiple datasets in different ways. Our experimental
framework enabled to perform a two-fold domain shift experimental analysis involving (i) cross-dataset, i.e.
different acquisition setting, and (ii) static—-dynamic evaluation analysis, considering signals collected during
daily-life activities. Our results demonstrated significant differences between tests conducted in a controlled
and a real-world environment, with the latter being considerably more challenging. Both cross-dataset and
static-dynamic domain shifts resulted in worsening of the detection performance, which could be only partially
overcome by traditional model adaptation strategies, such as fine-tuning or personalization. Finally, the benefits
of a multi-channel approach in real-world scenarios were demonstrated.

1. Introduction analysis of the seismocardiogram (SCG) signal has gathered a lot of
interest in the last decades [5,6].
The SCG is a mechanical signal that reflects the micromovements

of the chest due to the precordial vibrations produced by the beat-

The analysis of cardiac activity is key in many healthcare tasks, in
particular to detect and monitor cardiovascular diseases. Nowadays,
the electrocardiographic (ECG) signal represents the gold standard to
study the cardiac electrical activity and it is the most used clinical
tool. However, the ECG signal does not provide direct information
on the mechanical function of the heart, which represents the natural
and important counterpart to complement the ECG analysis when
diagnosing patients with suspected heart disease [1,2]. Such evaluation

ing heart [7-9]. This signal is typically measured with accelerometer
sensors and, therefore, thanks to their miniaturization and embedding
into wearables or devices, it can be easily collected in an out-of-clinic
environment [10]. The SCG morphology is characterized by a sequence
of deflections corresponding to mechanical events of the heart. In

is usually performed as second level assessment in presence of clinical
indications, through cardiac imaging, typically ultrasound, in order to
assess cardiac function and anatomy, as well as valve functionality [3].
Nevertheless, obtaining information about hemodynamic and mechani-
cal performance of the heart as part of routine assessment and screening
would offer potential practical advantages over imaging, which is ex-
pensive, time-consuming, with limited portability, and requires training
and special staff to provide reliable data [4]. For these reasons, the
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particular, the isovolumic contraction (IVC) and the aortic opening
(AO) are the most common fiducial points visible in a SCG signal [11].
Starting from these deflections, it is possible to identify the systolic
complex within every heartbeat, as shown in Fig. 1. However, the
intrinsic mechanical nature of the SCG makes this signal highly suscep-
tible to environmental noise due to user’s movements. In particular, the
identification of the systolic complex in the SCG, without the ECG as
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Fig. 1. Aortic opening (AO) fiducial points and the relevant systolic complexes in a noise-free portion of seismocardiographic (SCG) signal. Note that the bounding
boxes are centered in the AO points, which are detected starting from the corresponding R-peak of the ECG signal.

reference, is not straightforward as expected, as it can be masked by
user movements and other types of noise. In addition, the morphology
of the SCG signal can significantly change between subjects or being
modified due to the respiratory phase, and the characteristic deflections
similar to the systolic complex can appear also in the diastolic part. For
these reasons, the SCG is typically measured in controlled conditions,
having the subject in a very still supine position.

In recent years, a few ECG-free solutions based on deep learning
(DL) have been proposed to detect the systolic complex from the SCG
signal only [12,13], limiting the use of the ECG only for ground truth
generation in the training set. This reflects a realistic application sce-
nario, where the subject wears only the accelerometer sensor to derive
the mechanical behavior of the heart. Although reaching promising
results, previous experiments described in [12,13] employed data from
a single dataset of signals at a time, and analyzed only SCG recordings
collected in a controlled environment, ignoring multiple real-world
challenges. In fact, as demonstrated in [14], analyzing SCG signals
in uncontrolled conditions (e.g., during exercise) presents significant
difficulties due to motion artifacts and physiological variability.

In [15] different ECG-based algorithms were adapted and applied
for heart-rate (HR) detection in SCG signals collected in semi
-uncontrolled conditions. However, the only activity examined was
reading aloud from a book, which does not reflect the challenges
of a realistic uncontrolled scenario. Additionally, the work of [6]
documented SCG signal variabilities after physical activity, showing the
relation between cardiac activity, respiration, and exercise. However,
their data-collection protocol only acquired SCG signals in a controlled
post-exercise setting, with the subjects seated on a chair, rather than
during the exercise itself. The only study considering SCG portions
acquired during physical activity is [16]. However, the task faced
in this work is different, as the authors focus on denoising the SCG
portions, in order to obtain a signal easier to be analyzed. In addition,
no cross-subject or cross-dataset analysis were considered.

Testing the DL models in oversimplified operating conditions does
not ensure the generalization of the SCG-systolic detection capabilities
in real-world settings, where subjects are using wearables while con-
ducting daily-life activities. In particular, variations from laboratory
conditions can be denoted as two different forms of domain shift: (i)
cross-dataset domain shift, (ii) static-dynamic domain shift. The former is
due to the variation in the sensing equipment: depending on the device
used and its position on the body, the morphology of the acquired
SCG signals can depart from those in the training set, thus affecting
detection performance. This challenge has already emerged for other
physiological signals, such as the ECG, as highlighted in [17-20].
These works propose different domain adaptation solutions, such as
using GANs [19] or extracting cross-domain features with multi-source
training [20]. In our previous work [21], the challenges related to a
cross-dataset domain shift for SCG systolic detection were investigated
by combining data belonging to 3 different datasets of signals to
simulate a realistic scenario.

The static—dynamic domain shift, instead, is related to the mechanical
nature of the SCG signals which is highly susceptible to motion arti-
facts, making the identification of systolic complexes significantly more
challenging in a dynamic scenario. Again, this is a known problem,
which has been previously studied on other physiological signals. For
example, in [22] cardiac patterns of ECG recordings were studied across
multiple human activities, such as sitting, math-reasoning or walking.
An example for our problem is reported in Fig. 2, where different
portions of ECG (as a reference) and SCG signals recorded while the
subject is still (left) and while is walking (right) are depicted. While the
ECG signal is only minimally affected by the subject’s movements, the
SCG morphology is highly modified by subject’s movements, according
to the considered acceleration component.

In this work, rather than proposing a novel solution to detect the
systolic complex in SCG recordings, we adopt a standard architecture
and well-known adaptation strategies to investigate the applicability
of state-of-the-art DL solutions in real-world scenarios. Accordingly, in
our empirical study an extensive experimental analysis was designed
and conducted to specifically investigate the impact of multiple levels
of domain shift on the SCG systolic detection task in the wild, and
to verify the level of applicability and generalization of state-of-the-
art DL solutions in a real-world scenario. Starting from the results
presented in [21], data from multiple datasets with sensible differences
were combined to simulate different forms of domain shift. On top
of that, a proprietary dataset constituted by 24-h ECG/SCG record-
ings of volunteers performing daily-life activities was integrated in
our experimental framework to investigate in detail the static—dynamic
domain shift and its related challenges. To overcome the identified
limitations of traditional approaches, an additional experimental inves-
tigation was conducted to assess the benefits of two model adaptation
strategies, i.e. fine-tuning and personalization, in different scenarios.
Finally, the benefits of a multi-channels approach were evaluated in
our challenging real-world scenario.

In summary, the main contributions of this empirical study are the
following:

Designing a novel experimental framework to investigate the
impact of domain shift on the performance of ECG-free DL mod-
els identifying the systolic complex. We consider a standard DL
architecture and well-known adaptation strategies.

Assessing the performance of a state-of-art DL model on realistic
dynamic data collected in daily-life real-world conditions.
Assessing the benefits of model fine-tuning and personalization in
the analyzed scenario.

Assessing the difference between using a multi-channels approach
compared to a single-channel in the ECG-free systolic complex
identification task.
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Fig. 2. Examples of simultaneous ECG, z-axis SCG and x-axis SCG when the subject is still (left) and while is walking (right). It is possible to notice how the
SCG signals are differently affected by movements, while the ECG results less affected due to its electrical nature.

2. Materials and methods'

2.1. Datasets

To investigate the impact of domain shift in a cross-dataset and
in a static vs. dynamic scenario, 3 different datasets containing sev-
eral simultaneous ECG/SCG recordings, summarized in Table 1, were
utilized:

» CEBS [23,24]: publicly available at Physionet.org [25], including
20 healthy subjects in supine position, 1 h ECG-SCG record-
ing per subject, fs=5 kHz, z-axis of accelerometer only. The
dataset documentation does not explicitly specify the accelerom-
eter placement. However, given the acquisition setup, the signal
characteristics, and standard Biopac-based SCG protocols, it can
be reasonably inferred that the SCG sensor was positioned on the
sternum, consistent with conventional SCG acquisition practice;
MEC, Mechanocardiograms with ECG Refs. [26,27]: available at
ieee-dataport.org, including 29 healthy subjects in supine position
for a total of 260 min of ECG-SCG recordings, fs=800 Hz, 6 chan-
nels (tri-axial accelerometer, tri-axial gyroscope). All data were
recorded with sensors attached to the sternum using double-sided
tape, as specified by the dataset authors;

BioPoli [28]: proprietary, including 23 healthy volunteers (16 fe-
males and 7 males, age: median[25th percentile;75th percentile]
31[25;55.5] years, BML: 23.5[21.2;25.5] Kg/m2) performing
daily-life activities in an uncontrolled environment, 24 h record-

ing per subject. Simultaneous acquisition of a single channel ECG
(fs = 1024 Hz) and 6 SCG channels (tri-axial accelerometer, tri-
axial gyroscope, fs = 64 Hz) was obtained using the EcgMove4
sensor (Movisense Gmbh Germany), positioned between the 5th
and the 6th ribs.

1 The code supporting the experiments is available at https://github.com/
Michelec1997/SCG_systolic_detection.

Table 1

Details of the different datasets of signals used in this study: number of
subjects, number of SCG channels, original sampling frequency and data-
collection scenario.

Dataset # Subjects # Channels fs [Hz] Scenario
CEBS 20 1 5k Controlled
MEC 29 6 800 Controlled
BioPoli 23 6 64 Uncontrolled

The experimental protocol, in agreement with the ethical prin-
ciples of the Helsinki Declaration, was approved by the Eth-
ical Committee of Politecnico di Milano on 21,/12/2021 (Ap-
proval Number: 46,/2021). Each participant provided written in-
formed consent to participate to the study, including to report
the main performed activities and relevant timing during the
24 h of the acquisition. Accordingly, the BioPoli dataset contained
for each subject additional annotations regarding the beginning
(index_sleep_start) and the end (index_sleep_end) of the sleeping pe-
riod, thus enabling splitting the SCG recordings between night and
day portions. Additionally, an auxiliary step-count signal recorded
by the wearable sensor was available as the number of steps
performed in each minute.

2.2. Signal preprocessing and labeling

As shown in Fig. 3, our analysis pipeline starts by obtaining a
preprocessed SCG signal with corresponding labels from the raw data.

For the BioPoli dataset, this step included ECG and SCG filtering
to remove noise and breathing-related motion artifacts using a 4th
order, zero-phase, band-pass Butterworth filter (ECG: 0.5-30 Hz; SCG:
5-25 Hz) as in [9]. We do not adopt any additional strategy to filter-
out poor quality portions of SCG tracings, such that we can investigate
model performance under strong domain shift conditions, e.g. training
on signals acquired in resting state and testing on signals acquired in a
real-world scenario.

The ECG and SCG signals were divided into 30 s segments, and the
Pan Tompkins algorithm was applied to each ECG segment to extract
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Fig. 3. Diagram block scheme representing the pipeline of the proposed analysis. After the preprocessing and labeling steps, only the SCG signals with the
corresponding labels obtained by the ECG are used for the training of our U-Net. Then, a 2-step post-processing is applied to obtain predictions for their final

evaluation.
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Fig. 4. (a) Original signal (non-normalized) (b) Our normalization setting a window size of 5 s (c) Too-large (20 s) window normalization (d) Too-small (0.5 s)

window normalization.

the R peaks as gold standard label [29]. In addition to filtering, to
train and evaluate the performance of the proposed DL model in a
general setting involving multiple datasets, data have to be uniformly
preprocessed and labeled. Accordingly, the SCG signal was split in
windows of 5 s, containing more than one heartbeat, thus capturing the
morphology of the signal in at least one full heart cycle. In each window
the signal was then normalized to a [0, 1] amplitude interval using a
min-max normalization strategy. We underline that selecting the right
dimension of the window is crucial also for the normalization step, due
to the possible presence of outliers. Fig. 4 depicts such dependency
of the results from this choice: a too-wide window would be more
prone to outliers by bringing the magnitude of the signal towards 0
(Fig. 4(c)), while min-max normalization on too-small windows would
significantly impact on the signal morphology, making the systolic
complexes indistinguishable (Fig. 4(d)). After normalizing all the SCG
signals, in every dataset they were resampled to a common sampling
frequency of 64 Hz (i.e. the minimum sampling frequency among the 3
datasets), to enable cross-dataset experiments using the same DL model.

For labeling, the popular approach described in [13,30] was
adopted to detect the AO fiducial points in the SCG recordings. The
labeling approach consisted in 2 simple steps: firstly, the R-peaks
were localized in the ECG signal using the Pan-Tompkins algorithm.
Then, each detected R-peak was utilized as reference point for the

identification of the aortic valve opening (AO), which indicates the start
of the ventricular contraction, on the SCG. In particular, a time window
spanning 90 ms starting from the R-peak location was generated, and
the AO fiducial point on the SCG was determined as the local maxima
within that window. Finally, a bounding box was defined around every
detected AO-peak. This additional step was necessary in order to obtain
a mask for the training of our detection network, which aims to locate
the entire systolic complex and not only the AO-peak. It is important
to note that, although the adopted approach for AO localization may
introduce minor inaccuracies, it represents the mainstream solution
when reference annotations are unavailable. The adopted localization
strategy additionally ensures greater generalizability across recording
conditions, as it does not rely on the precise morphology of the AO
peak, but rather on the coarse segmentation annotations produced
by our method. Therefore, as our experiments confirm, our solution
enables a robust detection of the systolic complex as a whole. As
previously shown in Fig. 1, a fixed-length 25 ms duration bounding
box was defined as centered around each AO fiducial point, thus
containing the characteristic morphology of the SCG systolic complex,
as this provides a consistent and practical criterion for automatic
labeling, without requiring labor-intensive manual annotation. This
choice resulted appropriate for our framework, since our objective was
to guarantee that the systolic complex is consistently captured, and
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Fig. 5. Schematization of the partitioning of daily portions of the SCG signal in the BioPoli dataset with the three adopted selection criteria.

that only one complete complex is included within the detected win-
dow, rather than to characterize its precise temporal duration, which
naturally exhibits beat-to-beat variability. Additionally, the systolic
detection could serve as a preliminary step to identify informative
signal portions for subsequent analyses, such as the identification of
specific fiducial points within each heartbeat.

As our primary goal was to analyze the SCG in a real-world setting,
the daily portions of the signals in the BioPoli dataset were separated
from the night ones, considering the available annotations. Further-
more, an additional selection was performed on the daily portions to
analyze separately those parts in which the subject was dynamically
moving. This was achieved following three different criteria, which are
depicted in Fig. 5:

No selection. At first, all daily portions were considered to test the
most general case with all the related challenges. As shown in the “No
Selection” (1) block of Fig. 5, the portions are simply selected using the
sleeping period annotations, without any additional input.

Statistical selection (stat). For every subject, a subset of its own daily
portions corresponding to a still position was selected, based on its
night portions. As shown in the “Statistical Selection” (2) block of Fig.
5, some statistics (P; and Pys) are extracted from the night portions
to further select the desired daily portions. Specifically, let a(r)
[ay (1), a,(®), a,(1)] be the accelerometer signal at time 7, where a,, ay,a,
are its three channels. For the Stat criteria, a 5-step processing was
performed independently for each subject:

Compute the L1-norm (Manhattan norm) over the 3 accelerome-
ters channels for each sample as:

la@®lly = la, O] + la, @] + a, ()]

before applying min-max normalization.

Partition the signal into windows of 640 samples, corresponding
to a duration of 10 s.

For each window w;, compute the minimum-maximum range:

R(w;) = max [la(®)||; — min [la();, € w;

Considering only the night-portions of the signal, compute the 5th
and 95th percentiles of the minimum-maximum range across all
night windows:

P = Percentiles (R(w;) | w; € night)

Pys = Percentileys (R(w;) | w; € night)

» Select the daily portions windows satisfying the condition:

Ps < R(w;) < Pys, w; € day.

Adopting the L1-norm over the 3 channels, the applied analysis
resulted independent from the orientation of the sensor, thus avoiding
differences related to the change in subject’s position between day
(standing) and night (lying). The percentage of signal portions selected
with this criterion for each subject is shown in red in Fig. 6, with the
average considering all subjects reported as Avg Stat, and equal to 34%
of daily portions.

Step-count selection (No step). For this criterion, as shown in the “Step-
Count Selection” (3) block of Fig. 5, the step-count signal was utilized
to split daily portions in 4 different categories, based on the number of
steps performed within a minute:

1. No step (0 steps/min): the subject is not walking (but still can
move)

<50 steps/min: the subject is walking at a low pace

50 - 110 steps/min: the subject is walking at a normal pace

> 110 steps/min: subject is walking at a fast pace.

2.
3.
4.

This split was utilized in the experimental evaluation to analyze
separately the daily portions while the subjects were not walking (No
step) and then increasing the number of steps. In Fig. 7 the percentage
of daily SCG portions within each of the 4 categories for each user and
on average are reported. It can be noticed that even during the daily
portions the subjects were not walking for the majority of the time. The
intersection of the SCG daily portions selected using simultaneously the
Stat and No step criteria is shown in green in Fig. 6. It can be noticed
that the average across all subjects corresponds to the 32% of the total
of daily portions, very similar to the 34% obtained only by the Stat
criterion. This confirmed that the Stat selection criteria was already
sufficient to filter out almost all the portions relevant to a walking
subject.

2.3. Model and training details

Systolic complexes in the SCG were detected by a Fully Convolu-
tional Network, a U-Net architecture with a contracting path consisting
in 4 encoding blocks, each composed by 2 sequences of ConvlD,
BatchNorm and ReLu Activation layers and followed by a MaxPooling1D
layer. Then, in the expansive path the MaxPoolinglD are replaced
by UpSampling1D layers that increase the resolution of the output to
have the same dimension of the input. Skip connections in the U-Net
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architecture allow the integration of low-level and high-level features
during the training.

For the training step, the U-Net was trained to minimize the binary
cross-entropy loss function and Adam optimizer with an initial learning
rate of le-4 until convergence, selecting a maximum number of epochs
equal to 100. To prevent overfitting, an early-stopping callback moni-
toring the validation loss was defined, selecting a patience of 5 epochs
and setting restore-best-weights to True. To simulate multiple levels of
domain shift, the training and test data were split in different ways in
our experiments, as detailed in the following section.

Finally, a data augmentation strategy, denoted as swapping data
augmentation, was performed for a specific experiment involving mul-
tiple channels of the SCG signal. In particular, synthetic samples were
generated by randomly swapping the channels, in order to avoid sensor
orientation’s biases.

2.4. Post-processing

Our SCG systolic detection pipeline was designed to automatically
detect the signal portions corresponding to a systolic complex, defined
as fixed-size bounding boxes centered around every AO peak. However,
as shown in Fig. 8, the U-Net gives as output a prediction probability for
each input sample, thus requiring some post-processing on the network
output to obtain the final bounding boxes detection. To do so, the first

step consisted in selecting the right threshold to binarize the output
probability of the U-Net. This represented a key choice, as setting a
wrong threshold could significantly impact on the performance of the
model: a too low threshold would increase the number of false positives
(FP), while a too high threshold would produce a larger number of
false negatives (FN). After an empirical evaluation, a threshold of 0.5
confirmed to be the best choice for this binary task.

As a second step, spurious detections were filtered out adopting
the area opening function of scikit-learn library, with a minimum size
of 5 consecutive samples to accept the binarized prediction as com-
plex detected, thus discarding the too-short predictions, representing
outliers.

These two post-processing steps enabled improving the detection
performance of our network while maintaining the pipeline fully au-
tomatic. While selecting a personalized threshold for each dataset and
each subject would have been optimal, this would have gone against
the generalization capabilities that we aimed to reach with our solution.

An example of detected systolic complexes after the post-processing
step is shown in Fig. 8. In particular, the output probability prediction
is depicted in green, while the binarized prediction for the analyzed
portion is depicted in yellow. We remark that the ECG signal (depicted
in red in Fig. 8) is not used during the training, but only for the labeling
process.



M. Craighero et al.

Computers in Biology and Medicine 199 (2025) 111297

o o o L
IS o ) <)

Magnitude

o
[N]

|

0.0

|

—— SCG signal

—— ECG signal

—— Probability prediction
Systolic complex

o
N
wv

50 75

100 125 150 175 200

Samples (fs = 64Hz)

Fig. 8. Example of Input (SCG signal), Output (probability prediction) and Ground Truth (Systolic complex) for our DL model. The SCG portion reported here is

from BioPoli dataset, thus recorded in uncontrolled conditions.

2.5. Experimental evaluation

The experimental analysis was developed in 3 consecutive steps,
corresponding to different levels of domain-shift, by combining in mul-
tiple ways the three datasets selected for our analysis. In the following,
these 3 experimental settings will be denoted as:

* No-domain shift: single-dataset experiments
* Cross-dataset domain shift: multiple datasets experiments
» Static-Dynamic domain shift: day-portions experiments

Each experiment was conducted by a Leave-One-Subject-Out
(LOSO) cross-validation procedure and then averaging results to avoid
any subject bias. This allows to investigate also the domain shift due to
client-heterogeneity, i.e. the differences between subjects within a single
dataset.

On top of that, for all the considered domain shift settings, an
additional evaluation of the benefits of model adaptation strategies,
specifically fine-tuning and personalization, was conducted. To better
clarify, a different data partitioning was performed for the two strate-
gies: in the fine-tuning strategy, the model was fine-tuned on recordings
from the target dataset, but excluding the test user in the LOSO frame-
work. On the contrary, for the personalization strategy, a small portion
of data belonging to the specific test subject was used for personaliza-
tion. In particular, when performing fine-tuning, in each fold of the
LOSO framework, 300 s of data were selected from subjects in the
target domain that are different from the testing subject. In the person-
alization strategy, 300 1-second windows (5-minutes) were randomly
selected from the test subject; the personalized model is then tested on
the remaining data of the same subject.

Finally, as highlighted in Section 1, both single-channel and multi-
channels experiments were conducted. In particular, in the no-domain
shift scenario different combinations of channels were analyzed: 3
channels from tri-axial accelerometers, 3 channels from tri-axial gyro-
scopes, or 6 channels from both sensors. Instead, in the cross-dataset
and static-dynamic domain shift experiments, all the 6 channels (tri-
axial accelerometers and tri-axial gyroscopes) were adopted for the
multi-channels setting.

2.5.1. No domain shift

Both training and testing data belong to the same dataset, collected
in the same exact scenario and with the same sensing equipment. For
this experiment only the night portions of the BioPoli dataset were
considered, as the challenges related to the day portions were analyzed
more in detail in the static—-dynamic domain shift subsection.

2.5.2. Cross-dataset domain shift

This represents a more realistic scenario where the domain shift is
related to a change in the sensing equipment, the position of the sensors
on the body and other factors. This challenging setting was simulated
by using data from different datasets as the training and testing sets.
In particular, our classification model was pretrained using data from
all the subject in one dataset and then tested on data from subjects
belonging to a second dataset. This experiment was performed for each
combination of the three considered datasets, obtaining 6 different
experiments.

2.5.3. Static—-dynamic domain shift

The static—dynamic domain shift experimental setting was organized
in 3 different phases. At first, all daily portions data were considered
to evaluate the most general situation possible, which is denoted as
no-selection. Secondly, the statistical-selection was performed to select
only a specific subset of daily data basing on the magnitude range of
the same subject’s night data, as detailed in Section 2.2. Finally the
step-count selection was performed to analyze the performance of the
SCG systolic detection in different movements scenarios of daily-life.
Specifically, to perform the step-count selection, step-count data were
first up-sampled to the SCG signal sampling frequency, thus obtaining
a step-count label for every SCG sample. After that, the daily portions
data were split based on the step-count information, as detailed in
Section 2.2, to analyze separately the SCG systolic detection in different
dynamical settings.

2.6. Statistical analyses

To assess the performance of our DL pipeline depicted in Fig.
3, the number of True Positive (TP), False Positive (FP) and False
Negative (FN) was computed for each of the experiments described in
the previous section. In particular, the AO fiducial points annotations
extracted using the ECG as reference were used to assess the correct
detection of the systolic complexes by the DL method. A TP was defined
when the bounding box prediction contained the AO fiducial point,
while a FP was assigned when the bounding box did not contain any AO
fiducial point. Finally, a FN was assigned when the model did not detect
a true systolic complex, i.e. an AO fiducial point was not included in
any bounding box. Starting from TP, FP and FN, Precision, Recall and
the Fl-score were computed as below:

TP TP
—_— Recall = ————
TP+ FP TP+ FN

_ 2% Precision * Recall _ 2% TP

" Precision+ Recall ~ 2%TP+FP+FN

Results are reported as Fl-score averaged among all the subjects
in the LOSO framework. The standard error of the mean (SEM) across
subjects is reported in parentheses to display the dispersion of estimates
among different subjects.

Precision =

F1
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Table 2

Precision, Recall and F1-score for the no-domain shift (single-channel dataset)
setting. For MEC and BioPoli datasets, also the scores of multi-channel ap-
proach are reported. Acc refers to the accelerometer channels (z-axis used in
the single-channel experiments), while Gyr refers to the gyroscopes channels.

Test statistics

Channels Precision Recall Fl-score
o Single (z-axis Acc) 0.93 (0.02) 0.92 (0.02) 0.92 (0.02)
E 3 Acc 0.92 (0.02) 0.92 (0.02) 0.92 (0.02)
3 Gyr 0.92 (0.02) 0.93 (0.02) 0.92 (0.02)
3 Acc. + 3 Gyr 0.93 (0.02) 0.92 (0.01) 0.92 (0.01)
5 Single (z-axis Acc) 0.90 (0.02) 0.87 (0.03) 0.88 (0.02)
= 3 Acc. 0.92 (0.02) 0.90 (0.02) 0.91 (0.02)
= 3 Gyr 0.93 (0.02) 0.90 (0.03) 0.91 (0.02)
3 Acc. + 3 Gyr 0.93 (0.02) 0.92 (0.02) 0.92 (0.02)
4 Single (z-axis Acc) 0.95 (0.01) 0.93 (0.01) 0.94 (0.01)
8
Table 3

Effect of Personalization on Fl-score for the 3 datasets, in single- or multi-
channel approach.

Fl-score
Dataset Initial Personalized A%
CEBS 0.94 (0.01) 0.95 (0.01) + 1%
MEC (single) 0.92 (0.02) 0.92 (0.01) -
MEC (multi) 0.92 (0.01) 0.93 (0.01) +1%
BioPoli (single) 0.88 (0.02) 0.93 (0.02) +5%
BioPoli (multi) 0.92 (0.02) 0.95 (0.01) +3%

3. Results

In the following, the results obtained in the different experimental
settings are reported.

3.1. No-domain shift

The results of both single-channel and multi-channel approaches in
the no-domain shift setting are presented. In particular, for the single-
channel, the z-axis of the accelerometer representing the dorso-ventral
direction was chosen. Adopting a LOSO cross-validation procedure, all
reported results refer to the average over the subjects used as test set.
In Table 2, the precision, recall and Fl-score computed over the 3
datasets considered one at a time are reported. In addition, for the
MEC and the BioPoli datasets, also the results obtained using a multi-
channel approach, separately for the 3-axes from the accelerometer and
gyroscope, and for all 6-axes together, are reported.

The highest performance in the single-channel setting was achieved
in the CEBS dataset, containing recordings collected in a controlled
environment. Slightly lower performances were instead reached on the
night portions of the BioPoli dataset where, despite lying down, the
subjects were free to move in this uncontrolled scenario.

3.1.1. Personalization

Even though the performance on the single datasets were already
high, an additional investigation on the benefits of personalization
was conducted. In fact, performing LOSO experiments, the client-hetero
geneity as source of slight domain shift is implicitly introduced. There-
fore, a fine-tuning of the pretrained model using subjects’ specific data
was performed. As shown in Table 3, the highest improvement was
obtained in the BioPoli single-channel scenario, and in general the
personalization step resulted not worsening the performance.
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3.2. Cross-dataset domain shift

The results of all the tested combinations in the cross-dataset do-
main shift setting are reported in Table 4. Higher performances were
obtained when CEBS and MEC were used as test. In particular, the
best combination resulted in MEC as training set and CEBS as test set
(F1-score of 0.95), even outperforming the no-domain shift CEBS results
(F1-score of 0.94). This is due to the fact that the domain shift between
MEC and CEBS dataset is not significant, as both datasets are recorded
in a controlled environment. Additionally, the performance differences
are almost negligible, as further confirmed by the overlapping standard
error margins. Interestingly, when adopting the BioPoli dataset as
training set, a multi-channels approach demonstrated to outperform the
single-channel one (F1-score of 0.93 against 0.88 when testing on MEC
dataset). It is notable to underline that the BioPoli-MEC multi-channels
combination (F1-score of 0.93) resulted to outperform even the no-
domain shift for MEC dataset (F1-score of 0.92). Despite the substantial
domain shift between the two datasets (Fl-score of 0.81 in MEC-
BioPoli), this is not surprising, as the recordings of the BioPoli dataset
are very informative, being collected in a real-world environment.
Therefore, a model trained on BioPoli recordings can be successfully
adopted to classify SCG portions collected in a controlled environment,
such as those of the MEC dataset. Additionally, it is notable to remark
that a single-channel strategy when training on BioPoli is not optimal,
as subjects could move during their sleep, thus varying the information
recorded on the z-axis of the accelerometer. Moreover, adopting the
night portions of the BioPoli dataset as test set resulted to be the most
challenging combination, with both MEC-BioPoli and CEBS-BioPoli
reaching an F1-score below 0.85, due to the lower ability of the training
set to obtain a model capable of generalization relevant to uncontrolled
conditions.

An additional experiment was performed by integrating the data
augmentation strategy presented in Section 2.3 on the SCG portions of
the MEC and the BioPoli datasets. In particular, the SCG of the training
dataset were randomly swapped to enhance the generalization of the
learned model, making it independent from the sensor orientation. The
results reported in Table 5 confirmed that adopting a simple swapping
data augmentation strategy enhanced the performance of our model.

Finally, the combination of two different datasets as training set was
tested. This setting, commonly known as multi-source training, enables to
extract domain-invariant features, thus strengthening the model gener-
alization and improving its performance. The results of this experiment
are reported in the final three rows of Table 4. It can be noticed that
the multi-source training always improved the performance compared to
single- source training, in particular when BioPoli was utilized. However,
the combination of the two public datasets (MEC+CEBS) for training
was still not optimal when tested on the more realistic BioPoli dataset,
reaching an F1-score of only 0.86.

3.2.1. Fine-tuning and personalization

As in the previous scenario, an additional investigation was per-
formed to evaluate the benefits of two different model adaptation
strategies, i.e. fine-tuning and personalization. In particular, the set-
ting having the BioPoli dataset as test set was considered, since this
represented the most challenging scenario. The obtained results are
reported in Table 6. As expected, both fine-tuning and personalization
approaches improved the performance in terms of F1 score compared
to the initial model, with the latter achieving slightly better results. In
particular, the best performance was obtained when a personalization
strategy was performed on the DL model pretrained on the BioPoli
dataset itself, as show in Table 3.
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Precision, Recall and F1-score achieved in the cross-dataset setting. For MEC and BioPoli datasets, also the scores of multi-channel
approach are reported. In all combinations involving CEBS, only a single-channel approach is feasible.

Train Test Precision Recall Fl-score

MEC CEBS 0.95 (0.01) 0.97 (0.01) 0.95 (0.01)
MEC BioPoli (single) 0.86 (0.02) 0.82 (0.03) 0.84 (0.03)
MEC BioPoli (multi) 0.83 (0.03) 0.79 (0.03) 0.81 (0.03)
CEBS MEC 0.90 (0.02) 0.89 (0.02) 0.89 (0.02)
CEBS BioPoli 0.84 (0.03) 0.82 (0.03) 0.83 (0.03)
BioPoli MEC (single) 0.91 (0.02) 0.87 (0.02) 0.88 (0.02)
BioPoli MEC (multi) 0.94 (0.02) 0.93 (0.02) 0.93 (0.02)
BioPoli CEBS 0.88 (0.04) 0.88 (0.04) 0.88 (0.04)
MEC+CEBS BioPoli 0.87 (0.02) 0.86 (0.03) 0.86 (0.03)
MEC+BioPoli CEBS 0.95 (0.01) 0.98 (0.01) 0.96 (0.01)
BioPoli+CEBS MEC 0.91 (0.01) 0.91 (0.01) 0.91 (0.01)

Table 5

Comparison of evaluation metrics (Precision, Recall and FI1-score) in the
MEC-BioPoli ad BioPoli-MEC multi-channels scenario: without and with aug-
mentation (Aug).

Train-Test Aug Precision Recall Fl-score

MEC-BioPoli No 0.83 (0.03) 0.79 (0.03) 0.81(0.03)

MEC-BioPoli Yes 0.87 (0.03) 0.84 (0.03) 0.85 (0.03)

BioPoli-MEC No 0.94 (0.02) 0.93 (0.02) 0.93 (0.02)

BioPoli-MEC Yes 0.93 (0.01) 0.95 (0.01) 0.94 (0.01)
Table 6

Effect of Fine-Tuning and Personalization on the F1-score in the single-channel
scenario adopting BioPoli as testing dataset.

F1-score
Train-Test Initial Fine-Tuned Personalized
CEBS-BioPoli 0.83 (0.03) 0.88 (0.02) 0.88 (0.02)
MEC-BioPoli (single) 0.84 (0.03) 0.88 (0.02) 0.89 (0.02)

3.3. Static-dynamic domain shift

Firstly, all daily portions were considered in the no selection setting
to analyze the model performance in the most general case. Then, the
two criteria described in Section 2.2, i.e. statistical selection and step-
count selection, were applied to analyze more in detail the behavior
of the model in simplified settings. Finally, the two model adaptation
strategies were considered also for the static-dynamic scenario.

3.3.1. No selection

All experiments were conducted including as test set all the daily
portions (Day) of the BioPoli dataset and changing only the training
dataset. As clearly shown in the Initial column of Table 7, the F1-score
was significantly lower w.r.t. results in Table 4 in all the analyzed cases.
In particular, it is evident that training the model on signals from CEBS
and MEC public dataset resulted in very low performances (F1-scores of
0.52 and 0.45, respectively). Combining these datasets for the training
phase (CEBS+MEC-Day) slightly improved the performance up to 0.56,
however remaining low.

The single-dataset setting for the BioPoli dataset in presence of
the static—-dynamic domain shift was also investigated (Table 7). In the
Night-Day setting, night-portions were utilized as training set, while
all daily portions of the left out subject were used as test set. Despite
better results than training on public datasets were achieved, still the
performance were quite low (F1l-score of 0.60). When the model was
trained on daily portions, thus excluding also the static—dynamic domain
shift, higher F1-score (0.66) was reached.

3.3.2. Statistical selection
As a further step in the analysis, the daily portions of SCG sig-
nal in the BioPoli dataset where each subject was presumably still

were extracted as described in Section 2.2. In Table 8, the results
adopting these statistical-filtered portions as test set are denoted as
stat. It is noted that in this case the Fl-scores improved both when
the model was pretrained on Night portions of the BioPoli dataset
(0.78) or Daily portions (0.80). It is remarkable to underline that
all daily portions (without any selection) were used as training set.
Additionally, it emerged that combining signals from CEBS and MEC
as training datasets was beneficial also in this case (F1l-score: 0.71),
allowing the extraction of domain invariant features, which were more
representative for the selected daily portions used as test set.

3.3.3. Step-count selection

As detailed in Section 2.1, the BioPoli dataset contains the step count,
which allowed performing a more exhaustive dynamical analysis on
daily portion in the SCG signals, splitting it in 4 different subsets, i.e. 0
steps/min, < 50 steps/min, 50-110 steps/min and > 110 steps/min. Results
showed that during the day the subjects were moving on average for
almost 20% of the time, which corresponded to more than 3 h of
walking per day.

The results obtained considering each subset as test set are reported
in Table 9. As expected, for all training sets, the best results were ob-
tained when subjects were not walking and the DL model performance
was decreasing along with the increase of number of steps performed.

Another important aspect to underline is the difference between the
single-channel and the multi-channel approaches. From Table 9, it can
be noticed that, when training on daily portions, it was beneficial to
adopt a multi-channel approach. On the contrary, when the training
set was composed by night-portions or by the MEC dataset, this was not
the case and adopting a single-channel approach was more beneficial
than a multi-channels one when the subject was walking.

3.3.4. Fine-tuning and personalization

As reported in Tables 7 and 8, for this challenging static—-dynamic
setting, personalization resulted very beneficial, always improving sub-
stantially the performance of the pretrained model. On the contrary,
a fine-tuning strategy does not seem sufficient to improve the model
performance, except when adopting MEC as training dataset. In par-
ticular, in Table 8, there are also cases when the performance slightly
decrease after the fine-tuning. This is related to the significant client-
heterogeneity of the daily portions of BioPoli dataset.

4. Discussion

As discussed in the previous sections, existing works on SCG systolic
detection are limited to investigations on signals belonging to a single
dataset collected in a controlled environment. To simulate a real-world
scenario, 3 datasets with sensible differences were considered in this
work. Combining these datasets, the impact of domain shift and the ben-
efits of model adaptation strategies were investigated using standard
architectures and well-known adaptation strategies. In addition, for the
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Fl-score of Initial, Fine-Tuned and Personalized model using all daily portions of BioPoli as testing dataset. For each datasets
combination (apart from CEBS) there are reported both multi-channels (multi) and single channel (single) approaches. Night refers
on the night portions of BioPoli dataset, while Day refers to all daily portions (no selection experiments) of BioPoli dataset.

Train-Test F1-score

Initial Personalized Fine-tuned
Night-Day (multi) 0.60 (0.03) 0.69 (0.03) 0.62 (0.03)
Night-Day (single) 0.58 (0.04) 0.66 (0.03) 0.59 (0.03)
Day-Day (multi) 0.66 (0.03) 0.73 (0.03) -
Day-Day (single) 0.61 (0.04) 0.67 (0.03) -
CEBS-Day 0.52 (0.03) 0.61 (0.04) 0.55 (0.04)
MEC-Day (multi) 0.45 (0.02) 0.61 (0.03) 0.52 (0.03)
MEC-Day(single) 0.55 (0.03) 0.63 (0.03) 0.55 (0.03)
CEBS+MEC-Day 0.56 (0.03) 0.62 (0.04) 0.56 (0.03)

Table 8

Fl-score of Initial, Fine-Tuned and Personalized model using selected daily portions of BioPoli as testing dataset. Night refers
on the night portions of BioPoli dataset, while Day refers to daily portions of BioPoli dataset. For each combination the results
obtained after the step-count selection (no step) and statistical selection (stat) on the daily portions of BioPoli are reported. For
each datasets combination (apart from CEBS), the multi-channels results are reported.

Train-Test F1-score

Initial Personalized Fine-tuned
Night-Day(no step) 0.64 (0.03) 0.72 (0.03) 0.65 (0.03)
Night-Day(stat) 0.78 (0.03) 0.83 (0.03) 0.76 (0.03)
Day-Day (no step) 0.69 (0.03) 0.76 (0.03) -
Day-Day(stat) 0.80 (0.03) 0.86 (0.03) -
CEBS-Day(no step) 0.55 (0.04) 0.65 (0.04) 0.57 (0.04)
CEBS-Day(stat) 0.69 (0.04) 0.77 (0.04) 0.68 (0.04)
MEC-Day(no step) 0.47 (0.03) 0.65 (0.03) 0.55 (0.03)
MEC-Day(stat) 0.64 (0.03) 0.80 (0.03) 0.69 (0.03)
CEBS+MEC-Day(no step) 0.59 (0.03) 0.65 (0.04) 0.59 (0.03)
CEBS+MEC-Day(stat) 0.71 (0.04) 0.78 (0.04) 0.70 (0.04)

Table 9

Fl-score results on different splits of daily portions of BioPoli dataset based on the number of steps per minute. In particular, 4
different categories of steps per minute (0, < 50, 50-110, > 110) are reported. On the left column it is shown the dataset used for
the training of the model: Night refers to night portions of BioPoli dataset, while Day refers to daily portions of BioPoli dataset.
For each dataset (apart from CEBS) both single-channel (single) and multi-channels (multi) results are reported.

Steps/min

Train 0 <50 50-110 > 110

Night (multi) 0.64 (0.03) 0.46 (0.04) 0.34 (0.03) 0.18 (0.03)
Night (single) 0.62 (0.04) 0.46 (0.04) 0.37 (0.04) 0.23 (0.03)
Day (multi) 0.69 (0.03) 0.56 (0.04) 0.45 (0.04) 0.23 (0.04)
Day (single) 0.64 (0.04) 0.51 (0.04) 0.40 (0.04) 0.21 (0.03)
CEBS 0.55 (0.04) 0.40 (0.03) 0.32 (0.02) 0.25 (0.02)
MEC (multi) 0.47 (0.03) 0.33 (0.02) 0.26 (0.02) 0.22 (0.02)
MEC (single) 0.58 (0.03) 0.43 (0.03) 0.34 (0.03) 0.23 (0.02)
CEBS+MEC 0.59 (0.03) 0.45 (0.03) 0.37 (0.03) 0.26 (0.02)

first time in the literature, a dataset containing recordings collected
in uncontrolled conditions (BioPoli dataset) has been considered. The
BioPoli dataset allowed to verify whether the systolic complexes in SCG
could be effectively detected in the wild, when the subject is performing
normal daily-life activities.

These 3 datasets have been selected for different reasons: CEBS
represents the most popular dataset used for SCG analysis. However,
it contains recordings of the z-axis of the accelerometer only, limiting
the analysis to a single-channel setting. MEC is also a popular dataset
and it allows performing a multi-channel analysis. However, these
two datasets do not contain SCG recordings acquired in a real-world
scenario, as both CEBS and MEC signals refer to with subjects at
rest in a supine position. On the contrary, BioPoli dataset contains
24 h recordings collected in uncontrolled conditions, reflecting both
asleep and awake scenarios. Moreover, the three datasets differ in the
sampling frequency, sensing apparatus and other characteristics. This
allowed to specifically investigate the cross-dataset domain shift and
possible solutions to overcome this challenge.
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In the following, the results of our experimental investigation are
discussed in detail. To align with the structure of Section 3, the no
domain shift results are discussed at first, followed by the cross-dataset
domain shift results and by the static—-dynamic domain shift ones.

4.1. No domain shift

Important differences between single-channel and multi-channels
approaches emerged. From the results reported in Table 2, it can be
noticed that for the BioPoli dataset a multi-channels approach with data
coming from tri-axial accelerometer and tri-axial gyroscope reached
the highest performance in terms of Fl-score, significantly outper-
forming the single-channel setting (0.92 for BioPoli(multi) vs. 0.88 for
BioPoli(single)). On the contrary, this was not true for the MEC dataset:
adopting a multi-channel approach was not beneficial in this case,
obtaining the same F1-score of the single-channel setting (0.92 in both
cases). However, this is not surprising and it is simply related to the fact
that the SCG signals from MEC dataset were recorded in a controlled
scenario. Maintaining the subjects still in a supine position, the SCG
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collected in the dorso-ventral axis perfectly reflected the movement
of the chest caused by the heartbeats, thus already containing all the
information needed for the systolic detection. On the contrary, in an
uncontrolled scenario where the subject can change position, the most
informative axis can change, requiring the adoption of a multi-channel
approach. Finally, there is evidence of the benefits of a personalization
strategy, confirming the problem of client-heterogeneity. In fact, results
in Table 3 proved that personalizing the pretrained model with subject-
specific data was always beneficial, achieving an increment of 1%
for CEBS and MEC datasets, of 5% for BioPoli(single) and of 3% for
BioPoli(multi).

4.2. Cross-dataset domain shift

In the cross-dataset domain shift setting, the impact of adopting a
multi-channels approach varied across experiments, proving benefi-
cial in some cases, while having a negative effect in others. Table 4
shows that in the MEC-BioPoli combination adopting a multi-channel
approach the performance of the model degraded with respect to the
single-channel one. This is related to the excessive simplicity of the
MEC dataset: all SCG portions of this dataset were recorded with the
subjects in the same supine position, thus having the same channel
information. This results in our network learning only a single channel
configuration, thus not being able to generalize in an uncontrolled
scenario. On top of that, the results MEC-BioPoli reported in Table
5 confirmed that a simple data-augmentation strategy enhanced the
generalization of the model and improved its performance when tested
on a different dataset. On the contrary, adopting BioPoli recordings
for the training, the model learned on its own to generalize over the
different configurations related to the sensor orientation. This was
confirmed by results, highlightening that a multi-channel approach
outperformed the single-channel one when training on BioPoli data
(F1-score of 0.93 against 0.88). As shown in Table 5, the proposed data-
augmentation strategy slightly improves the no-augmentation baseline
also in the BioPoli-MEC combination, but the gain is significantly
smaller compared to the opposite case (MEC-BioPoli).

Finally, the results reported in Table 6 showed the benefits of fine-
tuning and personalization, proving again that a difference was present
between data recorded in an ideal scenario with respect to real-world
signals recorded in uncontrolled conditions.

4.3. Static—dynamic domain shift

As mentioned in Section 1, the main contribution of this empirical
study is the analysis of the SCG systolic detection in the wild, by con-
sidering also a dynamic scenario. In fact, as far as we know, this is the
first work investigating the static—-dynamic domain shift in a real-world
setting, where subjects perform daily-life activities in an uncontrolled
environment. These experiments proved that training a model with
only signals from traditional public datasets, such as [23,27] was not
enough to perform SCG systolic detection in the wild, i.e. in realistic
uncontrolled conditions.

From results in Table 7, it was evident that pretraining our model
on controlled signals coming from public dataset (CEBS-Day and MEC-
Day) was not enough. This was due to the fact that we were facing 2
sources of domain shift, i.e. the cross-dataset domain shift and the static—
dynamic domain shift, in addition to the client heterogeneity. On top of
that, again from the results in Table 7, it was proved that training on
daily portion signals was beneficial to perform SCG systolic detection
in a real-world scenario and that those were more challenging to be
analyzed due to subjects’ movements.

As discussed in Section 3.3.3, adopting a multi-channel approach
was not always the best choice when the subject was moving. The
results reported in rows Night and MEC of Table 9 were in fact lower
than their single-channel counterpart (Night (single) and MEC (single))
in all cases with more than 0 steps/min: this could be due to the fact
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that when the subject moved, the channels not corresponding to the
dorso-ventral axis captured patterns that were not strictly related to
the heartbeats and could mislead the interpretation of the pretrained
model. In contrast, this did not happen when the model was pretrained
on daily portions, as the movement patterns were already seen and
learned by the model.

Finally, the personalized and fine-tuned results of Table 7 proved the
beneficial effect of model adaptation strategies, with personalization
resulting to be the best choice in all the cases. These findings could
have some practical implications in informing the way the deployment
of SCG-based wearables in real-world monitoring should be conducted.
In particular, a calibration phase should be foreseen, in order to acquire
data from the subject at the beginning of the acquisition, to allow
model personalization. Possible model adaptation on-device could be
considered if real-time analysis is required, so to avoid the need to
locally memorize raw signals and only save the detected beat-by-beat
parameters of interest. However, such an approach should take into
account the available wearable’s embedded memory to contain the
model parameters, and the required computation power and battery
consumption constraints. Alternative approaches could count on saving
the raw data in the internal memory of the wearable device, and
periodically transferring such data to the cloud where the model could
be adapted and results made available off-line.

It is notable to mention that our Statistical selection and Step-count
selection experiments on daily portions (Table 8) are meant to assess
model performance in some specific conditions, where measuring SCG
meets more favorable conditions. In fact, as demonstrated by the results
of Table 7 (corresponding to the No selection experiments) and Table 9,
the SCG signal is intrinsically limited by human movements: the per-
formance of the model degrades when including SCG portions where it
is impossible to disentangle the cardiac activity from other movements
(acting as sources of noise). Therefore, being able to focus the analysis
on portions of the 24-h signal in which those artifacts are minimal or
absent, it could allow an opportunistic and more reliable analysis of the
biomarkers extracted from the SCG.

5. Conclusions

In this work, the task of ECG-free SCG systolic complex identifica-
tion was faced, exposing the challenges of a real-world scenario and the
limitations of current existing works, using standard architectures and
well-known adaptation strategies. To do so, an exhaustive experimental
analysis was conducted to assess the performance of a state-of-the-art
DL model in the wild, in presence of multiple levels of domain shift.
More in detail, a novel experimental framework was designed to test
different realistic settings, gradually increasing the degree of domain
shift from client heterogeneity only to a static-dynamic domain shift.
Our results clearly demonstrated that signals collected in a controlled
environment are not enough to perform SCG systolic detection in the
wild. In addition, identifying cardiac patterns on the SCG when the
subject is moving proved to be even more challenging, due to the
mechanical nature of this signal. In this work, the benefits of model
personalization, multi-source training and learning over multiple sen-
sors’ channels were shown. However, our findings clarified the need
to design more advanced personalization or adaptation strategies to
ensure robust SCG-based systolic complex detection in the wild.

Future research should focus on the exploration of novel machine
learning and deep learning methodologies to improve model perfor-
mance during subject motion and daily activities, as well as considering
potential constraints due to wearable device’s memory, CPU and bat-
tery consumption, to shift from cloud computing to on-board analysis.
Finally, a potential limitation of the proposed approach is that it
was tested only on SCG data obtained from healthy subjects. Future
developments will include assessing our model’s portability on patients
affected by cardiovascular diseases (i.e., atrial fibrillation, valvular
diseases, heart failure) to evaluate how these conditions could affect the
performance and reliability of the proposed SCG-based systolic complex
detection.
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