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Abstract— Osteocyte-lacunar bone structures are a discern-
ing marker for bone pathophysiology, given their geometric
alterations observed during aging and diseases. Deep Learning
(DL) image analysis has showcased the potential to comprehend
bone health associated with their mechanisms. However, DL
examination requires labeled and multimodal datasets, which
is arduous with high-dimensional images. Within this context,
we propose a method for segmenting osteocytes and lacunae in
human bone histopathology and Synchrotron Radiation micro-
Computed Tomography (SR-microCT) images, employing a
deep U-Net in an intra-domain and multimodal transfer learn-
ing setting with a limited number of training images. Our strat-
egy allows achieving 63.92±4.69 and 63.94±4.05 Dice Similarity
Coefficient (DSC) osteocytes and lacunae segmentation, while
up to 20.38 and 5.86 average DSC improvements over selected
baselines even if 44× smaller datasets are employed for training.

Clinical relevance—The proposed method analyzes bone
histopathologies and SR-microCT images in a multimodal and
low-data setting, easing the bone microscale investigations while
supporting the study of osteocyte-lacunar pathophysiology.

I. INTRODUCTION

Osteocytes, the most abundant bone cells, play a pivotal
role in orchestrating the dynamic equilibrium between bone
formation and resorption in response to daily mechanical
strains and stresses [1]. These cells reside within lacunae,
which, with their networks, allow providing nutrients to
bone cells located distantly from the vasculature. Most
importantly, recent investigations have found the osteocyte-
lacunar relationship as an early indicator of bone disrup-
tions associated with aging and diseases [2]. This aspect
is attributed to observed alterations in lacunar geometries,
establishing the osteocyte-lacunar system as a discerning
marker for bone pathophysiology. However, most studies are
confined within monomodal bone section microscopy im-
ages, with computational modeling mainly focusing on single
cells or lacunae from independent histopathology or micro-
Computed Tomography (microCT) images, respectively [3],
[4]. Additionally, for a comprehensive understanding of bone
health, it is imperative to conduct a meticulous quantitative
analysis involving the segmentation of osteocytes and lacu-
nae. Nevertheless, the ongoing reliance on labor-intensive
manual annotations remains a limiting factor in advancing
this research field.

In this intricate context, Deep Learning (DL) demon-
strates significant promise as a tool for analyzing medical
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Fig. 1: High-level description of the proposed methodology.

images, serving as a valuable resource to assist clinicians
assessing bone health at the microscale. To exemplify,
Buccino et al. employed a vgg16-based approach to seg-
ment lacunar microstructures in healthy and osteoporotic
Synchrotron Radiation micro-Computed Tomography (SR-
microCT) images [5]. Nevertheless, the model exhibited
limited applicability when predicting unseen sample masks
due to inaccurate patient stratification. Conversely, Vetter at
al. successfully exploit an attention U-Net model to segment
and measure osteocyte connectomics [6], while Lui et al.
adopt a Faster-Region-based Convolutional Neural Networks
(R-CNN) to detect empty lacunae, but remaining confined to
healthy mouse and osteonecrotic rabbit microscopy images,
respectively [7]. Additional challenges arise when consider-
ing the DL dependence on the availability of extensive and
diverse annotated datasets, thereby constraining algorithmic
development due to the need for annotation on giga-pixeled
datasets. Transfer learning has conventionally served as a
strategy to refine models initially trained on larger datasets,
proving beneficial in mitigating challenges associated with
training from scratch models in low-data regime settings [8].
Moreover, the recent emergence of few-shot learning presents
an efficient alternative for equipping models with the ability
to learn novel categories with only a minimal number of
labeled images [9]. Our prior work reduced the number
of labeled images needed during training with a semi-
supervised learning approach to perform lacunae semantic
segmentation from human SR-microCT images [10]. Nev-
ertheless, although SR-microCT lacunae segmentation has
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already been achieved in a labeled-data-constrained setting,
and knowledge transfer models have demonstrated an effi-
cient solution to tackle low-data regime challenges, exploit-
ing natural source image datasets as pre-training sometimes
proves inapplicable to the target medical datasets [11]. Fi-
nally, no efforts have been made in the literature to achieve
simultaneous accurate histopathology and osteocyte image
segmentation in a low-dimensional and multimodal data
setting. To overcome these limitations, we propose an intra-
domain multimodal transfer learning methodology for
accurately segmenting osteocytes and lacunae in human
histopathology and SR-microCT low-dataset setting. Our
approach, summarized in Figure 1, consists of pre-training
a deep U-Net neural network on a large histopathology
image dataset for multi-organ nuclei segmentation, of ex-
ploiting the semantic knowledge gained to obtain osteocyte
segmentation on a limited histopathology image scenario,
and an intra-domain and multimodal transfer learning
methodology to predict SR-microCT masks lacunae while
reducing the number of training images needed.

The main contributions of our work are the following:
(i) an intra-domain pre-training methodology to reduce the
image domain gap while learning to extract microscale
medical image features; (ii) a transfer learning methodology
to exploit the common semantic knowledge between differ-
ent microscopy image modalities for semantic segmentation
when limited amount of data are available; (iii) a semantic
image segmentation approach to achieve simultaneous osteo-
cytes and lacunae microscopy image segmentation.

II. PROPOSED METHODOLOGY

This Section describes the proposed solution from the
datasets, their pre-processing, the DL image segmentation
neural network, and the proposed training strategy.

A. Datasets Description and Selection Criteria

This study utilizes the large public NuInsSeg dataset [12]
and a smaller proprietary femoral head histopathology-SR-
microCT dataset [10], [13], [5]. The NuInsSeg dataset com-
prises 665 Hematoxylin and Eosin (H&E) stained histolog-
ical patched images, originally 2048× 2048 pixels Whole
Slide Images (WSI), central-cropped to 512×512 by a senior
cell biologist. Manual annotations of ∼ 30.1k nuclei from 31
individuals across human and murine organs, performed by
three biology students under the supervision of a senior cell
biologist, decorate all the images.

The second dataset comprises 3 images for each of the 5
human femoral heads available, resulting in 15 SR-microCT
and 15 H&E stained histological unpaired WSI images,
representing healthy, osteoporotic, and COVID-19 cases. SR-
microCT images were captured during three compression cy-
cles, resulting in 2048 slices per volume. These images, with
an average side dimension of 3300 pixels and a pixel size
of 1.6µm, were single-channel representations at 32 bits per
pixel. A selection process ensured inter-patient WSI corre-
spondence, excluding volumes displaying intensity artifacts.
Two operators manually labeled ∼ 32.1k lacunar structures

in selected images for segmentation. Histopathologies were
derived from decalcified femoral head bone samples that
previously underwent the same SR-microCT compression
cycles. A 5µm tissue section was extracted from each me-
chanically tested bone sample and subsequently stained with
H&E for microscopic imaging at 10× magnification, with
an average 2354×1890 pixel size dimension. Subsequently,
a total of 1343 osteocyte cells were identified and binary
segmented across all available images by a single operator.

The models were trained with image patches and their
manual annotations used for evaluation through k-folds per
patient Cross Validation (CV) with k ∈ [1,5] to avoid incor-
rect stratification, and setting batches of 16 patches.

B. Data Pre-processing

We implement a pre-processing and patch selection pro-
cedure for our proprietary dataset, while as NuInsSeg is
publicly available, it comes pre-patched for immediate use.
Specifically, the SR-microCTs within our dataset were pre-
processed following the methodology outlined in [10], [13]
while considering the experimentally defined number of
lacunae and osteocytes per patch to optimize memory usage
within the defined patch dimensions. For SR-microCTs, we
classify images into two sets based on gray level ranges: [0,
1] and [-1, 0], the latter originating from acquisition errors.
Subsequently, a 3-step enhancement pipeline is applied to
generate segmentations to extract the bone image content.

In both image modalities, fixed-size patches are extracted
by traversing the images of size W × H with a k × k
square, employing a stride of s, resulting in [1+W − ks]×
[1+H − ks] patches. We opt for k = s= 50 for SR-microCTs
and k = s = 10 for histopathologies due to the higher
osteocyte density compared to lacunae within diverse tissues,
adhering to 24 GB GPU memory constraints. The subsequent
patch selection phase utilizes bone structure masks obtained
through Otsu segmentation of the SR-microCTs’ gray-level
image and histopathology’s most informative green channel
image. This step discards patches containing less than 90%
bone tissue while restricting empty tissue patches to be
less than 30% of the entire image batch, given the reduced
amount of information contained.

C. Deep U-Net Neural Network Architecture

The encoder-decoder 2D U-Net with skip-connections [14]
inspired the proposed neural network for binary segmenting
lacunar and osteocyte structures from both SR-microCT and
histopathologies. In particular, starting from the standard U-
Net CNN, we modify it by adding two convolutional layers
as the last encoder and the first decoder branch layers,
to more finely extract and decode dense image features.
Furthermore, we added drop-out layers between all the
convolutional layers both in the encoder and decoder paths to
prevent overfitting. The resulting deep U-Net CNN consists
of five repeated 3 × 3 convolutions, each followed by a
drop-out layer, LeakyReLU activation function, and a 2×2
max pooling operation with s = 2 for downsampling. The
decoder consists of a feature map upsampling followed by

Authorized licensed use limited to: Politecnico di Milano. Downloaded on March 26,2025 at 14:53:33 UTC from IEEE Xplore.  Restrictions apply. 



six 2 × 2 convolutions that halve the number of feature
map channels, a concatenation with the cropped feature map
from the contracting path, and two 3×3 convolutions, each
followed by a LeakyReLU and drop out layers. A final 1×1
convolution maps each 64-component feature vector to the
desired number of classes. We trained our models using a
combination of the Binary Cross Entropy and Dice Similarity
Coefficient (DSC) on foreground pixels by masking the
loss to address the label imbalance problem between the
foreground lacunar structures and the background. Finally,
Adam optimizes the training with a learning rate decaying
of 0.7 from 1e−3 every 1000 training steps for 200 epochs.

D. Intra-Domain & Multimodal Transfer Learning Strategy

We let the deep U-Net (Section II-C) learn to simultane-
ously segment osteocytes and lacunae from the histopatholo-
gies and SR-microCT images in a low-data regime, with
intra-domain multimodal transfer learning. In particular, we
started by training our CNN to binary segment cell nuclei
on the largest NuInsSeg dataset with 5-CV, thus leveraging
a large dataset with 4 training image folds, resulting in 532
images. Therefore, the model learns the histopathology fea-
tures of different organs and species, generalizing on diverse
staining shades, cell density, and morphology. Leveraging
the best model obtained while considering the 5-CV average
performances, we proceed by fine-tuning it monomodally.
Indeed, we performed a different segmentation task dealing
with osteocyte bone cells but on the same NuInsSeg image
modality and medical domain of our histopathology dataset.
Despite employing a 5-CV strategy, we considered the fine-
tuning dataset regime as low, with our dataset being 44
times smaller than NuInsSeg. Subsequently, to delineate the
lacunar structures on our SR-microCT dataset portion, we
multimodally transfer the semantic knowledge previously
gained from the NuInsSeg and osteocytes datasets. To oper-
ate on a lower-data regime than on our histopathology image
set, we adopted one patient during the transfer learning,
leaving the remaining 4 for validation.

III. EXPERIMENTAL RESULTS

We implemented all the experiments using PyTorch (ver-
sion 1.13.0). The processing relies on an AMD Ryzen
7 5800X 8-Core Processor, while the feature extraction,
training, and inference on an NVIDIA RTX A5000.

A. Intra-Domain Image Segmentation Pre-Training

We initiate the evaluation of the proposed deep U-Net
model by examining its DSC accuracy in predicting osteo-
cytes (**, ††) and lacunae (*, †) segmentations, employing
both randomly initialized (**, *) and NuInsSeg (††, †) pre-
trained weights due to the absence of publicly available med-
ical SR-microCT datasets. In Table I (top), the pre-training
of our CNN model on an extensive histopathology dataset,
yielding an average DSC of 77.04±0.01 in cell segmentation,
leads to DSC values of 63.92±4.69 and 62.81±3.43 averaged
over five folds for osteocyte and lacuna segmentations,
respectively. This corresponds to improvements of up to 9.96

TABLE I: Deep U-Net foreground and background segmen-
tation DSC results µ(σ) for Osteocytes (OFG, OBG) and
Lacunae (LFG, LBG) during model Pre-Training (PT), and
its weights multimodal knowledge Transfer Learning (TL).
All results are in percentage [%], and the best are underlined.

OFG DSC LFG DSC OBG DSC LBG DSC

Random Init. 53.96 (6.19)** 57.88 (6.84)* 99.02 (0.49)** 99.47 (0.27)*
NuiInsSeg PT 63.92 (4.69)†† 62.81 (3.43)† 99.31 (0.24)†† 99.66 (0.07)†

Multimodal Transfer Learning

OFG DSC LFG DSC OBG DSC LBG DSC

*, ** TL 47.12 (13.36)* 61.23 (3.71)** 98.96 (0.16)* 99.59 (0.02)**
†, †† TL 56.20 (10.17)† 63.94 (4.05)†† 99.08 (0.16)† 99.69 (0.03)††

* training from scratch on SR-microCT ** training from scratch on
histopathologies † NuiInsSeg pre-trained, fine-tuning on SR-microCT
†† NuiInsSeg pre-trained, fine-tuning on histopathologies

and 4.93 in DSC, respectively, over their randomly initialized
counterparts. Despite the NuInsSeg dataset containing just
histopathologies displaying different organs than the bone,
the results demonstrate how pre-training the model on a
dataset of the medical domain, with common morphology
instances, could improve the segmentation performances on
both bone histopathologies and SR-microCTs. Furthermore,
although the from scratch lacunae DSC is higher than the
corresponding osteocyte one, after retraining our model with
the NuInsSeg pre-trained weights, the results align with
the osteocyte segmentation improvement being higher than
the lacunae one. This occurrence is attributed to the closer
resemblance of NuInsSeg pre-trained model features to bone
histopathologies than to bone SR-microCTs, encompassing
both instance morphologies and image modalities.

B. Multimodal Transfer Learning Results

We evaluate the robustness of our segmentation method
by comparing the performances achieved by transferring
the knowledge multimodally on a low-data regime within
the same human bone medical domain with single patient
training images with the ones achieved by exploiting a high-
data regime with 4 patient images. As depicted in Table I
(bottom), the knowledge transfer from pre-trained NuInsSeg
models yields superior DSC accuracies for both osteocytes
and lacunae segmentation, with improvements of up to 9.08
and 2.71 DSC, respectively. Moreover, the ease of knowledge
transfer from the histopathology pre-trained model to the SR-
microCT model is evident, surpassing the reverse scenario.
Specifically, a DSC of 63.94±4.05 was achieved for lacunae
segmentation from the histopathology pre-trained model,
while the corresponding for osteocytes was 56.20±10.17.
This discrepancy is attributed to the increased complex-
ity of learning the higher cells’ morphological variability
from the less variable bone lacunae. However, in lacunae
segmentation, even when the models were trained on just
one patient, the results are comparable to those obtained
with a fourfold increase in the number of patients, while
simultaneous accurate osteocyte prediction was achieved.

Subsequently, we compare osteocyte segmentation perfor-
mance across randomly initialized Shallow U-Net [12] and
U-Net [14] models and lacunae segmentation performance
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TABLE II: Deep U-Net foreground and background segmen-
tation DSC µ(σ) comparison with baselines for Osteocytes
(OFG, OBG) and Lacunae (LFG, LBG). All results are in
percentage [%], and the best are underlined.

OFG DSC LFG DSC OBG DSC LBG DSC

Shallow U-Net [12] 43.54 (7.32) - 98.76 (0.25) -
U-Net [14] 49.29 (10.29) 61.33 (4.44) 98.40 (0.84) 99.50 (0.23)

vgg16-U-Net [5] - 58.03 (2.09) - 99.11 (0.17)
ss-U-Net [10] - 62.72 (0.07) - 99.30 (0.09)

ours †† 63.92 (4.69) 63.94 (4.05) 99.31 (0.24) 99.69 (0.03)

Fig. 2: Ground truth and our method (††) prediction for a
bone SR-microCT (a) and histopathology (b) image patch.

with the state-of-the-art U-Net, a semi-supervised lacunae
segmentation approach (ss-U-Net) [10], and the ImageNet
pre-trained vgg16 encoder-based U-Net [5]. As presented
in Table II, our method outperforms all selected baselines,
achieving improvements of up to 20.38 and 5.86 DSC
for the osteocytes and lacunae, respectively. These findings
underscore the capability of our model to achieve comparable
DSC to state-of-the-art models, even with a lower number of
training images and already data-optimized semi-supervised
methods. Figure 2 confirms the model’s ability to distinguish
lacunae and osteocytes from the background, resembling
manual segmentation. This sheds light on how the model’s
predictions align with the interpretations made by the experts,
enhancing the segmentation’s clinical relevance.

IV. CONCLUSIONS AND FUTURE WORK

We demonstrate how exploiting the semantic knowledge
gained from intra-domain datasets with a multimodal transfer
learning approach allows for simultaneous osteocyte and
lacunae segmentation even in low-data regimes. Our strat-
egy allows reaching 63.92% and 63.94% DSC accuracy
during osteocytes and lacunae segmentation when transfer-
ring knowledge multimodally from histopathology to SR-
microCT on a single patient image. The results outperformed
the same model when trained on a high-data regime with the
same pre-training setting. Furthermore, our strategy allows
outperforming from shallower U-Net to semi-supervised
model performances when trained on histopathologies and
SR-microCT in a fourfold way of up to 20.38 and 5.86 DSC
average accuracy improvements, respectively, but requiring
a lower number of training images.

Future work - We will explore few-shot and proto-
type knowledge learning to leverage multimodal interactions

while limiting the number of labeled images during training.
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