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Abstract 

Process Industry is one of the leading sectors of the world economy, characterized however by intense environmental impact, and 
very high-energy consumption. Despite a traditional low innovation pace in PI, in the recent years a strong push at worldwide level 
towards the dual objective of improving the efficiency of plants and the quality of products, significantly reducing the consumption 
of electricity and CO2 emissions has taken momentum. Digital Technologies (namely Smart Embedded Systems, IoT, Data, AI 
and Edge-to-Cloud Technologies) are enabling drivers for a Twin Digital-Green Transition, as well as foundations for human 
centric, safe, comfortable and inclusive workplaces. Currently, digital sensors in plants produce a large amount of data, which in 
most cases constitutes just a potential and not a real value for Process Industry, often locked-in in close proprietary systems and 
seldomly exploited. Digital technologies, with process modelling-simulation via digital twins, can build a bridge between the 
physical and the virtual worlds, bringing innovation with great efficiency and drastic reduction of waste. In accordance with the 
guidelines of Industrie 4.0 this work proposes a modular and scalable Reference Architecture, based on open source software, 
which can be implemented both in brownfield and greenfield scenarios. The ability to distribute processing between the edge, 
where the data have been created, and the cloud, where the greatest computational resources are available, facilitates the 
development of integrated digital solutions with cognitive capabilities. The reference architecture is being validated in the three 
pilot plants, paving the way to the development of integrated planning solutions, with scheduling and control of the plants, 
optimizing the efficiency and reliability of the supply chain, and balancing energy efficiency. 
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1. Introduction 

Process Industry (PI) is one of the main drivers of today's economy and it is characterized by extremely harsh 
and demanding conditions and high-energy consumption [1,2]. It differentiates from Manufacturing by having some 
peculiarities: raw materials change over time, while production processes combine complex chemical and physical 
reactions, whilst supported by comprehensive mechanisms and integrated systems. 

This scenario fights against ever-growing pressure on the environment and new regulations, such as the 
European Green Deal initiative [3], that require enterprises to control (and reduce) their environmental impact, in 
terms of carbon emissions, pollution, and waste. Additionally, the European PI is a strong sector that needs to remain 
competitive in the global market, but so far, it scarcely approached innovations (plants use less advanced technologies 
and tools, workers and operators have poor digital background and skills). To overcome the risk of standing back to 
increasing demand for process reliability and standardization of systems, that will impact the possibility of optimizing 
efficiency, flexibility, and time-to-market, the process industry sector requires a transformation [4]. 

Digitalization has been recognized as a possible mean to mitigate the aforementioned risk, which is going to 
materialize covering the entire lifecycle, from Research and Development to plant operations, supply chain 
management, customer relations, and integrating material flows in a circular economy and across industry sectors [5]. 
Each stage of the production process may be impacted by the digital transformation, from the use of Digital Twins 
and predictive simulation models in the design phase, to process control and operations as well as plant reliability and 
regulation of maintenance activities thanks to Artificial Intelligence (AI) and machine learning models [6,7]. 
Digitalization is expected to make plants and operations eco-friendly, with efficient energy and resource management, 
contributing to a significant reduction in greenhouse gas emissions, thus leading the way to a climate-neutral economy 
[8].  

Digital technologies are going to be applied pervasively in various stages of product and process 
development, accelerating the innovation, and leading to a more efficient and faster idea-to-market process, but also 
fostering the integration of renewable energy carriers, enhancing flexibility and diversity of energy and resource 
inputs, innovative materials and new business models, improving the competitiveness of the European PI for the next 
decades. 
The starting point for succeeding in the digital transformation is data, which derives from the large number of digital 
sensors that modern industries typically have installed in their plants, and the overcoming of the siloed approach based 
on a wide collection of data, without exploiting its great potential [9,10]. Keeping this in mind, research activities are 
currently driven by the need of finding new solutions that enable data exploitation. 
In the complex context of PI, several different possible constraints and applications have to be evaluated while 
designing any system for managing data: 

• Interoperability with common industrial software is a key factor to exploit plant data. 
• Standard interfaces and protocols are fundamental to ingest data gathered from the plant. 
• Accessing data, user protection, and privacy must be guaranteed. 
• In PI, the need of simulating physical models is making the Digital Twin more and more popular and it requires 

a specific system supporting it. 
• Data-driven decisions are very likely accompanied by business intelligence tools, operational dashboards, 

complex event processing, and machine learning algorithms. 
• Cognitive models and complex computations, often based on current-time exchange of data, require high 

performance and speed. 
• In case of data exchange with third parties, sovereignty principles must be guaranteed. 

 
As reflected in various initiatives such as Industry 4.0 or SRIDA for the AI, Data, and Robotics Partnership [11], new 
intelligent, robust, and scalable solutions are required to unlock the untapped capital of data. The current paper aims 
at presenting a possible solution, whose adoption by process industries may represent a starting point toward digital 
transformation. In particular, a specific Cognitive Automation Platform (CAP) has been designed and implemented 
to be applied in the selected domains to address the cited topics. This architecture, distributing the processing between 
the edge and the cloud, can facilitate the development of integrated digital solutions embedding cognitive capabilities, 
thus improving production processes. 
 

This paper is structured as follows. Section 2 introduces the CAP; Section 3 describes the related implementation in 
three different domains with the status of work, preliminary findings, and expected benefits. Finally, Section 4 
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describes future work, contributions, and importance and concludes the paper. 

2. Reference Architecture 

In the context of a research initiative, the authors developed and deployed an innovative CAP for the Digital 
Transformation, leveraging on cognitive tools that provide existing process industries flexibility of operation, 
improving the performance and state-of-the-art quality control of its products and intermediate flows. 

The CAP incorporates the methods and tools of the six Digital Transformation pathways (6P -> Product, Process, 
Platform, Performance, People, Partnership), engaging the cognitive human-machine interaction [12] (industrial IoT 
connections, smart events processing, knowledge data models and AI-based decision support). The CAP and its 
cognitive toolbox of solutions have been designed to be replicable in areas of production planning, control, automated 
processes, and operations of different process industry sectors. 

 
This work wants to demonstrate CAP applicability through its deployment in process industries of Asphalt mix 
production, Pharmaceutical tablets, and Steel Billets & Bars, dealing with all aspects of the interoperability between 
real and digital world. It addresses the specific needs of the process industry to work with digital twins and take 
advantage of them using cognitive solutions to improve the efficiency of real plants.  
At the core of the CAP is a Reference Architecture, which is based on world-class open source technologies such as 
FIWARE [13] and Apache [14], being compliant with state-of-the-art industrial frameworks like RAMI4.0 [15], IIRA, 
IDSA [16], BDVA[17].  
Different data and communication protocols, such as OPC UA, MQTT and CoAP, can be connected to the CAP, 
leveraging on the software modules provided by FIWARE for Industry, integrated, when needed for cognitive reasons, 
through major Apache components. In this way it has been constituted a new catalogue, to merge the integration 
easiness of FIWARE with the cognitive features of Apache components.    
 
From the Asphalt domain, some solutions could be applied to process plants in the cement and mineral sectors. The 
steel production domain has similarities with copper, aluminum, zinc, and other metal-processing industries. For both 
cases, the final modelling is different and must be tailored case-by-case, but the overall method, sensorial equipment, 
training, and algorithms can be directly transferred, and this widens impact, making possible the exploitation into 
different markets and sectors. From the Pharma domain, the resulting solutions could be shifted to any other industry 
based on the processing of powder raw material. The investigated unit operations feeding, granulation and fluid bed 
drying are widespread in industry. All sectors utilizing the mentioned process steps can benefit from implementation 
of the concept of in-line monitoring of attributes like concentration, blend uniformity and granule size distribution, 
the modelling of mentioned unit operations and the development of the cognitive control concept. Food industry is 
especially related to pharma processing and faces the same challenges. The concepts developed for the tableting 
process can be employed in future for many consumer products such as dishwashing tabs, etc.    

2.1. Tools 

The resulting three-tier RA is depicted in Fig. 1 and defines several functional macro-components: 
• Smart Field represents the physical layer and contains industrial digital assets that are spread in the shop floor, 

and supports the most common industrial IoT protocols such as OPC UA, MQTT, etc. Standard interfaces and 
protocols must be used, in order to represent the information collected from the plant and to connect and 
integrate actuators for implementing the sensing and control mechanisms. Data are collected typically as Data 
in Motion (DiM), since data coming from IIoT systems are dynamic and should be ingested and processed in 
real time. 

• External Systems component contains all internal and IT systems for supporting industrial processes. It 
represents static information that comes from legacy systems and can be collected as Data at Rest (DaR). 
Custom interfaces and system wrappers are a crucial part of the component, aiming to share data using smart 
data models for representing information. 

• Smart Data Management and Integration is the core of the architecture since it contains the brokering, the 
storage and the data processing capabilities, including cognitive process analytics and simulation systems. 
DiM, DaR and Situational Data are represented using standard information models and made available using 
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standard Application to Program Interfaces (APIs). Thought the service layer, data can be collected and 
persisted supporting a wide range of databases.  
Data Ingestion sublayer provides a bridge between the physical layer and the data brokering, where the data 
from the devices are shared in a standardized structure with the broker, putting the information at the disposal 
of the tools will analyse them. FIWARE IDAS Generic Enabler is the IoT component that translates IoT-
specific protocols into the NGSI-LD context information protocol, which is the FIWARE standard data 
exchange model. IoT Agent for OPC UA, IoT Agent for JSON, IoT Agent for Ultralight are some IDAS Agents 
in FIWARE Catalogue. 
The Data Brokering sublayer role is to manage the persistence and processing phase, where the main actors 
are the Orion-LD Context Broker, able to manage the entire lifecycle of context information including updates, 
queries, registrations, and subscriptions and Apache Kafka for high-performance data pipelines, streaming 
analytics, data integration, and mission-critical applications. 
The Data Persistence and Processing sublayer is composed of various FIWARE (Cygnus, Quantum Leap. 
Draco, Cosmos) and Apache (Livy, Spark, StreamPipes) components and is devoted to store data collected 
and to process them.  Cygnus, Quantum Leap and Draco are tools in charge to support the data storage (and 
pre-processing) acting as a data sink for the persistence vertical. Spark is a parallel processing framework for 
running largescale, both batch and real-time, data analytics applications across clustered computers. Data flows 
can be defined with Draco running Spark jobs through Apache Livy. StreamPipes is an Industrial IoT toolbox 
to enable non-technical users to connect, analyse, and explore IoT data streams. Its runtime layer supports the 
addition of pipeline elements through a built-in SDK in the form of microservices. 
The Data Visualization gives a clear understanding of resulting data giving it visual context through maps or 
graphs. There are specific components, compliant with the most data source that fit different scenarios: 
Wirecloud enable the quick creation of web applications and dashboards/cockpits, while Grafana supports the 
analytics and interactive visualization, more oriented to complex monitoring dashboards. Knowage offers 
complete set of tools for analytics, paying attention in particular at the data visualization for the most common 
data sources and big data, covering different topics like Smart Intelligence, Enterprise Reporting, Location 
Intelligence, Performance Management, and Predictive Analysis. Finally, Apache Superset is fast, lightweight, 
intuitive, and loaded with options that make it easy for users of all skill sets to explore and visualize their data, 
from simple line charts to highly detailed geospatial charts. 

• Smart Data Spaces and Applications represents the data application services for representing and consuming 
historical, streaming and processed data. A wide spectrum of domains and class of applications are supported: 

o BI & Analytics increasing the business value supporting augmented intelligence and machine learning 
for implementing data-driven and cognitive decision-making. 

o AR/VR offering services for supporting the decision-making process (improve the human-machine 
interactions; accomplish proficient operational intelligence, etc.). 

o Chatbots & Virtual Assistants to enrich (chatbots) and assists (virtual assistants) the users (blue-
collars and customers). 

o Novel HMI implementing new user experience developments such as supporting inexperienced 
operators, machine-human-machine operations, operator decision-making, etc. 

o Self-service Visualization supporting business users for accessing all data features and make data-
driven decisions in a quick and scalable way. 

o Generic Cognitive Applications, implementing the cognitive manufacturing such as the self-learning, 
the continuous learning, the machine reasoning, the communication in natural language. 

• Persistence represents a vertical aiming to store and make data available for the rest of the architecture. It 
supports a widespread of databases from Hadoop to the classic relational, passing through the NoSQL ones. 

• Security defines components for the authorization and authentication of users and systems, integrating 
modules for data protection and privacy. Keyrock is the main component for Identity Management, which 
provides OAuth2-based [18] authentication and authorization security to services and applications, calling the 
AuthZForce API to get authorization decisions based on authorization policies, and authorization requests 
from PEPs.  

• Data Sovereignty contains the components of the IDS ecosystem able to exchange data in a secure way 
guaranteeing the technological usage control and the implementation of the data sovereignty principles. The 
True Connector plays a major role, as it is a technical component, based on IDS standards, to standardize data 
exchange between participants in the data space. 



 Antonio Salis  et al. / Procedia Computer Science 217 (2023) 20–30 23
 A. Salis et al. / Procedia Computer Science 00 (2022) 000–000  3 

describes future work, contributions, and importance and concludes the paper. 

2. Reference Architecture 

In the context of a research initiative, the authors developed and deployed an innovative CAP for the Digital 
Transformation, leveraging on cognitive tools that provide existing process industries flexibility of operation, 
improving the performance and state-of-the-art quality control of its products and intermediate flows. 

The CAP incorporates the methods and tools of the six Digital Transformation pathways (6P -> Product, Process, 
Platform, Performance, People, Partnership), engaging the cognitive human-machine interaction [12] (industrial IoT 
connections, smart events processing, knowledge data models and AI-based decision support). The CAP and its 
cognitive toolbox of solutions have been designed to be replicable in areas of production planning, control, automated 
processes, and operations of different process industry sectors. 

 
This work wants to demonstrate CAP applicability through its deployment in process industries of Asphalt mix 
production, Pharmaceutical tablets, and Steel Billets & Bars, dealing with all aspects of the interoperability between 
real and digital world. It addresses the specific needs of the process industry to work with digital twins and take 
advantage of them using cognitive solutions to improve the efficiency of real plants.  
At the core of the CAP is a Reference Architecture, which is based on world-class open source technologies such as 
FIWARE [13] and Apache [14], being compliant with state-of-the-art industrial frameworks like RAMI4.0 [15], IIRA, 
IDSA [16], BDVA[17].  
Different data and communication protocols, such as OPC UA, MQTT and CoAP, can be connected to the CAP, 
leveraging on the software modules provided by FIWARE for Industry, integrated, when needed for cognitive reasons, 
through major Apache components. In this way it has been constituted a new catalogue, to merge the integration 
easiness of FIWARE with the cognitive features of Apache components.    
 
From the Asphalt domain, some solutions could be applied to process plants in the cement and mineral sectors. The 
steel production domain has similarities with copper, aluminum, zinc, and other metal-processing industries. For both 
cases, the final modelling is different and must be tailored case-by-case, but the overall method, sensorial equipment, 
training, and algorithms can be directly transferred, and this widens impact, making possible the exploitation into 
different markets and sectors. From the Pharma domain, the resulting solutions could be shifted to any other industry 
based on the processing of powder raw material. The investigated unit operations feeding, granulation and fluid bed 
drying are widespread in industry. All sectors utilizing the mentioned process steps can benefit from implementation 
of the concept of in-line monitoring of attributes like concentration, blend uniformity and granule size distribution, 
the modelling of mentioned unit operations and the development of the cognitive control concept. Food industry is 
especially related to pharma processing and faces the same challenges. The concepts developed for the tableting 
process can be employed in future for many consumer products such as dishwashing tabs, etc.    

2.1. Tools 

The resulting three-tier RA is depicted in Fig. 1 and defines several functional macro-components: 
• Smart Field represents the physical layer and contains industrial digital assets that are spread in the shop floor, 

and supports the most common industrial IoT protocols such as OPC UA, MQTT, etc. Standard interfaces and 
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integrate actuators for implementing the sensing and control mechanisms. Data are collected typically as Data 
in Motion (DiM), since data coming from IIoT systems are dynamic and should be ingested and processed in 
real time. 

• External Systems component contains all internal and IT systems for supporting industrial processes. It 
represents static information that comes from legacy systems and can be collected as Data at Rest (DaR). 
Custom interfaces and system wrappers are a crucial part of the component, aiming to share data using smart 
data models for representing information. 

• Smart Data Management and Integration is the core of the architecture since it contains the brokering, the 
storage and the data processing capabilities, including cognitive process analytics and simulation systems. 
DiM, DaR and Situational Data are represented using standard information models and made available using 
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standard Application to Program Interfaces (APIs). Thought the service layer, data can be collected and 
persisted supporting a wide range of databases.  
Data Ingestion sublayer provides a bridge between the physical layer and the data brokering, where the data 
from the devices are shared in a standardized structure with the broker, putting the information at the disposal 
of the tools will analyse them. FIWARE IDAS Generic Enabler is the IoT component that translates IoT-
specific protocols into the NGSI-LD context information protocol, which is the FIWARE standard data 
exchange model. IoT Agent for OPC UA, IoT Agent for JSON, IoT Agent for Ultralight are some IDAS Agents 
in FIWARE Catalogue. 
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are the Orion-LD Context Broker, able to manage the entire lifecycle of context information including updates, 
queries, registrations, and subscriptions and Apache Kafka for high-performance data pipelines, streaming 
analytics, data integration, and mission-critical applications. 
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Draco, Cosmos) and Apache (Livy, Spark, StreamPipes) components and is devoted to store data collected 
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running largescale, both batch and real-time, data analytics applications across clustered computers. Data flows 
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addition of pipeline elements through a built-in SDK in the form of microservices. 
The Data Visualization gives a clear understanding of resulting data giving it visual context through maps or 
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Wirecloud enable the quick creation of web applications and dashboards/cockpits, while Grafana supports the 
analytics and interactive visualization, more oriented to complex monitoring dashboards. Knowage offers 
complete set of tools for analytics, paying attention in particular at the data visualization for the most common 
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Intelligence, Performance Management, and Predictive Analysis. Finally, Apache Superset is fast, lightweight, 
intuitive, and loaded with options that make it easy for users of all skill sets to explore and visualize their data, 
from simple line charts to highly detailed geospatial charts. 

• Smart Data Spaces and Applications represents the data application services for representing and consuming 
historical, streaming and processed data. A wide spectrum of domains and class of applications are supported: 

o BI & Analytics increasing the business value supporting augmented intelligence and machine learning 
for implementing data-driven and cognitive decision-making. 

o AR/VR offering services for supporting the decision-making process (improve the human-machine 
interactions; accomplish proficient operational intelligence, etc.). 

o Chatbots & Virtual Assistants to enrich (chatbots) and assists (virtual assistants) the users (blue-
collars and customers). 

o Novel HMI implementing new user experience developments such as supporting inexperienced 
operators, machine-human-machine operations, operator decision-making, etc. 

o Self-service Visualization supporting business users for accessing all data features and make data-
driven decisions in a quick and scalable way. 

o Generic Cognitive Applications, implementing the cognitive manufacturing such as the self-learning, 
the continuous learning, the machine reasoning, the communication in natural language. 

• Persistence represents a vertical aiming to store and make data available for the rest of the architecture. It 
supports a widespread of databases from Hadoop to the classic relational, passing through the NoSQL ones. 

• Security defines components for the authorization and authentication of users and systems, integrating 
modules for data protection and privacy. Keyrock is the main component for Identity Management, which 
provides OAuth2-based [18] authentication and authorization security to services and applications, calling the 
AuthZForce API to get authorization decisions based on authorization policies, and authorization requests 
from PEPs.  

• Data Sovereignty contains the components of the IDS ecosystem able to exchange data in a secure way 
guaranteeing the technological usage control and the implementation of the data sovereignty principles. The 
True Connector plays a major role, as it is a technical component, based on IDS standards, to standardize data 
exchange between participants in the data space. 
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Fig. 1 - CAP Final Implementation 

The CAP aims to cover several industrial scenarios, from the edge to the cloud processing, passing through the Big 
Data analytics. In that sense, supporting a wide spectrum of databases is not sufficient, advanced processing 
capabilities must be supported. The CAP is able to support the analysis of streaming and batch data acquired from 
heterogeneous external sources with the support of machine learning technologies. In particular, a typical scenario in 
the IoT and industrial field is to react to events in real time based on the knowledge of past events, an essential 
information for predicting future behaviour, for example in order to identify any anomalies. In that sense, the platform 
integrates cognitive computing services in order to learn from experience and derive insights to unlock the value of 
big data. Fig.3 shows the final implementation.  

2.2. Modularity and edge-cloud balancing 

The described architecture has been conceived with modularity as a main principle: components in every layer can be 
combined according with a Lego-like approach, fulfilling the exposed data schema, making the architecture flexible 
and adaptable to the specific needs of the various application domains in process industry. 
At the same time the modularity makes possible to approach a microservices design of the application that produces 
smaller software code, to be organizer as docker containers, so they could be run on smaller processing elements and 
restricted resources, as we can find in current plants, thus making easier the reuse of existing computing equipment. 
 

 

Fig. 2 - CAP Implementation at the Edge 

In this respect, the CAP allows the implementation on both cloud and edge, managing the edge-cloud continuum [19, 
20, 21]: Fig.2 shows the edge version of the RA, that can be run on virtualised computing resources nearer to where 
multiple streams of data are created, thus addressing system latency, privacy, cost and resiliency challenges that a 
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pure cloud computing approach cannot address, and make a big difference in process industry. The edge 
implementation smoothly integrates with the cloud version, to enable data collection, storing, processing and 
presentation directly from the plant. Most of the short-term processing, including some data analytics, artificial 
intelligence and cognitive tasks could be managed at the edge, while cloud resources can be devoted to non-mission 
critical - massive processing of data. 
The ability to use both scenarios is very relevant in all cases where the specific application domain requires the 
capabilities to ingest, process and consume data with low latency and fast reactivity. Some cognitive services can be 
integrated and made available in an Edge Analytics module for supporting the operational intelligence and blue-collars 
activities in the plant.  
  The Smart Data Management and Integration component will act as a data provider for the analogous cloud one in 
order to send edge data (data in motion and/or processed information) to the cloud for longer term processing and 
archiving. 

2.3. Support for Cognitive solutions 

One of the most relevant challenges in developing innovative solutions in the process industry is the complexity, 
instability and unpredictability of the processes, since they usually run in harsh condition, dynamically changing the 
values of process parameters, missing a consistent monitoring/measurement of some parameters important for 
analyzing process behavior.  For cognition-based solutions these are even more critical constraints, since cognition 
requires a huge amount of high-quality data for ensuring the quality of the learning process in terms of precision and 
efficiency. Moreover, getting high quality data usually requires an intensive involvement of human experts in curating 
the data in a time-consuming process. In addition, a supervised learning process requires labelling/classifying the 
training examples by domain experts, which makes a cognitive solution quite expensive. From all these points it 
follows that the role of human is critical for process quality control: the expert operators have the sixth sense to early 
detect variations/exceptions in the process and reliably decide on-fly if the unusuality is something that should be 
followed closer or is just a temporary disruption.  
The CAP is based on recent work in cognitive science [22], reflecting the need to explain the intelligent behavior 
through cognitive processes, as they are structured in human beings. 

 
Fig. 3 - Tulving’s long-term memory model 

Fig. 3 depicts Tulving’s long-term memory model [23] and paves the way for the inflection of human cognitive 
processes in the cognitive architecture object of this work: cognitive perception is indeed obtained through dynamic 
data-driven scanning of complex industry assets, realizing an efficient, cognition-based collection of heterogeneous 
data, while the human-equivalent fast thinking enables an efficient edge-based variations detection and fast 
understanding of new situations, creating attention for complex, unknown situations. The human-equivalent slow 
thinking is the efficient processing of complex situations, by creating digital models of their behaviour from sensed 
data, supporting timely and precise decision making, to provide a mapping between the cognitive architecture and the 
CAP. Therefore, in the Reference Architecture, the Processing Layer, using advanced AI modules and combining them 
in StreamPipes, integrates the smart cognitive components and enables the cognitive perception. Data Processing and 
Analysis layers of the BDVA [17] reference model have been mapped and implemented by several interchangeable 
and open-source components from FIWARE and APACHE ecosystems. At the same time levels of cognitive human-
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machine interaction can be represented by the Application Layer (Data Visualization and User Interaction) and 
actuation in the Smart Field Layer (Edge, IoT, CPS). 

3. Experimentations 

The implementation of the data-driven CAP in the process industry has followed been applied to three different 
domains, the key process industries of Asphalt mix production, Pharmaceutical tablets and Steel Billets & Bars. For 
each of these domains the standalone cognitive solutions for sensing, control, operation and planning have been 
mapped to the specific CAP layers and integrated in the final solution, delivering the cognitive applications towards 
the appropriate user role, such as planners, managers and workers. A relevant point is made by the vertical integration 
of layers in the CAP, so the design of the interfaces to make available the services to the upper layer, for all layers.  
The development methodology follows an incremental approach and is based on two main stages.The first one is 
acting at the level of individual smart cognitive components, where, for each domain, a schema of dependencies is 
drafted, modelling the use case-specific requirements.Then the second stage aims to evolve the maturity of prototypes 
with the integration of the smart modules within the CAP to reach the objectives of quality, flexibility and 
performance. These two stages are functional to the mapping of the defined CAP layers to the three different use cases 
involved in the project to provide cognitive capabilities. 
 The validation follows a bottom-up approach, with the development of standalone cognitive solutions in laboratory 
for each single domain, then a generalization of the implementation in the CAP layers service architecture that will 
drive the integration phase, and the final step will be the demonstration and validation of all solutions in a real scenario 
in the three different sectors. 
 In this final stage blueprints are prepared with the aim to describe how to best use the CAP framework to implement 
cognitive solutions in specific industrial sectors, remaining agnostic to the specific pilot, and generic enough to 
represent all sectors in process industry. 

3.1. CAP in the Asphalt domain 

The asphalt use case is based on an asphalt mix batching plant. This plant is a mobile one, composed by nine 
important parts:  the cold aggregates bins feeders, the dryer drum, the baghouse filter, hot aggregates bins, system of 
filler input, line of reclaimed asphalt segment (RAP), bitumen tanks, fuel tank and the mixer. Currently the plant has 
a low level of cognition, so the implementation of the CAP in asphalt serves to improve this level, guaranteeing the 
optimization of processes, lower consumption of energy and reduced emission of CO2.  

 

 

Fig. 4 - CAP Implementation in the Asphalt domain 

At the sensors level, data are collected through a direct connection to WAGO data logger, using ad hoc customized 
connectors or, as an alternative/parallel option, using well-known standards like MQTT. Once collected, data is made 
persistent in Draco (a customization of Apache NiFi, passing through Orion-LD, following the NGSI-LD standards. 
Data processing oversees Spark, enabled by Livy, which using its features, will provide an accurate dataset to Grafana 
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to properly visualize the desired output. Data needs to be protected due to industrial property and for GDPR 
compliance; KeyRock will cover this part. Fig. 4 shows the Asphalt integration scenario. 

3.2. CAP in the Steel domain 

The steel use case is located in a plant produces steel billets in the continuous casting machine as intermediate 
products, and some of them are further processed to steel bars in the hot rolling mills and finishing lines in the plant. 
The steelmaking plant has a very high demand of electrical energy, for casting of each melt of a specific steel grade, 
an appropriate process route needs to be chosen, according with current plant availability, technical possibility and 
energy prices and availability.  
The implementation of the CAP is supposed to help operators in decision making, optimizing the planning, control 
and quality of produced steel bars, and minimizing the consumption of energy. In the steel use case, cognitive sensors 
coming from PLC and SCADA systems provide enhanced process data that serve as input for the risk estimator and 
offer further insights for the operator. These data are collected through the Orion-LD Context Broker (following the 
NGSI-LD standards) and Apache Kafka, and made persistent through Draco, driving advanced analytics processing 
using Apache Spark, for the optimization of production planning. 
The brokering components helps also to exchange data with the existing digital twin, thus enabling simulations based 
on physical models, data-driven models and combinations of both, to spot and prevent process anomalies or damages 
in the plant, suggesting corrective actions.  
Finally, the output dataset can be properly visualized leveraging the Grafana capabilities. All aspects related to 
industrial property protection and GDPR compliance is managed by KeyRock. Fig. 5 shows the Steel integration 
scenario. 
 

 

Fig. 5 - CAP Implementation in the Steel domain 

3.3. Support CAP in the Pharma domain 

The pharma use case is based a pilot plant supporting a continuous operating line for pharmaceutical manufacturing 
process of tablets, via the wet granulation route. The main unit operations are twin-screw wet granulation, followed 
by a dryer, a mill, a blender and a tablet press. Granules are formed using a liquid binder, then wet granules are dried 
in a fluid bed dryer (FBD). A mill reduces the size of larger agglomerates to the desired particle size distribution of 
granules before additional excipients are added. A ribbon blender guarantees blend homogeneity before material is 
transferred to the tablet press, while in the rotary tablet press the granule/powder blend is compacted by upper and 
lower punches within matrices. 
The implementation of the CAP allows to help operators improving their real-time control strategies, leveraging on 
acquired process data for closed-loop process control of an entire manufacturing line. 
In the Pharma use case, the data will be collected through an IDSA Agent, for example the OPC-UA Agent, that is a 
plug and play component used to transfer and share contexts to Orion-LD from the connected OPC UA. Whenever 
the data is collected, they will be stored in Draco. The Orion-LD broker helps in feeding collected data to processing 
jobs: Apache Livy supports data processing starting Apache Spark's jobs, and AI based libraries serve to predict 
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anomalies or wastes in the production line. Spark module is able also to run MATLAB based algorithms. Finally, the 
output dataset can be properly visualized leveraging the Grafana capabilities. All aspects related to industrial property 
protection and GDPR compliance is managed by KeyRock.  Fig. 6 shows the Pharma integration scenario. 
 

 

Fig. 6 - CAP Implementation in the Pharma domain 

3.4. Benefits and outcomes 

Process Industry is a relevant industry sector with limited use of advanced equipment, and where digital transformation 
can boost the efficiency of production while reducing the energy consumption and CO2 emissions. The described 
CAP is a standard OSS based platform that answers the question of easing access to the provision of a complete digital 
toolkit with cognitive services as “plugin”, for Process Industry and beyond. 
From an ICT perspective the CAP offers further benefits coming from the ability to run implemented software on both 
the edge of the plant in existing devices as in the case of a brownfield, where data are generated and where response 
time could be an issue or critical factor, at the same time the software could be run in the cloud to get advantage of 
unlimited processing capabilities that could be needed. On top of this the CAP offers features to orchestrate the 
processing between the edge and the cloud, optimizing the use of available computing resources according to the 
business needs and objectives. 

The CAP platform aims to cover the lack of digital skills in process industries, lowering the barriers for 
implementing the digital transformation and adopting the cognitive functionalities.  

 
It’s worth to mention that this work can be framed in a series of other by different stakeholders (enterprises, 

technology providers, etc.) where the results and experience can be shared and synergies exploited in the validation 
phase. Actually, since the other initiatives are pursuing the same goal (to apply the digital transformation to the full 
industrial process), similar actions are in place and, now that the CAP has reached the maturity, a collaborative 
approach is foreseen: as a matter of example, a Cyber-Physical System, designed after a similar architecture for the 
process industry, has been recently developed  [24,25], as well as other initiatives have just successfully integrated 
Asset Administration Shell instances into Apache Streampipes [26,27]: a comparison and an eventual integration of 
the outcome of these research activities  in the CAP infrastructure could exploit the cognitive functionalities towards 
other domains and features. 

4. Conclusions 

The CAP, developed in the initiative and described in previous sections, represents a fundamental enabler for the Twin 
Transition of process industry, becoming not just  more competitive in the global marketplace but also stimulating 
environmental sustainability, waste reduction and circularity as well as human centricity and wellbeing. The proposed 
Reference Architecture includes an Open Source reference implementation  conceived to materialize in concrete 
industrial cases the Twin Transition principles. Based on Open Standards and Data Models, the CAP has been 
developed to have a wide applicability in the PI, both in terms of sectors and mainly in terms of available 
functionalities, as it supports a large variety of data applications (from simple computation and basic results 
visualizations to complex machine learning models and digital simulations), by encompassing a number of horizontal 
layers, able to guarantee interoperability, privacy, protection and data sovereignty. 
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The ongoing implementation of the three use cases involving three different sectors with the enhancement of novel 
cognitive functionalities allows us to collect a relevant number of lessons learnt. First of all, in a context (the process 
industry) usually reluctant to innovation, the CAP shows that easy-to-implement, low cost and human-centric digital 
solutions represent a key success factor also in PI. The CAP has been conceived to provide the capabilities for the 
analysis of processes and to support the implementation of cognitive solutions; additionally, it overcomes the typical 
siloed approach, since it allows to merge and combine the information generated during several production steps.  
The implementation of the use cases is a concrete example of possible applications that can be supported by the 
proposed RA, all of them of fundamental importance in process industry activities. For instance, the CAP is used in: 
1.  fully dynamic and model-based control of single processes; 
2.  decisional support for all processes and process chains where model-based online control is not yet possible; 
3.  coordination and optimization system for the control of interconnected processes in a process chain; 
4. ecosystem for suitable digital twin of plants, processes and materials. 
 

The next step is to leverage on the use cases to show that the implementation of the CAP represents the enabler 
to develop a number of data-driven cognitive models and solutions that will be fundamental for process industry to 
reduce the environmental impact and to increase flexibility and quality, in accordance with the European Commission 
guidelines.  

In particular, the CAP’s return can be also measured in terms of reduction of the environmental impact and carbon 
footprint. To do it the cognitive solutions implemented on top of the CAP platform, can be implemented together with 
the different indicators that have been identified to evaluate their footprint. Some KPIs are very specific for the sector 
and module developed, others are extremely generic and they can be applicable in many other contexts, as energy 
consumption waste reduction, maintenance costs, personnel costs, quality of products, productivity (output over 
consumed hours). 

In a long-term perspective, the validation of the CAP will be extended outside of the domain specific borders and 
the results achieved will be replicated in other sectors with similar challenges from the point of view of cognitive 
solutions applied to similar processes. 
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