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We study hidden-action principal-agent problems with multiple agents, in which each agent has
an arbitrary number of actions, and the joint action induces outcomes according to an arbitrary
distribution. We study two classes of mechanisms: deterministic mechanisms, in which the agents
play a Nash equilibrium of the game induced by the contract, and randomized mechanisms, inspired
by single-agent randomized contracts and correlated equilibria. First, we compare the two classes,
designing a polynomial-time algorithm to compute almost optimal contracts and showing that
randomized mechanisms provide an arbitrarily larger principal’s utility than deterministic ones.
Then, we investigate how externalities negatively affect contract design problems. We answer

this question by means of a “reduction” from multi-agent to single-agent contract design, relating
the utility of the multi-agent problem to a single-agent one with combinatorial actions. We show
that the principal’s utility in the multi-agent instance is at least the one of a single-agent instance
in which the costs are increased by an 𝑛 multiplicative factor, where 𝑛 is the number of agents. We
complement this result by deriving an approximation result for a simple linear contract.
Finally, we focus on Bayesian settings and prove that our reduction does not extend to such

scenarios. Nonetheless, we design a mechanism based on affine contracts that does not guarantee
limited liability but extracts the same approximation of the virtual social welfare as in non-Bayesian
settings. We conclude by showing that in Bayesian settings with single-dimensional types, this
result extends to the (non-virtual) social welfare under reasonable assumptions.
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