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Abstract—Ensuring the robustness of deep learning models
requires comprehensive and diverse testing. Existing approaches,
often based on simple data augmentation techniques or generative
adversarial networks, are limited in producing realistic and
varied test cases. To address these limitations, we present a
novel framework for testing vision neural networks that leverages
Large Language Models and control-conditioned Diffusion Mod-
els to generate synthetic, high-fidelity test cases. Our approach
begins by translating images into detailed textual descriptions
using a captioning model, allowing the language model to identify
modifiable aspects of the image and generate counterfactual
descriptions. These descriptions are then used to produce new test
images through a text-to-image diffusion process that preserves
spatial consistency and maintains the critical elements of the
scene. We demonstrate the effectiveness of our method using two
datasets: ImageNetlK for image classification and SHIFT for
semantic segmentation in autonomous driving. The results show
that our approach can generate significant test cases that reveal
weaknesses and improve the robustness of the model through
targeted retraining. We conducted a human assessment using
Mechanical Turk to validate the generated images. The responses
from the participants confirmed, with high agreement among the
voters, that our approach produces valid and realistic images.

Index Terms—autonomous driving systems, deep learning test-
ing, diffusion models, large language models, generative Al

I. INTRODUCTION

Testing deep learning-based systems (DL) [1] is a complex
and critical task that shares similarities with traditional soft-
ware testing, but presents unique challenges due to the data-
driven nature of these systems.

These systems operate in high-dimensional input spaces,
such as pixel values for images or token sequences for text.
The large size and complexity of this input space make it
practically impossible to test all possible inputs. Traditional
testing techniques cannot cover such large input spaces, and
identifying corner cases that could cause the model to fail
requires specialized methods. In addition, determining the
correct output is not always straightforward, especially when
dealing with complex tasks such as image classification or
autonomous driving. The lack of a clear oracle, also known as
the Oracle Problem, makes it difficult to determine whether the
system behavior is correct, as there is often no ground truth for
comparison. Furthermore, DL models are typically made up of
many layers of interconnected neurons, making them complex
and difficult to interpret [2]. As a consequence, they are
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often treated as black boxes that learn complex representations
through data.

Recently, a great deal of effort has been dedicated to using
metamorphic testing [3]], [4] to address the aforementioned
challenges. Metamorphic testing evaluates the behavior of a
DL model by systematically applying transformations to input
data and examining the corresponding output changes. This
approach relies on metamorphic relationships that formally
define how input modifications affect the output [5]. Meta-
morphic testing for vision neural networks addresses the oracle
problem by leveraging metamorphic relations to generate new
test cases. This approach applies systematic transformations
to existing test data while preserving ground truth labels (i.e.,
without affecting the expected output), enabling comprehen-
sive testing without an explicit oracle.

Metamorphic testing has recently been employed in several
approaches. Tian et al. [6] used transformations (such as
adjustments to brightness, rotation, and blurring) on existing
images to generate new test cases for DL-based autonomous
driving systems. Although these transformations capture dif-
ferent behaviors of camera sensors, they do not represent
realistic variations of the surrounding environment. Zhang
et al. [[7] applied Generative Adversarial Networks (GANs)
to validate the behavior of the model in diverse scenarios.
Although GANs provide an effective and scalable approach
for generating large numbers of diverse test cases, they require
a dedicated dataset for each target scenario and an ad-hoc
training process to teach the generative model to map images
from one domain to another (e.g., transforming images with
sunny weather into images with rainy weather). This makes
GAN-based testing resource-intensive, as it requires significant
manual effort to create and synthesize new domains.

This paper introduces DILLEMA (DIffusion model and
Large LanguagE Model for Augmentation), a framework
designed to enhance the robustness of DL applications by
automatically augmenting existing image datasets. DILLEMA
utilizes a Captioning Model (CM) to generate textual de-
scriptions from input images. It uses a Large Language
Model (LLM) to generate new descriptions, and a controllable
Diffusion Model (DM) to generate realistic high-quality im-
ages. Specifically, by taking advantage of pre-trained models
that have been trained on large amounts of data, DILLEMA
generalizes well across various scenarios and datasets without
the need for ad-hoc training (as required by approaches based
on GANs [7]). We evaluated DILLEMA using two popular
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Fig. 1: DILLEMA.

datasets, ImageNet1K [8] and SHIFT [9]. The evaluation of
DILLEMA covered multiple aspects, including the validity and
hallucination rates of the generative models used. For example,
the results show that the generated test cases maintained
high validity, with more than 99.7% augmented ImageNet1K
images that preserved their original labels according to human
evaluators. Furthermore, empirical results demonstrate that the
generated test suites uncover significantly more vulnerabilities
compared to existing datasets. DILLEMA revealed error rates
more than 15 times higher on ImageNet1K than the existing
original test set. Furthermore, retraining with the augmented
test cases improved robustness by up to 52.27%.

The main contributions of this paper are as follows.
Novel Metamorphic Testing Pipeline. A framework to en-
hance DL models by automatically augmenting image datasets
and generating new images using a combination of Captioning
Model, Large Language Model, and Diffusion Model.
Testing Dataset. We released two additional datasets for
testing DL applications: 125,000 test cases for ImageNet1K
classification and 10,000 for SHIFT autonomous driving.
Comprehensive Evaluation. We assessed the approach’s ef-
fectiveness and the realism of its generated images.

The remainder of this paper is structured as follows,
presents DILLEMA, shows the empirical
evaluation, introduces related work, and

concludes the paper.

II. METHODOLOGY

This paper presents DILLEMA, a framework that improves
the robustness of DL-based systems by generating realistic
test images from existing datasets. DILLEMA leverages recent
advances in text and visual models [10] to generate accurate
synthetic images to test DL-based systems in scenarios that
are not represented in the existing testing suite.

The proposed methodology, as shown in [Figure 1} consists
of five steps. The input of our approach is an image (from the
existing test cases) along with a textual description of the task

assigned to the DL-based system. The output is a modified
version of the input image based on new conditions.

A. Image Captioning

The first step of DILLEMA involves image captioning,
which is the process of converting a given image to its textual
description. The objective is to enable the application of recent
advances in natural language processing to images. To achieve
this, DILLEMA brings the images into the textual domain,
where language models can operate effectively.

Captions are generated as multi-sentence descriptions to
capture key elements and provide a detailed representation
of the image. Each sentence focuses on a different aspect
of the scene, capturing a range of elements such as objects,
environments, and contextual relationships. This approach
increases the likelihood of capturing important details that
a single-sentence description might miss, providing a more
comprehensive textual description for the subsequent steps.

B. Keyword Identification

Once the image is converted into textual descriptions
through the captioning process, the next step in DILLEMA
is Keyword Identification. This step aims to identify which
elements of the image can be safely modified without altering
the overall meaning or the primary task (e.g., object classifi-
cation, semantic segmentation) associated with the image.

In this phase, the LLM is used to analyze the captions
generated in the previous step and identify a set of keywords
that can potentially be altered. These keywords represent
modifiable aspects of the image, such as colors, weather
conditions, or object properties, while excluding core elements
that are essential to the task. For example, when dealing with
an image classification task involving a ‘“car”, altering the
background color or lighting usually does not modify the label.
Conversely, in a semantic segmentation task focused on road
scenes, the road and critical objects (cars, pedestrians, traffic
signals) must remain present, though certain attributes (e.g.,
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Fig. 2: Label Preservation in Autonomous Driving Tasks.

color, weather conditions) can still be changed. By defining the
task explicitly in the prompt, we ensure that only permissible
alterations are suggested by the LLM. [Figure 2]illustrates how
the constraints differ between classification (Figure 2a) and
segmentation (Figure 2b). In classification, the focus is on
identifying and preserving the labeled object (car), while in
segmentation, multiple objects must remain for valid ground-
truth labels.

The process of identifying these keywords is guided by task
constraints. DILLEMA prompts the LLM with a specific task-
related query, such as:

Prompt: Given the task <TASK> and an image described
by the caption <CAPTION>, what are the key elements
that can be modified in the caption so that the ground
truth corresponding to the image does not change?

Note that this represents an example of the prompts used
in DILLEMA, intended to clarify the type of information that
we request from the LLM. To improve the effectiveness of the
prompt, various advanced strategies can be adopted. For exam-
ple, as detailed in [Section III-A] we configured DILLEMA to
use a one-shot in-context learning prompting strategy, allowing
the LLM to provide better results by including an example
within the prompt.

The identification of keywords is designed to be flexible and
adaptable for different tasks. The LLM relies on its internal
knowledge to evaluate the contextual relevance of each word
in the caption, taking into account both syntactic and semantic
relationships. For example, if the task is semantic segmentation
in an autonomous driving scenario, elements such as road
conditions, lighting, or vehicle color may be identified as
modifiable keywords, while objects essential to the task, such
as vehicles themselves, remain unchanged.

C. Alternative Ildentification

In this phase, the LLM is leveraged to generate alternatives
for the identified keywords, providing variations that can be
applied to the image without altering the overall task.

The goal of this step is to explore different possibilities
for modifying the elements flagged in the previous step, such
as changing the color of objects, adjusting environmental
conditions (e.g., weather), or altering minor details, while
keeping the core structure and purpose of the image intact. For
example, if the keyword “foggy” was identified as a modifiable
attribute in the caption “a car driving down a foggy street”, the

LLM could suggest alternatives like “rainy” or “snowy”. To
execute this, DILLEMA generates a prompt asking the LLM
to propose alternatives for the identified keywords.

The main challenge in this phase is to introduce meaningful
variations to the image while keeping its semantic meaning
intact. The LLM plays a key role by generating alternatives
that align with the original caption and task, avoiding changes
that could shift the focus of the task. We take advantage of the
ability of the LLM to understand contextual subtleties to avoid
proposing changes to critical elements such as replacing “car”
with “bicycle” in a vehicle detection scenario. An example of
a prompt used in this phase is:

Prompt: Given the task <TASK> and an image described
by the caption <CAPTION>, what are the possible alter-
natives for these keywords <KEYWORDS>?

This process focuses on generating contextually relevant
and diverse modifications, allowing the system to produce
meaningful test cases for the DL model at hand. The alterna-
tives proposed for each keyword enable DILLEMA to explore
different conditions or attributes of objects, broadening the
range of scenarios included in the original dataset.

D. Counterfactual Caption Generation

This phase is responsible for creating new textual descrip-
tions, or counterfactual captions, by applying the alternatives
generated in the previous step. These counterfactual captions
describe how the image would look if certain elements were
modified, enabling the system to explore new scenarios while
preserving the core context of the original image.

In this step, the LLM takes the original caption and replaces
the identified keywords with the newly generated alternatives.
The goal is to produce a new version of the caption that re-
flects the desired modifications without changing the essential
meaning of the image. For example, if the original caption was
“a gray car driving down a foggy street”, and the alternatives
generated for the keywords “gray car” and “foggy” were “red
car” and “snowy”, the new counterfactual caption would be
“A red car driving down a snowy street”.

The amount of edits in the new prompt can be controlled
by limiting the number of alternatives applied when generating
the counterfactual captions. For example, applying only one
alternative at a time allows for small incremental changes,
allowing exploration of subtle variations of the original cap-
tion. In contrast, applying multiple alternatives simultaneously
can produce larger transformations, introducing more diverse
scenarios. This approach provides fine-grained control over
the extent of modifications, enabling tailored exploration of
different levels of change in the generated test cases.

This phase is critically important because it ensures that the
generated caption remains coherent and meaningful despite
the modifications. Although replacing certain words (such as
“gray” with “red”) might seem straightforward, many cases are
more complex, requiring careful handling to avoid breaking
the sentence’s meaning or introducing contradictions. For
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Fig. 3: Image generation in DILLEMA.

example, consider a caption like “a road in a tundra covered in
snow during a snowy day”. Replacement of the word “tundra”
with “desert” would result in “a road in a desert covered in
snow during a snowy day”, which is contextually unlikely.
In this step, the LLM is prompted with the following input:

Prompt: Given the task <TASK>, modify the caption
<CAPTION> by applying some of the following trans-
formation described by <ALTERNATIVES>.

By asking the LLM to generate the new caption directly,
rather than applying simple replacement rules from the al-
ternative dictionary, DILLEMA ensures that the LLM pro-
cesses not only the specific word replacements but also the
broader sentence context, maintaining the overall meaning
while making necessary adjustments to prevent contradictions
or illogical outcomes. Additionally, by explicitly including the
task description at every step of the interaction, the LLM
is continuously reminded of the objective it is trying to
achieve. This ensures that the generated captions respect the
metamorphic relationships inherent in the test case, preserving
the critical connections between elements of the image and
their semantic meaning.

E. Controlled Text-to-Image Generation

The final step of DILLEMA generates a modified image
based on the counterfactual caption produced in the previous
phase. This step is where the transformation of the image
occurs, and it is carried out using a control-conditioned text-
to-image diffusion model [I1]. The key challenge here is

not only to generate a new, realistic image that aligns with
the counterfactual caption but also to ensure that the spatial
structure of the original image is preserved so that the integrity
of metamorphic relationships is maintained.

When generating a new test image, the spatial arrangement
of key objects and elements must be preserved. For example, in
the context of semantic segmentation for autonomous driving,
if an image depicts a car driving down a road, the generated
image must include the car in the same location as the original
image relative to the road, even if its color or weather condi-
tions are changed. This way, the transformations to be applied
will only affect specific attributes (e.g., altering weather or ob-
ject properties) without impacting the fundamental geometry
or layout of the scene. On the other hand, a distorted spatial
structure could mislead the test results, making it unclear
whether a failure is due to the actual shortcomings of the
model or due to irrelevant transformations in the image.

To achieve spatial structure preservation, DILLEMA uses
control-conditioned diffusion models. These models allow
fine-grained control over the generated image by incorporating
conditioning inputs that preserve the spatial layout of the
original image while applying the desired modifications.

showcases examples of test cases generated by
DILLEMA for image classification (top row) and semantic
segmentation (bottom row). For image classification, the input
image belongs to the class bird, described by the captioning
model as “A yellow bird on a twig”. The second column dis-
plays the conditioning input extracted from the original image
to preserve spatial arrangements. The remaining columns show
images generated from alternative captions produced by the



LLM: Caption A (“A blue bird on a twig”) changes the bird
color to blue, while Caption B (“A red bird on a twig”) changes
it to red. These augmentations demonstrate DILLEMA ability
to alter specific attributes while maintaining spatial structure
and preserving the relevance of the class bird.

For semantic segmentation, the input image depicts a road
with two cars during cloudy weather, with the ground truth
represented as a semantic map of pixel-level classifications.
The captioning model describes it as “A road with two cars
in cloudy weather”. The second column provides the condi-
tioning input to ensure spatial consistency during generation.
Caption A (“A road with two cars during snowy weather”)
introduces snow to the scene, while Caption B (“A road
with two cars during sunset”) applies sunset lighting. Both
augmentations preserve the layout of roads, vehicles, and
pedestrians as defined by the ground truth semantic map.

III. EVALUATION

In this section, we evaluate the performance of DILLEMA
and aim to answer the following research questions (RQs):
RQ; (Validity). Can DILLEMA generate valid and realistic
test cases from existing data?

RQ; (Testing Effectiveness). Can the generated test cases
identify weaknesses in state-of-the-art DL models?

RQs3 (Retraining). Can the generated test cases be used to
improve the robustness of the tested models?

A. Experimental Setup

Datasets. We performed experiments using two datasets: Im-
ageNet1K [8] and SHIFT [9]. These datasets represent two
different tasks, image classification, and semantic segmen-
tation, allowing us to assess the flexibility and applicability
of DILLEMA in various scenarios. ImageNetlK is a large-
scale dataset commonly used for image classification tasks
and SHIFT is a synthetic dataset designed for evaluating
autonomous driving systems under different conditions (e.g.,
weather changes, lighting conditions).

Tested Models. We used DILLEMA to test several DL archi-
tectures. For ImageNet1K, we evaluated classification models
(that is, ResNet18, ResNet50, and ResNet152 [12]]) using pre-
trained versions provided by PyTorch. For SHIFT, we tested
a semantic segmentation model (i.e., DeepLabV3 [13]] model
with a ResNet50 backbone), which we custom-trained follow-
ing the original authors’ training procedure [[13]]. The training
of this model took approximately 24 hours to complete.
Evaluation Metrics. We used accuracy to evaluate the quality
of classification models (on ImageNet1K), and we used mean
Intersection over Union (mloU) to measure the ability to
evaluate the quality of semantic segmentation models.
DILLEMA Conﬁguratiorﬂ. We used BLIP2 6.7B [14] as
the captioning model to generate context-aware descriptions,
chosen for its ability to produce detailed, semantically rich
captions. As LLM, we selected a 5-bit quantized LLaMA-2

!'To support reproducibility, all our data, including the code of DILLEMA,
the results of the human survey, of the testing and retraining, are available in
our replication package: https://github.com/deib-polimi/dillema.

13B [15]] model to identify keywords, generate alternatives,
and create counterfactual captions. We chose LLaMA-2 be-
cause it is open source and effective, and we opted for the
13B version with 5-bit quantization since it provided a balance
between performance and resource efficiency given our com-
putational and cost constraints. Lastly, for image generation,
we used ControlNet [[11] with edge conditioning, a control-
conditioned text-to-image diffusion model. ControlNet enabled
us to introduce modifications to the images while maintaining
the spatial structure of the original scene, ensuring that the
relationships between objects and their surroundings remained
consistent. Although we chose these general-purpose models
for compatibility with consumer hardware and reasonable
runtime, other models with different capabilities could be used
depending on specific needs.

Prompt Template. To guide the LLM effectively, we used a
one-shot in-context learning approach [[16]], where each prompt
included an example to help the model understand the request
more accurately. The example illustrated the expected input
and output formats. Each prompt was constructed to provide
context and explicitly instruct the LLM on the required output
format, which allowed for automated post-processing. If the
LLM response failed to adhere to the specified output format
and could not be automatically parsed, we repeated the request
with a different random seed. This iterative process continued
until a parsable response was obtained.

Retraining Settings. For ImageNetlK, we re-trained the
ResNet models using a batch size of 100 and the SGD
optimizer with an initial learning rate of 0.1, a momentum
of 0.9 and a weight decay of 1 x 10~%. The learning rate was
decayed using the PyTorch StepLR scheduler with a step size
of 30 and a gamma of 0.1, over 90 epochs. For SHIFT, we
re-trained the DeepLabV3 model using the original settings
provided by its authors. Specifically, the batch size was set
to 12, with training conducted over 200 epochs using the
Adam optimizer with a learning rate of 0.002, betas set to
(0.9,0.999), and epsilon set to 1 x 1075,

Hardware and Software. The experiments were carried out
on an AWS virtual machine with an A10G NVIDIA GPU
with 24GB of memory. Neural networks were designed using
PyTorch 2.0.1, and accelerated using CUDA 11.8. In general,
the empirical evaluation required about 120 GPU hours. 96
GPU-hours were spent on ImagenetlK (125,000 test cases),
24 GPU hours were spent on SHIFT (10, 000 test cases).

B. RQ,. Validity

This experiment aims to evaluate the realism and validity
of the generated images, ensuring that they preserve the
metamorphic relationship for both datasets and assessing how
often hallucinations occur due to potential errors during the
five steps of DILLEMA. By validating the generated images
end-to-end, we aim to identify instances where the pipeline
produces incorrect or unrealistic results. To achieve this, we
conducted a human study using Amazon Mechanical Turk.
Human evaluators were asked to verify if the generated images
preserved the metamorphic relationship for both datasets.
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In total, we obtained 2,500 total responses. To ensure
quality, we used control questions to filter unreliable answers.
Responses failing these quality checks were discarded. To en-
sure experienced participants, the workers were selected based
on an approval rate greater than 95% and at least 50 completed
tasks. Each image was evaluated by five independent workers
and the questions were discarded if consensus (agreement of at
least % participants) was not reached. In the end, only 2, 380
responses (out of 2,500) were considered robust and good
enough to answer the research question.

For ImageNet1K (Figure 4), we used two types of questions
and considered a transformation to be valid if our approach

were able to correctly augment an existing image without
modifying the label associated with it. First, we performed
a general evaluation on a randomly sampled set of 300
augmented images from all generated cases to measure the
overall validity. Then, we proposed a focused evaluation of
100 augmented images that the ResNet18 model misclassified,
to check if the images were valid and interpretable by humans
even when misclassified by the model.

0.3% 99.7%

Test Cases
17.3% 82.7%

i —
Test Cases

B Valid Transformation]

[I:I Invalid Transformation

Fig. 4: Validity of the Generated Test Cases for Classification.

Our human study shows that human assessors achieved
agreement on all images and 99.7% of the augmented images
were correctly classified by human assessors. Of the 300
images, only 1 image did not preserve the label associated
with the original image. For the set of images where the model
(i.e., ResNet18) produced a misclassification, 82.7% were still
considered valid by human evaluators. This shows that while
the test cases generated by DILLEMA effectively induced
misclassifications in the model, most of them could still be
correctly classified by humans. This suggests that failures can
often be attributed to bugs in the model rather than flaws in the
image generation process, reinforcing the validity and utility
of DILLEMA for robust model testing.

For the SHIFT dataset (Figure 3), we randomly selected
100 augmented images. Among these, all depicted roads, 25
included vehicles, and 15 featured one or more pedestrians.
Evaluators were tasked with verifying whether key elements
critical for autonomous driving, such as roads, vehicles, and
pedestrians, were consistently preserved through the transfor-
mations. We checked these aspects since they are key elements
that influence the behavior of an autonomous driving system.

We observed the following validity rates: road preservation
at 98.9% (100 questions, 7 were discarded due to lack of
consensus), pedestrian preservation at 84.6% (15 questions, 2
discarded due to lack of consensus), and vehicle preservation
at 100.0% (25 questions, 1 discarded due to lack of consen-
sus). These results highlight that DILLEMA can effectively

100%
Vehicle
15.4% 84.6%
Pedestrian
1.1%

Road

98.9%

[I:I Semantically Invalid I Semantically Valid]

Fig. 5: Validity of the Generated Test Cases for Driving.

maintain certain features, such as roads and vehicles, while
being slightly less effective at preserving pedestrians.

C. RQ;. Testing Effectiveness

To evaluate the effectiveness of DILLEMA, we evaluated
its ability to detect weaknesses in state-of-the-art DL models
using the generated test cases.

First, we performed experiments on ImageNetl1K, focusing
on identifying misclassification errors. For this purpose, we
augmented 25 images for each of the 1,000 classes in the
dataset. Each image was augmented five times to take advan-
tage of the stochastic nature of diffusion models, which can
generate different augmentations from the same input. The
performance of the test suite generated by DILLEMA was
compared with the test set already available in the dataset.

Architecture Original Test Suite DILLEMA Test Suite
ResNet18 5.26% 53.29%
ResNet50 2.55% 45.47%
ResNet152 1.47% 42.33%

TABLE I: Test Effectiveness.

reports the performance of three ResNet variants
in both test suites. The results reveal that, on average, 3.1%
of the original test suite was able to highlight misbehaviors,
while 47.0% of the test suite generated by DILLEMA exposed
faulty behaviors. However, it is important to note that, as
discussed in not all of these detected misbehav-
iors may represent true failures. The human study confirmed
that approximately 82.7% of the misbehaviors detected by
DILLEMA were valid failures. Even after normalizing for this
factor, the effectiveness of DILLEMA remains significantly
higher (38.9%) than the original test set.

In addition, we analyzed how many augmentations per im-
age led to model errors. Our findings indicate that for 33.29%
of the images, all augmentations resulted in misclassifications,
whereas for 24.85%, none of the augmentations caused errors.

For the SHIFT dataset, we evaluated the DeepLabV3 model
on the semantic segmentation task. The evaluation compared
the augmented test set created by DILLEMA with the original
SHIFT test set. presents the normalized multi-class
confusion matrix of the tested model on the original and
augmented data. Rows represent the ground truth, columns
represent the predicted class, and the diagonal indicates the
percentage of correct predictions.

The results show that DILLEMA successfully exposed
interesting faulty behaviors. For example, in semantic classes
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Fig. 6:

where the model appeared robust in the original dataset, such
as SideWalk (97% correctly classified), the model showed
significant vulnerability in the augmented dataset (only 38%).
In more critical classes such as Road and Vehicle, we observed
that the model maintained a relatively robust performance,
with errors increasing by 9% and 10%, respectively, as the
accuracy decreased from 99% and 97% in the original dataset
to 90% and 87% in the augmented dataset. However, for
pedestrian recognition, the augmented dataset revealed a much
higher vulnerability, with 34% more misclassifications com-
pared to the original dataset. This highlights the need to retrain
the model with a stronger focus on identifying pedestrians to
address this critical weakness.

These results highlight that DILLEMA not only high-
lights hidden vulnerabilities in classes previously considered
robust but also provides insights into critical performance
degradations in safety-relevant semantic classes. In general,
DILLEMA effectively exposes model weaknesses in various
scenarios.

D. RQj3. Retraining Robustness

To assess whether the test cases generated by DILLEMA
can improve the robustness, we conducted retraining experi-
ments using the synthetically generated data. Retraining aimed
to evaluate whether the incorporation of augmented test cases
into the training process leads to improved performance on
both original and augmented data.

For the ImageNetlK dataset, we retrained the ResNetl8
model using a combined training set consisting of the original
data and the augmented test cases generated by DILLEMA.
The model was re-trained for 90 epochs using the settings
described in Retraining Settings. The re-trained model showed
a significant improvement in robustness, achieving a 52.27%

Augmented Confusion Matrix

Unlabeled- 0 24 0 0 0 0 0 0 186 1 15 0 0 00000 01
Building- 0 ] 0 0 0 1 0 0 0 5 6 1 08 00000000 0
Fence-0 2320 0 1 2 0 2 31713 8 0 4 0 0 0 1 0 0 0 0 5 -80
Other - 0 11502 000125 1 11100 0000 0 0 1
Pedestrian- 0 19 1 038 2 0 3 2 8192 1 2 0 0 0 0 0 1 0 0 1
Pole-0 251 0 180 1 2 8 9 2 01000 1001001 -1
Roadline-0 2 0 0 0 Of@833 2 2 9 0 0 1 0 0 0 0 0 0 0 0 2
Road-0 0 0 0 0 0 11 06 00000 0000O0O0O 1 60
SideWalk-0 2 0 0 0 0 3 2738 3 151 0 0 0 0 0 1 0 0 0 0 10
Vegetation- 0 12 0 0 0 0 0 1 O] 8 3 0110 0 0 0 0 0 0 0 3
S Vehices-0 3 0 0 0 0 1 3 0 3o 01000000000 -50
d Wall-0 202 0 0 1 0 2 2 1112/ 0 3 0 0 0 1 0 0 0 0 6
2 TrafficSign-0 191 1 0 3 0 1 1298 2 9240 00 0 0 0 0 0 2 40
Sky-0 5 0 0 0 000034 1 oFffoo000000o0
Ground-0 4 1 0 0 0 22713 4142 0 1200 0 2 0 1 0 0 8
Bridge-0 15 2 0 0 0 0 1 110 8 6 034 016 1 1 0 0 0 0 3 -30
Railrack- 0 33/ 0 0 0 2 0 0 0 9 6 3 0200 2230 0 0 0 0 1
GuardRail-0 2 2 0 0 1 1116 7 185 0 1 0 0 0/36/0 1 0 0 11 %0
TrafficLight- 0 28 0 1 0 6 0 1 112 9 1 411 0 0 0 121 1 0 0 2
Static-0 28 1 0 2 1 0 3 9 8222 0 4 0 0 0 1 0140 0 4
Dynamic- 038/ 2 0 1 1 0 2 21618 6 1 2 0 0 0 1 0 1 4 0 4 -10
Water-0 9 3 0 0 1 0 3 42313110 4 0 0 0 5 0 0 1 2 20
Terrain-0 11 1 0 0 0 0 6 62013 8 0 7 0 0 0 2 0 0 0 0 24 .
OBE 1 0 00 0 NuEEN. O N0 0 07200 0 0jy R
TEEEEEiEselEERiEiEE it
53%°8 §T 235 £ SszEgoEte
5° T & g I 23% &
a > = =

Predicted Label

(b) Accuracy on DILLEMA Augmented Test Suite.

Multi-class Confusion Matrix.

increase in accuracy in the augmented test cases and a 20.19%
improvement in the original test suite.

Concerning SHIFT, we achieved an improvement in mloU
across the original and augmented test sets. After retraining,
mloU in the original test suite improved from 85.32% to
88.76%, while mIoU in the augmented dataset showed a more
pronounced increase from 72.45% to 80.32%. Specifically, the
retraining process revealed that while performance degradation
on critical semantic classes like Road and Vehicles was minor,
pedestrian recognition showed a significant recovery, increas-
ing from 38% to 62%. This improvement highlights the value
of DILLEMA in augmenting datasets to address vulnerabilities
in safety-critical tasks.

These findings demonstrate that the generated test cases are
highly effective in not only uncovering model vulnerabilities
but also improving the robustness of DL models when incor-
porated into the retraining process.

E. Threats to Validity

Internal Validity. Our pipeline relies on pre-trained mod-
els (captioning, LLM, diffusion) and random sampling of
alternatives, which can introduce randomness and potential
skew (e.g., consistently generating “red” vehicles). Another
concern is the domain shift between real images and our
synthesized outputs: models might perform worse simply
because of unfamiliar synthetic characteristics rather than true
weaknesses. However, our human study indicates that the
vast majority of generated images retain labels recognizable
to human evaluators, suggesting that they are semantically
coherent rather than purely artificial or misleading. Thus, while
some failures could stem from synthetic artifacts, the high
human agreement on these images implies that many observed
misclassifications reflect genuine model vulnerabilities rather
than artifacts alone.



External Validity. We tested DILLEMA on classification and
segmentation from distinct domains, but it may not generalize
to specialized scenarios (e.g., medical imaging). Although
each component (captioning, LLM, diffusion) seems broadly
applicable, further testing on diverse datasets is required to
confirm adaptability for industrial use and other vision tasks.
Construct Validity. Our primary measure of success is
whether the generated images preserve ground-truth labels
and uncover vulnerabilities. While human assessments indicate
that images remain valid, potential biases in LLM-generated
alternatives (e.g., color choices) could distort conclusions. Ad-
ditionally, the notion of validity is subjective; thus, future work
should employ more rigorous metrics or automated checks to
validate semantic consistency in generated test cases.

IV. RELATED WORK

Metamorphic testing has emerged as an effective approach
to test DL-based systems without explicit test oracles [3]], [4].
Notably, DeepTest [[6] applies a simple image transformations,
such as brightness and contrast adjustments, translations, ro-
tations, and blurs, to generate synthetic images that represent
real-world conditions. DeepRoad [7] is a metamorphic testing
approach that generates various driving conditions (foggy and
snowy) using complex computer vision techniques such as
GAN. DeepXplore [[17]] employs a white-box testing approach,
with the aim of increasing neuron coverage and uncovering
inconsistent behaviors in different models under the same
input conditions. Existing approaches either rely on simple
transformations that may not replicate real-world effects or use
complex methods like GANs, which require extensive training
and scenario-specific data collection. In contrast, DILLEMA
generates diverse and realistic test cases without the need
for ad-hoc training, significantly improving the scope and
applicability of metamorphic testing.

Data augmentation [18]] is commonly used during training
to improve model robustness by generating various variations
of existing data. Recent advances in language-guided and
diffusion-based methods have enabled sophisticated augmen-
tations, often preserving spatial structure and semantic con-
sistency [19], [20]]. For example, Dataset Interfaces [21] alter
minor aspects such as backgrounds to simulate distribution
shifts while maintaining class relevance. ALIA [22]] combines
image captioning and language models to create semantic
integrity-targeted augmentations for robust training. While
Dataset Interfaces focus on shifting contextual factors and
ALIA operates on sets of images to augment training data,
DILLEMA takes a more granular approach by captioning each
image individually. This allows DILLEMA to explore modi-
fications customized to the specific context of each image.

V. CONCLUSION

In conclusion, the synergy of captioning, LLM-driven
counterfactuals, and control-conditioned diffusion effectively
reveals model weaknesses and increases robustness. Future
work will compare with additional baselines and explore
prioritization of the generated test cases.
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