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Abstract. The Linux kernel’s Out-of-Memory (OOM) killer ensures
system stability by terminating processes when memory is exhausted,
but its heuristic-based design was not built for adversarial contexts.
This paper introduces OOM Confusion Attacks, a novel class of De-
nial of Service (DoS) attacks that exploit the OOM killer to execute
privileged process termination, targeting critical services rather than at-
tacker processes. By orchestrating memory exhaustion through numerous
unprivileged processes, these attacks may kill target applications, block
service recovery, and destabilize systems. We demonstrate the feasibility
of OOM Confusion Attacks on default Linux configurations commonly
used by cloud providers, formulate and quantify the resource constraints
for success, and evaluate application exposure to OOM Confusion At-
tacks. Additionally, we identify race conditions that can be exploited to
block the recovery of privileged services. To mitigate these threats, we
propose strategies to increase the resilience of critical applications.

Keywords: Denial of Service attacks · Out-of-Memory killer · Memory
Exhaustion Attacks

1 Introduction

The Linux kernel’s Out-of-Memory (OOM) killer is a critical mechanism designed
to maintain system stability when memory resources are exhausted. When the
system runs out of memory, and no further allocations can be fulfilled, the OOM
killer selects and terminates a process to free memory and allow the system to
continue operating [25]. The selection happens through a heuristic scoring sys-
tem, where each process is assigned a score based on various factors such as
memory consumption and process priority. The necessity to design such a mea-
sure arose due to the possibility - and common practice - to employ memory
overcommitment, where the kernel allows applications to allocate more memory
than is physically available, based on the expectation that not all allocated mem-
ory will be used simultaneously. This, of course, optimizes memory utilization
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and improves performance under normal operating conditions but introduces
the risk that the system may run out of memory if applications simultaneously
attempt to use more memory than the system can provide, leading to instability,
unresponsiveness, or kernel panic. The OOM killer was conceived as a last-resort
measure for mitigating such issues and was not designed with adversarial con-
texts in mind, nor was it intended as a security feature. Even so, it would still be
invoked in the event of a memory exhaustion attack. Memory exhaustion attacks
are a subset of resource exhaustion attacks [15, 19], which aim at overwhelming a
system’s resources and conducting it in a non-operational state. Classical mem-
ory exhaustion attacks indiscriminately deplete a system’s memory. The OOM
killer, in case of a standard memory exhaustion attack, would mostly act against
the attacker in an attempt to restore the system’s stability. However, being de-
signed without an adversarial context in mind, a knowledgeable attacker may
instead exploit the OOM killer authorization level for their own objectives [9].

This paper introduces a novel class of Denial of Service (DoS) attacks, defined
as OOM Confusion Attacks. An OOM Confusion Attack overloads the system’s
RAM by executing many unprivileged processes, each allocating a small amount
of memory. This method exploits the OOM killer’s heuristic rules, putting the
system in a condition where the OOM killer acts as a confused deputy and
kills the target victim processes instead of those of the attacker, potentially
disrupting critical services and causing a system-wide DoS. We study the feasi-
bility of OOM Confusion Attacks, quantifying the requirements and exploring
the thresholds in terms of memory consumption, process creation, and resource
exhaustion necessary for the attacker to accomplish its goals. Furthermore, we
examine the potential system-level and operational impacts of these attacks. We
test the effectiveness of these attacks on the default Linux configuration provided
by cloud providers, demonstrating that our attack can induce the system in a
state where it is impossible to restart killed services for several hours. Further-
more, we demonstrate and evaluate the susceptibility of common applications as
targets for OOM Confusion Attacks. Additionally, under certain conditions, the
attack can exploit a race condition to block the restart of a privileged previously
terminated service. Beyond understanding the attack, this work also proposes
strategies to harden systems against such exploitation. By studying the OOM
killer’s behavior under adversarial conditions, we aim to identify ways to hinder
successful attacks, making them less feasible.

Our contributions can be summarized as follows:

– We define a novel class of Denial-of-Service attacks, termed OOM Confu-
sion Attacks, which aim to exploit the OOM killer present in most Linux
distributions as a confused deputy to terminate the targets of the attacker.

– We formalize the requirements to successfully implement an OOM Confusion
Attack, demonstrating its feasibility in the latest Linux distributions.

– We evaluate the susceptibility of standard applications and Linux configu-
rations provided by many hosting services against OOM Confusion Attacks.
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2 Linux Memory Management Primer

Linux employs a sophisticated memory management framework to handle the al-
location and deallocation of memory for processes [24]. This framework includes
physical memory (RAM), virtual memory, and swap space to maximize system
performance. The key mechanisms used by the Linux kernel to manage memory
include caching, where frequently accessed data is cached in memory for faster
access, paging, where memory - divided into fixed-size pages is moved between
RAM and disk (swap space) as needed, and reclamation, where the kernel at-
tempts to reclaim memory by identifying and freeing inactive or unnecessary
pages. Moreover, the Linux kernel implements the Memory Overcommit-
ment mechanism. It allows processes to successfully request more memory than
the physically available [25]. The requested memory is then mapped to physi-
cal memory only when it is actually used, avoiding under-utilization of physical
RAM, as most processes do not use all the memory they request at once. How-
ever, it might happen that all processes actually use the memory they requested
simultaneously, exhausting the physical space on memory. In this case, the ker-
nel cannot free memory through standard methods and has to choose between
being deadlocked on memory or killing a process to free some memory. When
a system is in this state, we say it has arisen a OOM Condition. Since user-
space processes are allowed to allocate more space than the physical memory
available, critical processes like kernel threads might end up without physical
memory available, possibly leading to deadlocks. By killing a user-space process
when memory usage reaches a threshold, the kernel can ensure itself and the
most critical processes have enough space to continue running.

Note that in critical systems which require strong memory guarantees, mem-
ory overcommitment is usually disabled. By doing so, every process is guaranteed
to be able to use the memory it has allocated without waiting for the kernel to
free some space for it. In this case, if the available memory is exhausted, the
following requests for memory will fail. However, in most Linux distributions for
desktop and server environments, overcommitment is enabled by default, as it
is considered a more flexible solution [25]. In both cases, a careful evaluation of
memory requirements should be made to ensure the system is suitable for the
expected workload. A trade-off must be made between memory under-utilization
and the risk of degraded performance and process termination.

2.1 The Linux Out-of-Memory Killer

As introduced before, when an OOM condition arises, the kernel fails to reclaim
memory with Page Reclaiming and swapping mechanisms. In this state, the
kernel pauses further memory allocation requests and invokes the OOM Killer.
This mechanism is designed to exit from OOM conditions and restore the system
to an operational state. When invoked, the OOM selects a candidate process for
termination. This action is necessary to prevent the entire system from freezing
due to unfulfilled memory requests and to prioritize the survival of critical system
processes and the overall system’s health.
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Victim Selection and Badness Score. A key challenge for the OOM Killer
is determining which process to terminate. To do so, the kernel assigns a badness
score to each process based on various factors. The process with the highest score
is then selected for termination 1.

The main idea behind the badness score is to make a balanced measure of pro-
cess memory usage reduced by estimating the process relevance. Note that the
selection routine involves evaluating each process individually. The termination
occurs only after the evaluation is complete, and the procedure is not atomic,
meaning that by the time the selected process is killed, it might no longer have
the highest score. However, hanging all processes for the whole routine would be
too inefficient. The formula for calculating the badness score has evolved over
various Linux versions, becoming progressively simpler and more predictable.
Initially, the badness score considered numerous factors, including the system’s
memory capacity, memory utilization, whether the process was running as root,
the number of child processes, the process runtime, whether it was making direct
hardware access, the process nice value (a priority modifier for CPU time allo-
cation), and the so-called OOM Score Adjustment (oom_score_adj ), a variable
enabling system administrators to influence the killing process. However, such
a complicated formula made tuning the OOM score adjustment value very dif-
ficult and often led to unpredictable kills. Moreover, these calculations could be
computationally expensive, especially on systems with many running processes.
To cope with these problems, the badness formula has been gradually simplified
until in the kernel update v4.17-rc1 (April 2018), it got into the current form [36]:

Bproc = pagesproc +
oom_score_adj

1000
· pagestotal (1)

Where pagesproc are the memory pages currently used by the process, and
pagestotal are the total memory RAM and swap pages in the system.

This puts, by default, every process on the same level of relevance and ex-
pects the system administrator to hint at the relevance and the expected memory
usage of each process by assigning the OOM score adjustment. The system ad-
ministrator now has better control of the OOM killer behavior, as the formula is
much easier to understand. Furthermore, a simplified badness reduces the time
needed to resolve OOM situations, improving system responsiveness under heavy
memory pressure. The drawback is that the OOM score adjustment assignment
is now fundamental to ensure correct OOM management. Without a correctly
set adjustment, the kernel now, by default, treats every process the same way,
creating an opportunity for attackers to manipulate OOM Killer behavior.
Score Adjustment. The system administrator can express its preference on
which process to kill by assigning an OOM score adjustment value to each pro-
cess. The OOM score adjustment is a value in [-1000,+1000], which should rep-
resent a proportion of the system memory discounted or added to the process
1 Certain processes, such as kernel threads and the init system - responsible for initial-

izing the system, starting essential services, and managing processes - are excluded
by default to preserve system stability, as terminating these could result in a system-
wide failure state, needing a manual system reboot.
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memory usage. That means a process with a big adjustment is likely to be killed,
while one with a low adjustment is unlikely to be killed. If the adjustment is set
to -1000, the process is considered unkillable and excluded from the victim selec-
tion. Only the root user can assign negative values or decrease the current value
for a process. When a new process is created, the score adjustment is inherited
by default from the parent process.

3 Related Works

While there has been significant research on the performance of the Linux Out-
of-Memory killer [14, 29, 6], focusing on its decision-making algorithms and effi-
ciency in reclaiming resources, and other works have studied methodologies and
mitigation of memory exhaustion attacks [26, 20, 12, 33], there is limited analysis
of how the OOM killer itself can be abused as part of a memory exhaustion
attack strategy. For example, since the invocation of the OOM killer can be slow
due to excessive swapping [23] and reclaiming [28], there are many implemen-
tations of user-space daemons trying to predict the OOM condition and take
preventive actions [14, 1]. One of the most popular examples is Facebook’s im-
plementation of a user-space OOM daemon [14], showing that the kernel OOM
Killer can be inefficient and memory management can be offloaded to user-
land, offering finer control over process termination and mitigation strategies.
The abuse of the OOM killer to disrupt system availability is not a completely
novel concept. CVE-2004-0807 [11] and CVE-2020-10781 [10] allowed malicious
users to exhaust system memory by opening multiple connections to a forking
server, leading to the invocation of the OOM killer when memory is depleted.
CVE-2019-14891 [8] enabled attackers to exploit concurrent OOM killer invo-
cations to terminate Kubernetes’ container management process and conduct
network escape attacks. CVE-2020-10781 [10] also allowed an attacker to trig-
ger the OOM killer by exhausting memory through reading ZRAM-related files.
CVE-2014-7300 [7] permitted a system user to kill GNOME Shell by abusing
PrtSc requests. Although these CVEs involve the abuse of the OOM killer, they
all focus on exploiting specific vulnerabilities in particular servers providing dis-
tinct services. In contrast, our work conducts a generalized study of the internal
mechanisms of the OOM killer and demonstrates how it can be abused to termi-
nate a specific process on the target system. Our approach is independent of any
specific application used to trigger its functionality. Furthermore, we propose a
series of mitigations for this class of attacks that apply system-wide—providing
protection for any remote server configuration rather than only addressing spe-
cific vulnerabilities in individual applications.

4 Motivation and Attacker Model

The Linux kernel is one of the most impactful and widely used software com-
ponents in modern computing. As the core of Linux-based operating systems,
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it powers a diverse range of devices and systems, from smartphones and desk-
tops [4] to supercomputers and cloud infrastructures [34].

It is also one of the most studied pieces of software in security, both due to
the impact of potential vulnerabilities and to its open-source nature. In fact,
the concept of Denial of Service (DoS) via memory exhaustion attacks is a well-
established security topic. However, to the best of the authors’ knowledge, no
study has been conducted on the adversarial exploitation of the OOM killer as
a confused deputy, either to target a specific process to kill or execute a hard-
to-recover DoS attack on a target machine.

Even if exhausting memory can represent a significant harm to the system’s
availability, killing processes can be a further threat, especially for processes
executing critical tasks and for processes that are not restarted on failure. Fur-
thermore, in adversarial scenarios, attackers may deliberately terminate specific
processes to disrupt critical functionalities of dependent systems without requir-
ing to maintain a system-wide failure [8].

While an attacker might not be able or willing to perform a prolonged mem-
ory exhaustion attack, exploiting OOM Confusion Attacks allow them to target
a specific process for termination, possibly in a timed manner, without keep-
ing the memory fully utilized for a prolonged period. Alternatively, the attacker
could utilize the OOM Confusion Attack to ensure that a particular process is
always killed while its child processes or other instances successfully complete
their tasks, avoiding a full system freeze.

4.1 Attacker Model

The main goal of the attack is to bring the system into a condition where the
OOM killer is forced to terminate a specific target process. In this scenario,
the attacker must recreate a state in which the OOM killer’s heuristics select a
specific process to kill among the available ones. The method an attacker may
use for OOM Confusion Attack depends on the interaction scenario with the
system. However, the key point in each case is that the attacker needs to start
some processes exhausting system memory. Here, we report some of the most
relevant strategies.
Multi-user environments. In this scenario, multiple users share the same
Linux system, and each has access to its unprivileged user [31]. In this case, the
attacker may conduct a OOM Confusion Attack to target processes spawned by
other users. These setups are prevalent in academic systems, enterprise servers,
and shared computing clusters, where the operating system and hardware are
shared among users. This is the most privileged position since the attacker has
a high degree of control over the creation of malicious processes.
Vulnerable unprivileged applications. are a potentially more common but
less controllable context. In this scenario, an attacker does not have direct access
to the system, e.g., it does not have SSH access to a system user, but can interact
with an exposed vulnerable application, which allows Remote Code Execution
(RCE) when exploited [21, 5, 40]. Modern security best practices dictate that ap-
plications should not run with root privileges to minimize the potential impact
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of exploitation. While the attacker might not be able to escalate privileges, they
can spawn processes with the same privileges as the parent vulnerable applica-
tion. The attacker may achieve the same results as multi-user environments but
has less degree of control on the system.
Induced Process Spawning. is another, although less common, scenario where
an attacker may not have direct access to execute commands on a target system,
but can exploit vulnerabilities or misconfigurations to induce a process on the
machine to spawn numerous processes [11]. A practical example is the exploita-
tion of a forking server, e.g., Exim [13], Apache HTTP Server [16], Samba [32].
This is a common pattern among web servers, which forks a child to handle in-
coming requests. When the maximum number of requests that can be processed
in parallel (and thus the maximum number of simultaneous child processes), is
not correctly limited, it is possible to create an excessively large number of pro-
cesses. An attacker may abuse this by sending a large number of simultaneous
requests, forcing the server to spawn excessive child processes, eventually leading
to memory exhaustion and invoking the OOM killer.

5 OOM Confusion Attack Design

The objective of this attack is to force the OOM Killer to terminate a victim
process owned by a different user on the system. The attack assumes the attacker
has no administrative privileges; otherwise, the attack would be unnecessary.

First, the attacker identifies a victim process they want to kill and gets its
badness score. Recalling that the OOM Killer always terminates the process
with the highest badness, the attacker fills the memory with a series of processes
whose badness is lower than the victim’s. However, when the victim is not the
process with the highest badness on the system, it is necessary to iteratively kill
every process with badness higher than the victim’s and fill with children the
previously occupied memory. After some iterations of this process, the victim
will be the process with the highest badness on the system and will be killed by
the OOM. To achieve this goal, the attacker needs two components: a process,
which we define as a “launcher” or “parent” that continuously launches “children”
processes filling the memory, and with a badness lower than the victim’s one.
Moreover, the badness of the children must be higher than the launcher’s one.
Otherwise, it may be killed before the kill of the victim process.

The attacker needs, therefore, to keep track of two variables to implement
an effective attack: the amount of fillable memory to ensure that the OOM
killer is invoked, the maximum amount of spawnable processes to understand
the amount of memory they need to assign to each one, and the oom_score_adj
of each child, to keep its badness lower than the victim’s one.
Spawnable Processes. The limit on the number of processes depends on the
scenario the attacker is targeting; in particular, it depends on the cgroup of the
process which is starting the attacker’s processes [39]. cgroup [18] is a mecha-
nism inside the Linux kernel to limit the resources available to a process, e.g.,
the maximum number of spwnable child processes. The common practice is to
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limit the maximum number of processes to a percentage of the kernel parameter
threads_max, which represents the maximum number of threads that can be
created on the whole system at any given time and whose formula is [37]:

threads_max =
ramtotal − reserved

8 · thread_size

where ramtotal is the total RAM of the system in pages, reserved is the number
of memory pages reserved for the kernel, and thread_size is the default number
of pages occupied by a new thread. For instance, systemd [30] groups together
all processes belonging to a specific user session, allowing system administrators
to define resource limits for each user. The default configuration limits the num-
ber of processes per user at maxprocs = 33% · threads_max. This means that an
attacker with user-level access in a multi-user environment would be constrained
to 33% of threads_max. Nevertheless, this limit differs for processes not asso-
ciated with a user session, e.g., process demons defined in a service unit. Here,
maxprocs = 15% · threads_max.

Target Memory Utilization. After computing the maximum number of pro-
cesses spwnable, the attacker computes the necessary memory to fill to induce
the OOM Killer to kill the victim process. The total memory to fill should
be a value in the range pagestofill ∈ [pagesfree, pagestotal − reserved], where
pagesfree = ramfree + swapfree is the number of free pages on the system,
considering both RAM and swap, pagestotal = ramtotal + swaptotal is the total
number of pages on the system, considering both RAM and swap, and reserved
is the memory reserved to the kernel.

The number of pages to assign to each process - if the attacker controls it
- is then easily computed by dividing the total pages to fill by the number of
spawnable processes. Finally, it is possible to compute the badness of children’s
processes:

Bchild = pageschild +
adjchild
1000

· pagestotal pageschild =
pagestofill
maxprocs

where adjchild, the oom_score_adj of each child, must be chosen carefully by
the attacker to make the attack feasible, as we explain later.

Attack Feasibility Evaluation. The attack is feasible when the following con-
strains hold:

Bchild < Bvictim (2)
Nprocs · pageschild ≥ pagestofill (3)
Nprocs < maxprocs − runningprocs (4)
if (victim ̸= parent): Bparent < Bvictim (5)

where Bchild is the badness of each children, Bvictim is the badness of the victim
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process, Bparent is the badness of the parent process, Nprocs is the number of
children to create, runningprocs is the number of processes currently running
in the attacker’s cgroup. Equation 2 enforces the badness of each child process
must be lower than the victim’s badness, otherwise children will be killed before
the victim. Equation 3 enforces the total memory cumulatively filled by children
to be greater or equal to the target memory to fill pagestofill. This constraint
imposes that the children triggers the OOM Killer, until the victim process is
terminated. Equation 4 imposes that it is possible to create enough children with-
out exceeding the maximum number of processes allowed by cgroups. Equation 5
ensures that the badness of the parent is lower than that of the victim when they
are different processes. This prevents the parent from being terminated before
the victim. However, this equation does not apply when the parent itself is the
victim, as in such a case, their badness values would be equal. To ensure the
attack is feasible, it is necessary to find values that satisfy all the constraints for
Nprocs, pageschild, and Bchild. To find a feasible Bchild, it is necessary to find a
feasible adjchild value. If such values can be found, then the attack is feasible.
For simplicity, we assume that Bparent is fixed. The other symbols in the set
of constraints are constants and can be retrieved from the system settings or
computed. The latter applies to pagestofill, which represents the total number
of pages that the attack must allocate to induce the OOM Killer to terminate
the victim process.

Algorithm 1 The iterative algorithm computing the constraints for feasibility
Input: Bparent - the badness of the parent

[procs] - the list of running processes, descending sorted by badness
pagesfree - the memory pages available in memory

Output: Nprocs - the number of childs to create
adjchild - the child’s adjustment
pageschild - the pages each child has to fill

pagestofill ← pagesfree
for proc in procs do

result← find_values(pagestofill)
if result ≡ not_found then

return result
end if
Nprocs, adjchild, pageschild ← result
pagestofill ← pagestofill + proc.pages
if proc ≡ victim then

pageschild ←
pagestofill

Nprocs

return Nprocs, adjchild, pageschild
end if

end for

Algorithm 1 is the pseudo-code of the iterative process computing pagestofill.
Initially, this value is initialized to pagesfree. At each iteration, the algorithm
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Fig. 1: Attack feasibility plot. The space above the plane represents the combi-
nations where the attack is feasible.

picks as a target the process with the highest badness value and computes
whether it’s possible to kill it, finding the values that satisfy all the constraints
given the current pagestofill value. If these values cannot be found, the procedure
terminates, and the attack is considered unfeasible. If these values exist, and the
current target is the victim, the procedure terminates, returning the parameters
for the attack. Otherwise, the algorithm sums to pagestofill the pages occupied
by the current target and starts a new iteration targeting the next process with
the highest badness value. Note that if the estimation is done in advance, the
memory usage of processes in the list may fluctuate during the attack, and new
processes can be spawned.

In Figure 1, we plot Equations 2 and 3, showing the feasibility of an attack
depending on the relationship between the adjustment scores of the attacker and
the victim adjustment, and the ∆memory = pageschild − pagesvictim. The values
are plotted considering systems where pages have the default dimension of 4KB.

6 Experimental Evaluation

Our experiments aim to demonstrate the feasibility of OOM Confusion At-
tacks and their potential impact on a target system. We summarize as follows
the questions we aim to answer, which can be mapped to the experiments:
a) What is the victim system response to an OOM Confusion Attack?
b) What is the impact of OOM Confusion Attacks on commonly used processes?
c) Does the current implementation of the OOM killer further exacerbate the
impact of OOM Confusion Attacks?
d) How much do the default settings of commercial services and common pro-
cesses expose them to OOM Confusion Attacks?
e) What are the requirements for executing OOM Confusion Attacks in scenarios
with limited system knowledge?
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6.1 Evaluation Setup

The setup remains consistent across experiments unless stated otherwise. The
test environment uses virtual machines running Linux Ubuntu 24 LTS servers,
accessed via SSH. Since the attacker is expected to operate without elevated
privileges, in each system, we create a new unprivileged user for the attacker. We
collect the logs generated by the invocation of the OOM killer to study the attack.
However, the attack places significant stress on the machine, which eventually
leads to the kernel ring buffer being overrun, resulting in the loss of log entries. To
address this, we use a privileged user on the machine to forward logs through the
serial port, ensuring they are saved on the host machine. In cases where this setup
is not feasible, such as when testing on remote machines, a background process
with a priority adjustment of -1000 runs dmesg in watch mode, forwarding the
logs to a file in real-time. Once the environment is ready, the unprivileged user
executes the steps outlined in Section 5 to determine the optimal parameters for
the attack. The attacker then executes a launcher process, meant to spawn small
processes (children) that are the ones with the goal of exhausting the memory.
Note that since the attack may terminate the SSH connection, it is crucial to
ensure that the launcher process continues running even after the session ends
by using the nohup command.

Launcher. The attack is conducted through a custom launcher process. The
parent process repeatedly forks new child processes, each configured to consume
a controlled amount of memory. Each child process remains idle after memory
allocation, keeping CPU usage low and allowing the parent process to spawn
other children easily. The children’s process is put in an idle state, waiting for I/O
operations on a named pipe created by the parent. After all the child processes
are successfully spawned, the launcher enters an infinite idle state. This ensures
that it does not free its allocated memory, which would undermine the attack.
Importantly, the launcher is designed to consume less memory than the child
processes, reducing the likelihood that it will be targeted and terminated by the
OOM killer before completing its task.

Children. The primary goal of the child processes is to allocate a defined amount
of memory and then idle indefinitely without releasing it, creating sustained
memory pressure on the system. Each child process reserves memory for a fixed-
size buffer. After the allocation is complete, the child process reads from its
standard input, which is connected to the named pipe created by the launcher.
Since no data is ever written to the pipe, the child process hangs indefinitely in
a blocked state, consuming memory without performing any further actions.

6.2 System Response

To evaluate the system’s response to an OOM Confusion Attack, we run the
attack in multiple configurations. By analyzing the logs, we can generalize the
system behavior by identifying five main phases, as shown in Figure 2a, confirm-
ing theoretical hypotheses and highlighting some unforeseen events.
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(a) Badness of the killed processes in the first 26 hours of
a prolonged attack on a Ubuntu 24.10 server with 6GB
of RAM and no swap space.

(b) Badness of the killed processes in the first 24 hours of
a prolonged attack on a Ubuntu 24.10 server with 6GB
of RAM and 3GB of swap space.

Fig. 2: Comparison of process badness over time with and without swap space.

Attack Initiation: the attacker is spawning the processes, and the kernel has not
invoked the OOM Killer yet.
Killing processes with larger badness: Once the OOM killer is invoked, it kills
every process in the badness ranking above those of the attacker.
Killing only attacker processes: Once the OOM killer reaches the attacker pro-
cesses, it attempts to remove them. For a significant (yet variable) period of time,
the system is unable to perform other relevant tasks due to the excessive mem-
ory pressure. This is the phase of maximum memory pressure and performance
degradation for the whole system.
Attempt to restart services: Eventually, the system stabilizes once enough at-
tacker processes have been killed. Theoretically, this phase may never be reached
since, as long as the attacker keeps spawning children’s processes, the memory
pressure may be too high for the system to react. However, it was eventually
always reached in our experiments, suggesting that the degradation of perfor-
mances, also affecting the attacker’s actions, tends to lead toward convergence.
In this phase, the system attempts to respawn killed processes with a restart pol-
icy. However, the memory in the system remains insufficient, causing the OOM
killer to kill them again. Note that at the end of the attack, the memory is left
almost completely full, making every further allocation trigger again the OOM
condition. Interestingly, we notice in Figure 2a that there is an outlier benign
process being killed with a badness of -250000. This theoretically impossible
event led us to discover the additional vulnerability presented in 6.4, where due
to the non-atomic assignment of an adjustment score, some critical processes
with low scores may be killed on startup.
The Importance Of Swap Space. Despite the common belief that swap slows
down the system under memory pressure, we found that it generally facilitates
system recovery in OOM Confusion Attacks. In fact, the attacker needs to fill
the swap space to invoke the OOM killer. However, while increasing RAM would
lead to the increase of the threads_max parameter (see Section 5), allowing the
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attacker to distribute the total memory over more processes, this does not happen
when only swap is increased. Hence, in the context of OOM Confusion Attacks,
the benefit of forcing the attacker to use bigger processes due to the necessity
to fill the memory space before the OOM killer is invoked is larger than the cost
of the I/O operations caused by swapping, as visible in Figure 2b.

6.3 Process Exposure to OOM Confusion Attacks

The objective of the experiment is to evaluate whether common processes present
in Linux default configurations may be targets of OOM Confusion Attacks. To
obtain such information, we map their memory and adjustment score and exe-
cute the attack as described in Section 6.1. The experiment results are presented
in Table 1. The memory allocation is an estimate obtained through multiple
readings while the system is idle and no specific tasks are running (the value
in parenthesis represents the logged value at the time of death of the process).
We execute the attack across setups, comparing RAM alone vs. RAM with swap
(e.g., 6GB vs. 3GB + 3GB). Most processes have an adjustment score of 0 or
above. As a general pattern found also in the analysis of various other services
and applications, processes with positive score adjustments are generally asso-
ciated with user-level applications. An example is the systemd user instance,
which manages user-specific services and typically has a +100 OOM score ad-
justment. Many system-related services and background processes are assigned
a default OOM score adjustment value of 0. This includes a broad range of ser-
vices, such as networking, hardware management, and security. These processes
are not as critical as core system daemons, however targeting them may limit
the system functionality. For example, some web servers - for instance, Nginx -
have a zero badness score by default, as killing them would compromise only the
server availability. In contrast, critical daemons, which are responsible for the
whole system’s correct functioning and supporting other services, are assigned
negative OOM score adjustment values to ensure they are protected from being
terminated by the OOM Killer. For instance, dbus-daemon has a OOM score
adjustment of -900, and the sshd daemon is assigned a OOM score adjustment
of -1000, rendering them unfeasible to target through OOM Confusion Attacks.
Confirming the theoretical analysis, an attack initiated from user space with an
adjustment score of 0 enables the attacker to target all processes with an adjust-
ment score of 0 or higher, regardless of the memory they occupy. Notably, the
time required for the attack to terminate processes varies significantly depending
on the scenario. As anticipated in the previous experiment, the availability of
swap space proves more effective in delaying the attacker’s objectives compared
to increased RAM. However, the most significant delay occurs during the time
taken to fill the memory and trigger the OOM killer (indicated in the table by
the “first kill” row). In contrast, the order in which processes are terminated has
a less substantial impact.
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Table 1: Memory usage, adjustment, and Time-To-Kill (TTK) of various com-
mon Linux applications.

category sample services memory score adj. restart mode 3 GB 3-3 GB 6 GB 8-8 GB 16 GB 16-16 GB 32 GB

user session systemd (user) 2-30MB (4.7MB) +100 no⋄ 9s 32s 15s 4m41s 1m37s 7m4s 3m55s
sd-pam (user) 2-30MB (2.9MB) +100 no⋄ 9s 32s 15s 4m45s 1m41s 7m6s 4m

logging rsyslogd 5-20MB (5MB) 0 on-failure 14s 34s 17s 4m57s 1m50s 7m7s 4m26s
journald 20-100MB (20.1MB) -250 no × × × × × × ×

scheduling cron 1-5MB (2.3MB) 0 on-failure 17s 48s 35s 5m37s 1m59s 8m16s 4m48s
backup services rsync 10-100MB (2.5MB) 0 on-failure 17s 48s 35s 5m34s 1m58s 8m12s 4m48s

disk management udisksd 5-50MB (5.4MB) 0 no 13s 34s 16s 4m50s 1m45s 7m19s 4m12s
power management upowerd 5-30MB (4.1MB) 0 no 11s 41s 31s 5m14s 1m52s 7m49s 4m36s

updates fwupd 10-200MB (8.9MB) 0 no 10s 34s 15s 4m49s 1m44s 7m9s 4m8s
unattended-upgrades 10-100MB (13MB) 0 no 10s 33s 15s 4m47s 1m43s 7m7s 4m6s

containerization dockerd 50-200MB (179.2MB) -500 always × × × × × × ×
systemd-machined 10-200MB (3.7MB) 0 no 16s 46s 35s 5m16s 1m54s 8m2s 4m43s

policy enforcement polkitd 5-50MB (6MB) 0 no 12s 34s 16s 5m13s 1m52s 7m48s 4m33s

network
ModemManager 5-50MB (5MB) 0 on-abort 13s 35s 17s 4m53s 1m45s 7m21s 4m16s
systemd-resolve 5-50MB (4.9MB) 0 always 14s 35s 18s 4m57s 1m48s 7m32s 4m18s

dnsmasq 1-50MB (1MB) 0 no⋄ 19s 52s 38s 5m42s 2m3s 8m18s 4m53s

ssh connection sshd daemon 2-10MB (7.5MB) -1000 on-failure × × × × × × ×
sshd user instance 2-10MB (4.2MB) 0 no 16s 43s 34s 5m25s 1m56s 7m59s 4m46s

web servers nginx 2-30MB (1.6MB)2 0 no 17sβ 51sβ 37sβ 5m40sβ 2m3sβ 8m26sβ 4m52sβ

apache 2-30MB (3.7MB) 0 on abort 15sβ 47sβ 32sβ 5m26sβ 2mβ 8m13sβ 4m38sβ

MQTT broker mosquitto 2-100MB (4.3MB) 0 no 15s 46s 22s 5m6s 1m53s 7m51s 4m31s
database postgres 0.1-1GB+(3.8MB) -900 no 15sα 43sα 22sα 5m18sα 1m51sα 7m47sα 4m30sα

shell bash 2-10MB (3.9MB) 0⋆ no⋄ 16s 36s 23s 5m29s 1m55s 8m5s 4m45s
first kill 9s 32s 15s 4m41s 1m37s 7m4s 3m55s

α indicates that the time refers to the kill of all the workers spawned by the named service.
β indicates that the time refers to the kill of all the workers spawned by the named service and the parent process.
⋄ indicates that the service is not handled by systemd (hence would not restart).
⋆ indicates that while the default is 0, the process inherits the parent’s adjustment.

Table 2: Metrics for normal and race conditions of various services.
After Startup During Race

Service oom_score_adj oom_score badness oom_score_adj oom_score badness
SSHD -1000 0 MIN_LONG 0 667 2046
Docker -500 338 -718716 0 667 2044
Systemd-Journald -250 508 -82840 0 670 2059

6.4 Race Condition Analysis

Linux lacks a mechanism to specify the OOM score adjustment of a process be-
fore its startup. When a process is created, it inherits the OOM score adjustment
of its parent. The adjustment can later be modified either by the child during
its startup procedure or by the parent process. However, this introduces a race
condition [27] between the process creation and the application of the correct
OOM score adjustment. An attacker could exploit this brief window to terminate
a process that would otherwise be infeasible to kill with our approach.

In standard contexts, the race condition does not significantly affect the at-
tacker’s capabilities: if the parent has a higher adjustment value than its child,
the attacker can target the parent process directly. Otherwise, it is easier to wait
for the parent to adjust the child’s OOM score adjustment. However, an inter-
esting scenario arises when the child process is created by a privileged process,
such as the kernel or the init system. The OOM killer excludes init and kernel
processes as potential victims, making their adjustment value irrelevant. Nev-
ertheless, this value is often set to 0 by default. Init systems like systemd [30],
among handling the system startup, manage the lifecycle of user-defined ser-
vices. If the service does not apply the correct adjustment during its startup,
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Table 3: Attacker’s minimum process memory requirements in various hosting
platforms configurations.

Provider Distribution RAM Swap threads-max cgroup% Minimum Memory
user system user sys. daemon

A local Ubuntu24.10LTS 3GB 3GB 22634 33% 15% 484KB 1759KB
B local Ubuntu24.10LTS 6GB None 46260 33% 15% 364KB 829KB
C aws Ubuntu24.04LTS 0.5GB None 3215 33% 15% 346KB 757KB
D aws LinuxAmazon2023 0.5GB 0.5GB 3084 33% 15% 771KB 1682KB
E azure Ubuntu24.04.1LTS 1GB None 6698 33% 15% 342KB 753KB
F oracle OracleLinux8.10 1GB 2GB 6842 50% 50% 843KB 843KB
G hetzner Ubuntu24.04.1LTS 4GB None 30288 33% 15% 363KB 800KB
H vultr Ubuntu24.10LTS 1GB 2.5GB 7080 33% 15% 1416KB 3107KB
I d.ocean Ubuntu24.04LTS 1GB None 7402 33% 15% 358KB 787KB
J linode Ubuntu24.04.1LTS 1GB 0.5GB 7126 33% 15% 593KB 1301KB

systemd allows users to specify the adjustment score for service processes in the
service’s configuration file, known as the unit file. Until the correct adjustment
value is set, the process has systemd’s adjustment, which is 0. An attacker could
exploit this timeframe, during which the child’s adjustment is 0, to terminate
the process. To ensure it is not a vulnerability of the specific service start-up
implementation, we considered both adjustment assignment methods: either an
adjustment is assigned by the service start-up process (sshd), or an adjustment
is assigned using systemd unit file (dbus-daemon). Since the kernel expose only
the oom_score, which is a rescaled and approximate version of the badness
score [38], we verify our hypothesis by patching the kernel to print the badness
along with the oom_score, and monitoring the badness score when restarting its
systemd service at constant time intervals. Then, we compare its badness with
adjustment 0 and the badness with the correct adjustment. We tested several
services, and we found the 3 reported in Table 2 that changed their adjustment
after being started by systemd. In all of the three cases, the badness during the
race-condition time frame is significantly higher.

6.5 Default Configurations

To estimate the exposure of service providers to risks associated with OOM
Confusion Attacks, we analyze the default configuration of systems offered by
commercial hosting platforms and the default configuration of common services
and processes present in fresh Linux installations.

Hosting Platforms. We analyzed virtual machines across various hosting plat-
forms to assess whether different configurations were set by default and to eval-
uate the presence of custom processes that could impact the feasibility of the
attack. Upon executing - successfully - a non-targeted version of the attack, we
did not observe significant differences in configurations regarding enforced pro-
cess limits or custom processes that substantially affected the attack’s feasibility.
However, this exploration highlights the critical role of RAM and swap size on
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attack viability. In Table 3, we present the minimum size achievable by the at-
tacker processes for each setup, along with the relevant variables required to
obtain it. It is important to note that the basic configuration is disadvantageous
for the attacker. However, if a legitimate user installs additional applications on
the servers, the attacker’s capabilities could remain unchanged—if the new ap-
plication is killed while reaching the target—or could improve. The latter occurs
when the newly installed application has a lower badness score than the target,
as it would assist the attacker in consuming available memory more effectively.
We present the cases where the attacker initiates the attack from an active user
session or from an exploited system daemon, which, as discussed in Section 5
have different maximum process limits. Contrary to expectations, the results
show that machines with very limited RAM but with swap enabled are actu-
ally more resilient than much larger machines without swap. For example, when
comparing the test layouts D and G, attacker processes in layout D are twice as
big as those in layout G, despite layout G having eight times more RAM and
four times more combined RAM and swap space. Furthermore, given the consid-
erations made in Section 5, we can observe that in most cases, the attacker has
a smaller memory consumption than the processes shown in Table 1, indicating
that in similar adjustment score conditions, all processes would be targetable.

Restart Mode Configuration. While, as shown in the previous experiments,
the vast majority of processes may be targets of OOM Confusion Attacks, even
if executed from user space, such processes may restart automatically, lowering
the attack impact. Systemd, in particular, allows to set a restart mode which
specifies whether and under what conditions the service should be automatically
restarted [35]. The available restart modes include no, always, on-failure, on-
abort, on-success, on-abnormal, and on-watchdog. A termination due to the OOM
killer would not trigger only on no, on-success, and on-watchdog. There are also
other settings, such as the delay before restarting or how many attempts to
restart the process should be done. Unless explicitly defined, the default behavior
is to not restart the process, preventing runaway restart loops in cases where the
service repeatedly fails. In Table 1, the Default Restart Mode column shows
the default settings found on the installation of the various applications. Some
critical services, since they may need to be resilient to failure, have a restart mode
explicitly defined. However, only a few have a restart mode set, indicating that
the majority, if targets of the attack, would not automatically restart. We also
analyzed the restart mode configuration of all services running under systemd
in a default installation of Ubuntu24.10LTS server. Of the 524 services handled,
34 were set as always, 28 as on-failure, 7 as on-abort, and 456 as no, indicating
that only a small subset of services restarts unless explicitly stated by the user.

6.6 Induced Process Spawning Attacks Use Case: Exim

In the induced process spawning scenario, the attacker interacts only through
the system’s interface, and has therefore limited knowledge and capabilities. To
understand the requirements necessary for OOM Confusion Attack feasibility,
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we examine Exim [13], a widely used mail transfer agent (MTA) on Unix-like
systems. Exim handles email delivery using a forking model, spawning a new
child process for each connection. These child processes persist while the session
is active and consume memory based on processed data, making Exim an ideal
attack target in this scenario (Sec 4.1). The attack exploits Exim’s forking model
by remotely opening numerous email connections, ensuring each child process
consumes controlled memory. The goal is to trigger the OOM killer to terminate
the Exim parent process, potentially disrupting mail delivery. To evaluate attack
feasibility, the attacker needs the badness and adjustment scores of the children
and target process, the number of spawnable children, and the required memory
to fill. Some of this information is accessible—assuming no custom modifica-
tions of adjustment scores were made on the target system, which is uncommon
(Sec 6.5). The attacker can set up a local test environment with Exim to monitor
forked processes’ memory allocation and badness and determine default limits
on children from both the application and cgroup controls. Note, however, that
Exim’s default child process limit is 20, far below what is typical in real envi-
ronments. Public project analysis shows this limit is often increased (Table 4a).
Additionally, in default settings, the parent and target processes do not restart
automatically. The required memory to fill remains unknown to the attacker.
They may first test feasibility by spawning as many large children as possible
directly on the victim server or proceed directly, ignoring precise memory calcu-
lations, as memory does not modify the attack requirements, and the attacker
would have no control over it. To evaluate attack feasibility, we conducted an
experiment by launching the Exim server on a virtual machine and connecting
to it from the host, with the objective of killing the parent Exim process. The
results are shown in Table 4b. Each child process had a badness score of 4792
and a PSS (Proportional Set Size) value of 4063 KB. Each experiment was re-
peated 10 times to ensure result consistency and estimate the mean values of the
attack. Every attack attempt was successful. Note that the difference between
the theoretical number of children processes to spawn (computed through Eq. 5),
is consistent with the experimental ones. As shown in Table 4b, all configura-
tions except the default settings would be vulnerable to the attack. Notably, the
suggested system requirements, where mentioned, never exceeded 8 GB.

7 Discussion and Mitigations

While our experiments demonstrate the feasibility of OOM Confusion Attacks,
presenting their effect on the system, the exposure of common applications, and
the lack of mitigations implemented in default configurations of Linux distribu-
tions found in common hosting services, the final objective of our work is that of
identifying mitigations against the attack. System administrators can mitigate
the risk of OOM Confusion Attacks by conducting a threat evaluation to identify
potential targets and attack vectors, and then tuning the system accordingly by
adding RAM and swap space to the system, assigning custom score adjustments,
or limiting the number of processes and memory usage.
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Table 4: Experiments on OOM Confusion Attacks against Exim attacks.

(a) Examples of connection
limits in public Exim projects.

Project Max Host
Exim default 20 Inf
MXroute [22] 5000 Inf
Baruwa [2] Inf 60
Wikimedia [17] 4000 5-50
MailCleaner [3] Inf Inf

(b) Results of attacks against Exim in various sce-
narios.

RAM Free Memory Theory Exp. TTK
1GB 772656 KB 194 188 3.74s
2GB 1786880 KB 443 439 8.87s
4GB 3733504 KB 923 922 18.3s
8GB 7758204 KB 1924 1939 43.7s

Adding RAM to the system is an effective strategy only when the limit on
the number of spawned processes is not dependent on threads_max. Otherwise,
the main beneficial effect of adding RAM is to increase the time required to
complete the attack, as shown in Table 1.

Adding Swap Space is generally a good strategy, as it increases the amount
of memory the attacker needs to fill to conduct an OOM Confusion Attack with-
out affecting the constraints in the number of processes. Furthermore, it extends
the time required to perform the attack.

Assigning score adjustments is an effective method of preventing attacks
on critical processes. To configure adjustments effectively, system administrators
should consider the relevance of each process, its expected memory utilization,
and its exposure to untrusted actors. Assigning lower adjustment values to criti-
cal processes and potential attack targets ensures they are terminated only when
absolutely necessary. Assigning higher values to processes exposed to untrusted
actors, such as network-exposed services or processes spawned from user inter-
action, mitigates the risk of them being abused to perform an OOM Confusion
Attack. Even when a score adjustment is assigned to a single process, by default,
it is automatically propagated to its child processes. For instance, Exim does not
provide a mechanism to assign a custom oom_score_adj to the child processes,
causing them to inherit whatever adjustment is assigned to the main process.
Consequently, in the scenario presented in Section 6.6, assigning a low score ad-
justment to the main Exim process would not protect it from the attack, as the
adjusmtent would also be propagated to the children spawned by the attacker.

Limiting the number of processes that a user or a service can spawn
helps system administrators reduce the risk of OOM Confusion Attacks , by
forcing the attacker to spawn larger processes to consume enough memory to
trigger the OOM Killer, resulting in a higher badness score for those processes.
However, this solution requires a trade-off between system security and usability.
Furthermore, limiting the number of processes a service can spawn, might expose
it to thread exhaustion attacks.

Memory constraints through process grouping can sometimes be coun-
terproductive in preventing OOM Confusion Attacks. When such limits are en-
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forced using cgroup v2, the default behavior is to invoke the OOM killer on
the processes inside the cgroup when the limit is reached, making all process
within the cgroup potential targets. For example, in the scenario presented in
Section 6.6, setting a Memory consumption limit on the Exim service would pro-
tect other processes on the system but would also make the Exim main process
easier to target, as it would reduce the amount of memory required to invoke
the OOM killer. Therefore it is fundamental to isolate the processes potentially
controllable by an attacker to the potential targets. In such case, cgroups can
prevent processes inside the group from exhausting system memory and target-
ing processes outside that group.

The Race Condition presented in Section 6.4 deserves an additional note.
The straightforward solution to remove the race condition would be to assign a
-1000 adjustment to systemd and the kernel processes. Since the process cannot
be killed anyway, this would not directly impact the functionality of the OOM
killer. The indirect effect, however, is that such services would have to explicitly
assign 0 as the default adjustment score to the spawned processes after they
are created, which would obtain - initially - a privileged adjustment score. This
solution may create the risk of an attacker being capable of spawning rapidly
many processes, which would, however, have an adjustment score of -1000, being
therefore unkillable.

8 Conclusions

In this paper, we introduced OOM Confusion Attacks, a novel class of Denial of
Service attacks that exploit the Linux OOM killer as a confused deputy. These
attacks leverage the heuristic-based decision-making of the OOM killer to ma-
nipulate it into targeting victim processes instead of the attacker’s processes.
We conducted an in-depth evaluation of the requirements for OOM Confusion
Attacks both through a formal iterative analysis to assess the feasibility of the at-
tack and a comprehensive set of experiments demonstrating its impact on target
systems. These experiments also evaluated the exposure of common applications
and commercial hosting services to OOM Confusion Attacks. Additionally, we
identify race conditions that can be exploited to block the recovery of privileged
services. A final discussion has been presented to propose strategies and miti-
gations to increase the resilience of systems, and in particular critical services,
against OOM Confusion Attacks. Future work should further investigate the
feasibility of attacks in different scenarios, and evaluate the impact of proposed
mitigations on the usability of the system.
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