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Abstract. Tiny Machine Learning (TinyML) allows to move the intelli-
gence processing as close as possible to where data are generated, hence
reducing the latency with which a decision is made and being able to
process data even when remote connection is scarce or absent. In this
technological scenario, Ultra-Wideband (UWB) radar data represent a
new and challenging source of data providing relevant information, while
guaranteeing the privacy of users. This paper introduces a novel TinyML
solution able to count the number of people in a given area by processing
UWB radar data. This novel solution was carefully designed to guarantee
a high counting accuracy, while reducing the memory and computational
demand so as to be executed on tiny devices. Experimental results on
a real-world UWB radar dataset show the effectiveness of the proposed
solution.

Keywords: Tiny Machine Learning - Ultra-Wideband (UWB) radar -
People Counting.

1 Introduction

In the most recent technological landscape, tiny devices are becoming one of the
main areas of technological breakthrough. As Internet-of-Things (IoT) units,
embedded systems, and edge devices become more present in the technological
environment, the scientific trend reflects the displacement of data processing
closer to where the data are generated. This aims to increase the autonomy
of tiny devices since decisions can be taken locally, while reducing the energy
consumption (since transmitting is far more energy-demanding than processing
the data), the required bandwidth, and the latency of decision-making. Designing
Machine Learning (ML) models meant to operate on tiny devices requires to
completely redesign the traditional ML models and algorithms due to the severe
technological constraints on memory, computation and energy consumption [27,
4,5].
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This is exacly where Tiny Machine Learning (TinyML) comes into play by
introducing tiny models and algorithms as well as approximate computing mech-
anisms (e.g., quantization and pruning) to design ML solutions able to satisfy
the aforementioned technological constraints of tiny devices [23,2].

One of the most promising applications for TinyML is presence detection,
aiming at identifying the presence of one or more persons in a given environment.
However, current solutions rely on the processing of images taken from video
cameras or microphones [26, 7], hence potentially impacting on the privacy of
users.

In order to deal with and address this privacy issue in detecting and counting
people, we introduce the use of Ultra-Wideband (UWB) radar, which shows to
be a promising radar technology for human activity recognition [10, 15]. From
the technological point-of-view, UWB radar devices are characterized by precise
recordings (in the order of the mm), low energy consumption (generally below 0.1
W) and fast acquisition of data (in fractions of seconds), making them valuable
solutions even for tiny devices. In this perspective, TinyML solutions for UWB-
radar will pave the way for a large number of interesting applications based
on tiny devices and will guarantee the privacy of users. Very few examples of
TinyML solutions operating on UWB radar data are available in the literature
[20,19] and currently none of these solutions addresses the problem of people
counting.

The aim of this paper is to introduce a novel TinyML solution for people
counting in UWB radar data. The core of the proposed solution, which is inspired
by the solutions described in [19, 20], comprises a suitably-defined preprocessing
phase to extract relevant information from radar data and a novel family of
Convolutional Neural Networks (CNNs) characterized by a custom design of
tiny dilated convolutional blocks and the use of quantization mechanisms to
reduce the computational and memory demands. The people counting problem
has been reformulated, for the first time in the literature, as a regression problem
to estimate the number of people present in the radar data and the considered
application scenario referred to person counting inside a car. The UWB radar
signals, in the form of range-Doppler maps, have been collected in real-world
conditions with a microcontroller unit that includes a UWB radar module. These
signals have been acquired inside a car, so as to count the number of passengers
present in the backseat.

The presented solution targets tiny devices with extremely limited amounts
of memory, computational power, and power consumption budgets. This char-
acteristic makes the solution interesting for application scenarios in which:

— a continuous source of energy is not available, e.g., inside of a car;

— the cost of the device is relevant, e.g., when a lot of devices need to be
deployed inside of an entire building to control smart lighting and air con-
ditioning systems;

— other types of sensors do not work, e.g., cameras don’t work well in the dark,
while microphones don’t work in space.
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The effectiveness of the proposed solution has been experimentally evaluated
on the acquired UWB radar dataset for people counting and the memory and
computational demand of the proposed solution revealed to be compatible with
the technological constraints of the considered microcontroller unit.

The paper is organized as follows. Section 2 introduces the related literature,
Section 3 describes the proposed solution and Section 4 details the experimental
results. Conclusions and future works are finally draws in Section 5.

2 Related literature

This section includes a thorough analysis of the current state of the art on the
field of UWB and UWB-radar data processing in deep learning and TinyML.

2.1 People counting with Radar Data

The usage of radar data for various human-monitoring tasks has recently become
central in the scientific community. Notable examples of tasks addressed with this
technology include presence detection [12,10,15] and human activity recognition
(HAR) [18,14,25,13].

Nevertheless, the literature shows a large variety in terms of the technical
solutions for the radar (e.g., UWB-radar, MFCC frequency modulated radar),
the number of radar devices used, the number of antennas embedded in each
device, and the family of the proposed algorithmic solution - e.g., Digital Signal
Processing (DSP), Machine Learning (ML), Deep Learning (DL).

The same variety is present also for the task of people counting using radar
data. For example, in [28] multiple MFCC radar were deployed in a room to
perform people counting by using a DSP algorithm.

Various works that use UWB-radar data are also present in the literature.
[6] and [15] proposed to use a ML algorithm based on clustering techniques to
perform people counting for single antennas radar and Multiple-Input-Multiple-
Output (MIMO) radar, respectively. Other works explored the usage of DL al-
gorithms, and in particular CNN, used in conjunction with the spectrograms of
the signal [29,21]. These works modeled the problem of people counting as a
classification task.

Despite the interesting approaches proposed by the literature, none of the
works for people counting with UWB-radar data is tailored for the porting to a
real-world embedded device.

2.2 Tiny Machine Learning

TinyML is a field of study that combines Embedded Systems and Machine Learn-
ing. It explores ML models and architectures to be executed on small and low-
power devices. In order to design these kinds of solutions, strong constraints in
terms of memory, computation and power have to be taken into account [27].
The literature in this field focuses on the design of approzximated deep learning
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solutions [24,8]. Techniques such as weight quantization[11], pruning [16] and
Gate-Classification CNNs [9] have been developed in order to make the porting
of such algorithms possible [23]. For example [3] combines both pruning and
precision scaling were combined to make large CNNs able to be executed in IoT
units.

Some notable applications of TinyML that have received a lot of attention
in recent years include the analysis of audio [26] and visual data [7] to perform
tasks that aim at detecting the presence of people in an environment. These
solutions are usually limited to perform detection, which is a binary task to only
distinguish between the presence or absence of the target. Recent solutions [17]
expanded the field by introducing the task of object detection in the TinyML
context, aiming to detect the presence and position of multiple targets in pic-
tures.

2.3 UWB-radar usage in TinyML

In the context of TinyML, UWB-radar data were recently exploited to perform
tasks of presence detection and subject recognition [19,20]. These works intro-
duced a family of Convolutional Neural Networks, called TyCNN, specifically
designed for the analysis of UWB-radar data on tiny devices. Despite not being
designed for people counting, these solutions will be considered in the design of
the proposed solution, as described in the next section.

3 People Counting in UWB radar: the proposed solution

The proposed solution for people counting in UWB radar relies on a convolu-
tional neural network for regression, called TyCNN-R that has been suitably
designed to deal with UWB radar data. One of the distinguishing features of
TyCNN-R is that the final layer is a single-neuron final dense layer, which is
meant to provide an estimate of the amount of people present in a UWB record-
ing. We emphasize that TyCNN-R extends TyCNNs, which is the family of the
state-of-the-art CNNs for presence detection [20] and subject recognition [19]
on UWB-radar data for tiny devices.

The rest of the section is organized as follows. The problem formulation and
the technological setting are introduced in Section 3.1. Section 3.2 describes
the preprocessing of UWB radar data, while the architecture of the proposed
TyCNN-R is detailed in Section 3.3. The computational and memory demand of
TyCNN-R are provided in Section 3.4.

3.1 Problem formulation and technological setting

The problem of people counting has been formalized as a regression task with
discrete dependent variables associated to the people count. In particular, the
task consist in associating to an input UWB record I a label y; € N:
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yr: the number of people are present in the record I.

In our specific case, due to the limited size of the considered space (i.e., the
backseat of a car), y; can assume only values in {0,1,2,3}.

Since the maximum amount of people present in the record is fixed, such
a formalization could share some similarities with a classification task, but we
opted for a “discrete” regression task, since the “distance” among the classes is
meaningful.

Data have been acquired in an in-car setting by an ESP32 microcontroller
unit with a UWB radar module, equipped with a couple of TX and RX antennas.
From the technological point of view, the considered radar module is capable of
performing a scan of the environment and returning a 65-values-long vector of
imaginary values representing energy intensities, where the values at position 1
and 65 represent the closest and the furthest spatial bin, respectively. The radar
can detect subjects in a 60° cone and its working range of distance is set to 0-
3m. During the acquisition phase, a 20-second radar scan at 10Hz is considered,
resulting on a range-time map of 65 x 200 for each dataset sample. A description
of the dataset and further technological details about UWB radar can be found
in [20].

A sample of the dataset in which one person is present in the seat closer to
the radar is shown in Fig. 1. We emphasize that, as detailed above, the sample
is organized into a 65 x 200 matrix and that the figure shows the absolute value
of the complex values.
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Fig. 1. A sample of the dataset. The sample is organized into a 65 x 200 matrix and
represented values refers to the absolute value of the complex values. In this specific
case the person captured is represented by a higher signal intensity in the top part of
the image, being closer to the sensor

3.2 UWRB radar data preprocessing

The UWB radar data preprocessing, which is detailed in what follows, comprises
four main steps: Fast Fourier Transform, scaling, bin selection, and frequency
selection. All the preprocessing steps considered for the acquired UWB radar
data rely on the research carried out in [19, 20]:
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1. The Fast Fourier Transform (FFT) algorithm is applied to the raw data
acquired by UWB radar. The result is a 65 x 256 range-Doppler map, where
the y-axis represents frequency instead of time. The change in size, i.e., from
200 to 256 width, refers to the limitations of the on-device FFT processing,
where data used as input to the FFT needs to be arranged in a power-of-two
shape. In order to address the requirement the input data of the range-time
maps are zero-padded and a Hann window is used to smooth the transition
between zeros and actual data.

2. The outcomes of the FFT are then scaled logarithmically and the norm of
the imaginary values is computed. This results in the transformation of the
FFT data into real values.

3. The first 12 horizontal bins are removed due to the high presence of noise
in the bins closer to the device. The outcome of this step is a 53 x 256
range-Doppler map.

4. Finally a frequency selection step is carried out. This step consists in remov-
ing the frequencies above 1.66Hz, hence keeping only the frequencies between
0 Hz and 1.66 Hz since this frequency range typically covers human-related
activities. This allows to remove two thirds of the data in the range-Doppler
maps, hence reducing the size of the input of TyCNN-R and, consequently,
the memory demand on the device. The outcome of this step is a 53 x 86
matrix. Figure 2 shows an example of the outcome of this step.
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Fig. 2. 53 x 86 range-Doppler map after preprocessing step 4

We emphasize that finally a Z-score normalization is performed before pro-
viding the data to the network [30].



Unveiling the potential of TinyML for people counting in UWB 7

/ K Tiny Conv. Blocks

. Tiny Fully Linear People
— Pooling | . Conv. connec- Act Round conunting
X i Block ted ’
Y MxLxA1
2x2

j Conv. Conv. ReLU Ma.x

‘| layer 1 layer 2 Pooling

| layer

n rxr n rxr
filters filters

A Tiny Conv. Block

Fig. 3. An overview of the proposed TyCNN-R for people counting in UWB radar.

3.3 TyCNN-R: the proposed CNN for people counting in UWB
radar

An overview of the proposed TyCNN-R is given in Figure 3. More specifically,
TyCNN-R recevies in input a M x L x 1 image X, being M = 53 and L = 86 as
detailed in Section 3.2, and produces in output y; € N representing the people
counting in Xj.

In more detail, the proposed TyCNN-R for people counting in UWB radar
comprises three main phases:

— the initial phase comprises a 2x2 Max Pooling layer aiming at reducing the
input activation size and, consequently, reducing the number of weights and
the computational demand of the remaining two phases of TyCNN-R;

— the convolutional phase comprises a sequence of K Tiny Convolutional Blocks
(TCBs). Each TCB is organized into two consecutive convolutional layers
(characterized by a number n of r x r square filters, possibly dilated with a
dilation factor d) to extract the main features of the image, a ReLU activa-
tion function, and a Max Pooling layer, used to reduce the dimension of the
activation map;

— the final regression phase comprises a flattening layer, a dropout layer (with
dropout rate = 0.3) and a regression dense layer with linear activation. The
dense layer computes a single floating point value, which is consequently
rounded to assign the number of people present.

Summarizing, the main architectural parameters of TyCNN-R are the fol-
lowing;:
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— the number of TCBs K: it reports the number of TCBs present in the
network;

— the convolutional kernel size r: it represents both height and width of
the 2D convolution filters. The model uses square convolution filters of odd
dimensions. The value of r is fixed for all the convolutional layers in the
network;

— the number of filters n: it accounts for the number of filters for each
convolutional layer. The value of n is the same for all the convolutional
layers;

— the dilation rate d: an integer specifying the dilation rate of the convolu-
tional layers.

3.4 Computational load and memory footprint evaluation

In this section, we evaluate the computational and memory demands of the
proposed TyCNN-R network. To address this goal, we followed the definition for
the memory footprint m and computational load ¢ introduced in [20], which is
defined as follows:

C = Nops
m = (my, + Mg) - My

being n,ps the number of multiplications required to compute the inference,
m,, the number of the parameters of TyCNN-R, m, the number of values of
the activations and m, the memory (in Bytes) required to store a parameter
or an activation value. In our case, since both the weights of the network and
the input data are quantized, m,, is equal to 1 Byte. Furthermore, since we are
only performing the inference of TyCNN-R, mi, can be optimized by reusing the
same memory space for all the activations. By using this optimization, m, can
be reduced up to the maximum sum of the activations of two consecutive layers.

In order to obtain the values of memory footprint and number of operations
for each layer of the network, a specific analytic analysis has been conducted. The
detailed calculation for each type of layer can be found in [20], while a detailed
breakdown with the number of operations and memory footprint of TyCNN-R
layer by layer can be found in Table 1, where the notation introduced in Section
3.3 is used.

The volumes of each intermediate activation are also visualized in Figure 4.

4 Experimental results

The experiments and analyses carried out to prove the effectiveness of TyCNN-R
are described in this section. The technological requirements imposed by the tar-
get device for this application are introduced in Section 4.1. Section 4.2 describes
the training and evaluation of the proposed TyCNN-R, while a description of the
comparison used to evaluate the performance of the model is provided in Section
4.3. Finally, we provide and comment the results of the experiments in Section
4.4.
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H Memory footprint (Bytes) Number of operationsH
Input M-L-1 -
Pool0 (Weights) -

Input-Pool0 (Activations) & - L .1

Conv1_00 (Weights) r>-n4n -

Conv1_00 (Activations) % . % ‘n r2.n. % . %
Conv1_01 (Weights) r-n?4+n -

Convl 01 (Activations) 4. Z.n r2.p?. ML
Pooll (Weights) - B

Pooll (Activations) M. L.y 2.2.M . L
ConvK_00 (Weights) > -n?4+n -

ConvK_00 (Activations) 2% - % -n r2.on? ML
ConvK_01 (Weights) r-n®4+n -

ConvK_01 (Activations) 2]\—;{( . 2%( -n r2.n2. ZJVTI( ZLK
PoolK (Weights) - -

PoolK (Activations) T R 2.2 M. L
FC Classifier (Weights) St g onc 1+ 1 -

FC Classifier (Activations) 1 % . QK% ‘n-1

Table 1. Memory footprint and computational demand of the proposed TyCNN-R
architecture

4.1 Technological requirements

The designed people-counting application is expected to run on the same board
used to collect the dataset. This device is equipped with an ESP32 Microcon-
troller, a Flash memory of size 4AMB, two RAM memories, sized 520KB SRAM
and 16KB SRAM respectively (in RTC), and a 1800 mAh battery.

However, not all the resources on the device can be dedicated to the inference
of TyCNN-R, since the memory space and the computational power required by
the firmware and the rest of the application must be taken into account as well.
The actual requirements that TyCNN-R needs to meet to be ported on the target
device are summarized in Table 2.

H Resource Requirement H

Flash Memory < 3 MB

RAM < 150 KB
Execution time < 2s
Table 2. Maximum available memory dedicated to the neural network in the micro-
controller

These requirements were used as targets for the proposed algorithms. From
the memory point of view, the RAM memory requirements have proven to be
the bottleneck, and, for this reason, we provide for the proposed algorithm and
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Fig. 4. The volumes of each intermediate activation of the proposed TyCNN-R archi-
tecture.

the comparison the memory footprint m, a reliable estimation of the peak RAM
memory usage.

From the computational point of view, we provide as a proxy of the actual
execution time the total amount of operations c. Indeed, these two parameters
are related, and in former experiments the board has proven to be able to execute
roughly 12 - 10° Op/s during neural network inference [20].

4.2 Training and evaluating TyCNN-R for people counting

In order to provide unbiased results, the dataset is split into a training set (85%
of the available data) and a test set (15%).

The training set is initially used to select the best parameter configuration
for TyCNN-R, by performing a grid search over the parameters described in
Section 3.3 and detailed in Table 3. A 10-fold cross-validation approach was
used to evaluate each parameter configuration and the one providing the largest
accuracy was selected.

HParameter‘ tested values H
K {2, 3, 4}
T {5, 7}
n {12, 14, 16, 18, 20, 22}
d {1, 2}

Table 3. Grid search parameter range

We emphasize that all the values in the range selected for the grid search guar-
antee to meet the computational and memory limitations of the target device
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and the available training time and resources. Indeed, the increase of convolu-
tional block K number and dimension of the filter r induce an increase of both
the training time and the amount of on-device memory needed to run inference.

I Memory footprint (Bytes) Number of operations |

Input *53 - 86 - 1 = 4558 -
Pool0 (Weights) - -
Input-Pool0 (Activations) =26-43-1= 1118 2-2-53-86 = 18232
Conv1.00 (Weights) 49-12 412 = 600 -
Conv1_00 (Activations) 26 - 43 - 12 = 13416 49-12-26 - 43 = 657384
Convl.01 (Weights) 49 -144 4+ 12 = 7086 -
Conv1.01 (Activations) 26 -43 - 12 = 13416 49 - 144 - 26 - 43 = 7888608
Pooll (Weights) - -
Pooll (Activations) *13-21 .12 = 3276 2-2-26-43 =9116
Conv2_00 (Weights) 49-144 4+ 12 = 7086 -
Conv2_00 (Activations) *13-21-12 = 3276 49 -144 - 13 - 21 = 1926288
Conv2.01 (Weights) 49-144 4+ 12 = 7086 -
Conv2_01 (Activations) *13-21-12 = 3276 49 -144 - 13 - 21 = 1926288
Pool2 (Weights) - -
Pool2 (Activations) *6-10-12 =720 2-2-13-21 =1092
Conv3.00 (Weights) 49 - 144 4+ 12 = 7086 -
Conv3.00 (Activations)  #6-10-12 =720 49-144 -6 - 10 = 423360
Conv3_01 (Weights) 49 - 144 4+ 12 = 7086 -
Conv3.01 (Activations)  %6-10-12 =720 49-144 -6 - 10 = 423360
Pool3 (Weights) - -
Pool3 (Activations) *3-5-12 =180 2-2-6-10 =240
FC Classifier (Weights) 3-5-12-141=181 -
FC Classifier (Activations) %1 3-5-12-1=180

[Total 55957 13274688

Table 4. Memory footprint and computational demand of the proposed TyCNN-R
network (an asterisk marks the activations re-using such arrays)

The best parameter configuration obtained by the grid search is K = 3,
r=7n=12and d=1.

Then, the entire training set was used to train a TyCNN-R with the selected
parameter configuration, and its accuracy was evaluated on the test set. The
experiment is repeated 10 times with different initializations of the weights of
TyCNN-R and shuffling of the training data. The results are detailed in Table 6,
reporting the average accuracy results along with the 95% confidence interval.

For the training we considered the MSE as loss function, while Adam was used
as optimizer. The learning rate was set to 0.3e-4, and TyCNN-R was trained for
400 epochs. After the training, the full-integer post-training weight quantization
algorithm was considered [11]. The quantization algorithm has been applied both
to inputs and activations to minimize the memory footprint m of the network.
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The memory footprint m and the computational demand ¢ of the TyCNN-R
used for the experiments are reported in Table 4.

4.3 The proposed comparisons

In this section, as a comparison, we introduce a naive baseline and the TyCNN-C
architecture proposed in [19], suitably adapted to the problem of people counting.
We highlight the fact that TyCNN-C was originally proposed for a different
task, but being the only architecture working on radar data that matches the
constraints of tiny devices, it was adapted in this work to tackle the problem of
people counting and used as a comparison. In more detail, in our experimental
setting, we compared our solution with:

H Memory footprint (Bytes) Number of operations ‘

Input 53 - 86 - 1 = 4558 -
Pool0 (Weights) - -
Input-Pool0 (Activations) *26-43-1= 1118 2-2-53-86 = 18232
Conv1.00 (Weights) 49 - 22 4+ 22 = 1100 -
Conv1_00 (Activations) 26 - 43 - 22 = 24596 492226 - 43 = 1205204
Convl_01 (Weights) 49 - 484 4 22 = 23738 -
Conv1_01 (Activations) 26 - 43 - 22 = 24596 49 - 484 - 26 - 43 = 26514488
Pooll (Weights) - -
Pooll (Activations) %1321 .22 =6138 2-2-26-43 =4472
Conv2_00 (Weights) 49 - 484 4 22 = 23738 -
Conv2_00 (Activations) %13 - 21 - 22 = 6006 49 - 484 - 13 - 21 = 6474468
Conv2_01 (Weights) 49 - 484 4 22 = 23738 -
Conv2_01 (Activations) *13 - 21 - 22 = 6006 49 - 484 - 13 - 21 = 6474468
Pool2 (Weights) - -
Pool2 (Activations) *6 - 10 - 22 = 1386 2-2-13-21 =1092
FC Classifier (Weights) 6-10-22-4+4=5284 -
FC Classifier (Activations) x4 6-10-22-4 = 5280

[Total 126791 40697704 |

Table 5. Memory footprint and computational demand of the TyCNN-C' classification
network (an asterisk marks the activations re-using such arrays)

— naive baseline: We considered a simple algorithm that assigns the most
represented class in the training set to every datum in the test set;

— TyCNN-C for people counting: the TyCNN-C solution encompasses an
architecture similar to the one of the TyCNN-R, with the notable exception
of using a different classification head that manages the problem as a clas-
sification task. The classification task consists in associating to the input I
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to a categorical class y; € {0, 1,2, 3} where:

No person present in the record
One person is present in the record
Two people are present in the record

w NN = o

Three people are present in the record

In order to make a fair comparison, a grid search over the parameter de-
scribed in Section 3.3 has been carried out on TyCNN-C' as well, so as to
select the parameter configuration providing the largest accuracy. The out-
come of the grid search is the parameter configuration K =2, r =7, n = 22
and d = 1.

The TyCNN-C was trained using categorical cross-entropy as loss function,
Adam as optimizer, learning rate equal to 0.3e-4, and 400 learning epochs.
As for TyCNN-R, it was quantized after the training. The memory and com-
putational load of this model are detailed in Table 5. These values are com-
puted following the instruction provided in the paper proposing the network
architecture [19].

4.4 Experimental Results

Table 6 compares the accuracies of the Naive Baseline, of the TyCNN-C model
and the proposed TyCNN-R model, along with a comparison of the total memory
usage and amount of operations and estimates of the time and energy required by
a single inference with each model. The experiments have been repeated 10 times
with different initializations of the weights and order of the training data, and
the provided intervals are computed as 95% confidence intervals. Furthermore,
the confusion matrices of the proposed TyCNN-R and the comparison TyCNN-C
are reported in Fig. 5 and Fig. 6, respectively.

[Architecture Accuracy (%) Memory (kB) Ops. (10°) time (s) Energy (J)]
Naive Baseline 0.406 - - - -
TyCNN-C (adapted) 0.680 4 0.038 123.8 40.70 3.39 1.70
TyCNN-R
(proposed solution) 0.714 + 0.025 54.65 13.27 1.11 0.56

Table 6. Experimental results comparison for UWB radar people counting

The results clearly show that the TyCNN-R model outperformed TyCNN-C
by more than 3%, and it is far beyond the Naive Baseline. Moreover, TyCNN-
R is also characterized by smaller memory and computational demand. The
experimental results highlight that modeling the task of people counting as a
regression task, compared to modeling it as a classification task, shows promising
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Tue label
Tue label

1 2 3 0 1 2 3
Predicted label Predicted label

Fig.5. The confusion matrix for the Fig. 6. The confusion matrix for the
TyCNN-R architecture. TyCNN-C' architecture.

results when using constrained devices. The regression approach was in fact
capable of achieving the highest accuracy with less parameters on this dataset.

Finally, from the confusion matrix of TyCNN-R, it is possible to notice that
the errors committed by the model tend to concentrate on ”close” classes. This
property is enforced by the regression approach, since the distance among the
classes is considered during the learning phase. The confusion matrices highlight
also that the proposed TyCNN-R performs better in situations where there are
multiple targets present in the record.

5 Conclusion

The aim of this paper was to introduce, for the first time in the literature,
a TinyML solution for people counting based on UWB-radar. To achieve this
goal we proposed TyCNN-R, a new evolution of the TyCNN network design
previously used for presence detection and subject recognition. The effectiveness
and efficiency of the proposed solution have been successfully evaluated on a
real-world scenario for in-car people counting.

Future works will encompass the analysis of multi-antenna radar data, the
exploration of alternative methods for performing people counting, incremental
learning mechanisms to support the on-device learning, and the extension of the
use of UWB-radar to anomaly detection scenarios.

Environmental Impact

5.1 Execution

Considering a battery of 1800 mAh dedicated just to the execution of the algo-
rithm, with the tension of execution of the device set to 5V, the inference with
the proposed solution could be executed roughly 58000 times before needing to
be recharged. Considering executing inference 2 times per minute, an estimated
life of such a device would be 29000 minutes or approximately 20 days. These
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estimates do not include the collection of the data through the sensor nor con-
sumption while the device is in sleep mode, so it needs to be taken as an upper
bound of the expected life of a real-world device.

Given some of the possible applications of our solution (e.g., smart buildings)
highlighted in Sect. 1, we do believe that the adoption of tinyml-based solutions
like ours can have an overall positive environmental impact, as previously high-
lighted by [22].

5.2 Training

The training and evaluation of the proposed solution TyCNN-R was performed
on a cloud server encompassing an Intel(R) Xeon(R) Gold 53185 CPU @ 2.10GHz,
an NVIDIA A40 GPU and a ram total size of 378 GB. Various metrics concern-
ing the environmental impact of this machine were tracked during the training
with the use of codecarbon.io [1]. The server is a shared machine that is used by
multiple researchers at the same time, so the following measures should be con-
sidered an upper bound. The metrics measured during the training and testing
of a single parameter configuration are reported in Tab.7.

[ Metric value |

duration 802.033193 s
emissions 0.009262 kg CO2eq
emissions rate 0.000012 kg/s
energy consumed| 0.040946 kW
Table 7. Environmental impact metrics for the training of a single parameter config-
uration.

Having tried a total of 60 parameter configurations, a rough estimate of the
total amount of emissions and energy consumed is reported in Tab.8.

Metric [ value H
emissions 0.55572 kg CO2eq
energy consumed| 2.45676 kW
Table 8. Environmental impact metrics the training of all the parameter configura-
tions.
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