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Highlights 

 

• Fusion of machine and product sensor data to assess the asset’s overall health status. 

• Machine learning model uncertainty assessment through probabilistic condition estimation. 

• Dempster-Shafer inference to fuse information from different sensors. 

• Applied to an ultrasonic welding machine for disposable hygiene products, improving classification 

accuracy. 
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Abstract— This study presents a heterogeneous sensor fusion approach that jointly exploits sensors that 

monitor machine conditions and those that assess product quality for enhanced anomaly identification. In 

industrial practice, these sensor categories are typically treated independently, and their joint use remains 

limited in current literature. The proposed method adopts a two-level probabilistic strategy for fault 

classification at the local level, Gaussian Process Classifiers are trained on features selected from each 

sensor; at the global level, the estimated class probabilities are fused using the Dempster-Shafer theory of 

evidence, with belief assignments incorporating model accuracy and confusion matrix statistics. The method 

was validated on an ultrasonic welding machine used for producing disposable hygiene products. Results 

show that the weighted Dempster-Shafer fusion approach achieves an average classification accuracy of 

99.9% with a standard deviation of 0.1%, outperforming individual sensors and classical fusion methods. 

The technique also demonstrated robustness to noise, maintaining classification accuracy above 90% even 

when additive Gaussian noise with variance up to 100% of the original signal was applied to the test data. 

 

Index Terms — Machine health monitoring, Fault classification, Heterogeneous sensors fusion, Dempster-Shafer 

inference 

1 Introduction 

In modern industrial systems, ensuring both high product quality and reliable machine performance 

increasingly depends on accurate condition monitoring and diagnostics. This relies on extracting actionable 

insights from sensor data that describe both the machine's operating state and the characteristics of the resulting 

products. Typically, sensors installed on mechanical components, such as accelerometers or power meters, are 

used to assess the health of equipment (hereafter referred to as SM: sensors for machinery), while other sensors, 

such as imaging systems, are used to evaluate product quality (SP: sensors for products). These SP sensors enable 

detection of both geometric and non-geometric defects, supporting compliance with product specifications and 

quality standards [1]. Despite their complementary nature, these two categories of sensors are commonly analysed 
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in isolation. 

This separation is not only operational but also organizational. In practice, SM data are managed by 

maintenance or operations engineers, whereas quality engineers primarily analyse SP data. As a result, data from 

these two domains are often stored in separate databases, hindering integrated decision-making [2]. However, 

faults in the machine can affect product quality, and product-related anomalies may indicate early signs of 

equipment degradation. Combining SM and SP data can therefore improve fault detection and support more 

accurate diagnostics. Notably, defects can still occur even when machine parameters remain within acceptable 

limits [7], highlighting the limitations of relying solely on SM data.  

Recent literature has begun to explore integrated frameworks that consider quality, maintenance, and 

production jointly. For instance, Tasias et al. [3] developed a decision-making model using Bayesian control charts 

to optimally schedule inspections and maintenance, thereby minimizing joint quality and maintenance costs. 

Similarly, Markov Decision Processes have been employed to model the combined effects of machine breakdowns 

and quality failures [4] [5]. Condition-based maintenance policies that incorporate quality indicators have also 

been studied [6]. However, these approaches typically focus on system-level optimization and cost modelling, 

rather than directly fusing heterogeneous sensor data for real-time fault classification.  

At the sensor level, most sensor fusion methods focus on homogeneous SM signals and are typically applied 

to specific components such as bearings [8–11], gearboxes [10,12], or induction motors [13,14].  These studies 

often rely on vibration, acoustic, or current signals, which are well-suited to detecting faults in isolated mechanical 

systems. However, product-related data, despite offering valuable fault indicators, are seldom incorporated into 

these approaches. For classification, traditional sensor fusion frameworks commonly use Support Vector Machines 

[15,16], Convolutional Neural Networks [11,13,17,18], or Bayesian models [19–21]. While these methods have 

demonstrated strong performance in specific tasks, each presents practical limitations: SVMs do not naturally 

provide probabilistic outputs, CNNs typically require large labelled datasets and may be sensitive to variations in 

operating conditions, and Bayesian models often rely on prior knowledge or extensive historical data [19,20,22–

24]. These challenges can reduce their applicability in industrial scenarios, where labelled fault data may be 

limited, and process conditions are variable.  

To address this limitation, the Dempster-Shafer (DS) theory of evidence offers a flexible alternative. As a 

generalization of Bayesian theory, DS inference accommodates uncertainty and incomplete information by 

assigning belief values to sets of hypotheses, rather than relying on single-event probabilities. This makes it 

particularly well-suited for industrial environments with sparse fault data or partially labelled datasets. 

Evidence-theoretic fusion has already proved its worth in several manufacturing scenarios: Meng et al. devised a 

DS-driven classifier that raises decision accuracy with limited training samples [26]; Beyca et al. combined 

heterogeneous sensors from an ultraprecision-machining process via non-parametric Bayesian clustering followed 

by DS fusion for real-time monitoring [27]; for rotating machinery, Khazaee et al. achieved robust planetary-gear 

diagnosis through decision-level DS fusion of vibration features [28], while Yu et al. coupled deep-belief networks 

with DS to grade bearing-fault severity [29].  

More recent studies have addressed the two challenges of Basic Probability Assignments (BPAs) construction 

and scalability. Zhang et al. map each data source to a probability-distribution matrix via k-nearest neighbours and 

then apply evidential fusion, reporting average accuracy gains of 2.72 % and a further 6.80 % after belief-based 

feature selection [36]. A complementary study introduces a support-matrix BPA and a hierarchical DS 

combination rule that cuts computation by 66 % while improving classification accuracy by 4.66 % on ten 

large-scale datasets [37].  Gao et al. proposed a dual‑fusion graph convolutional network that couples an 

entropy‑weighted multi‑representation DS rule with a multi‑branch graph convolutional network, pushing 

accuracy above 99.7 % on two transmission benches [39]. A comprehensive 2024 survey by Xiao et al. confirms 

that systematic BPA design and conflict mitigation remain open challenges for real-world fusion tasks [38]. 
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Guided by these insights, we propose a two-level fusion framework: 

1. Local stage: for each sensor, features selected via the correlation-based filter [25] feed a Gaussian Process 

Classifier whose class-probability vector forms the primary evidence mass [26, 27]. 

2. BPA weighting: each mass is refined with the sensor’s prediction accuracy [28] and reliability indices 

extracted from its confusion matrix [29]. 

3. Global stage: the weighted BPAs are combined with Dempster’s rule, yielding an interpretable and 

noise-resilient diagnosis that inherits the scalability of the recent support-matrix and hierarchical fusion 

strategies [36, 37]. 

The method is validated on an industrial case study involving an ultrasonic welding machine for disposable 

hygiene product manufacturing. The results demonstrate that the proposed fusion strategy significantly 

outperforms individual sensors and conventional fusion methods in both classification accuracy and robustness 

under noisy conditions. 

The main contributions of this work are as follows: 

• A sensor fusion framework that jointly utilizes machine- and product-related data, enabling a more 

comprehensive assessment of overall machine condition. 

• A two-level probabilistic classification scheme using a Gaussian Process Classifier (GPC) at the local 

level and DS theory for global inference, incorporating both classifier performance and confusion matrix 

reliability. 

• A practical demonstration on a real-world industrial process, with comparisons against state-of-the-art 

methods and an analysis of robustness under varying noise levels. 

The manuscript is organized as follows. Section 2 provides a detailed description of the proposed method. 

Section 3 presents its application to a case study. The results are reported in Section 4 and discussed in Section 5. 

Finally, Section 6 provides the conclusions and outlines directions for future research and development. 

2 Method 

The overall structure of the proposed sensor fusion approach is presented in Fig. 1, which summarizes the full 

data processing pipeline. The system combines heterogeneous sources of information, SM and SP, to provide a 

robust, probabilistic classification of machine states. Raw signals from each sensor are pre-processed and 

transformed into a set of time-domain, frequency-domain, and custom features. Feature selection is performed 

independently for each sensor using a correlation-based filter method. Each selected subset feeds a local GPC, 

which outputs class probability estimates. These estimates are transformed into BPAs, also known as belief mass 

functions, and fused through Dempster-Shafer (DS) theory to obtain a global, uncertainty-aware decision. 

2.1 Data acquisition and features extraction 

The system integrates multiple sensors denoted as Si, where i = 1, …, M+P, with M sensors dedicated to machine 

condition monitoring and P sensors monitoring product quality . Each sensor Si collects a sequence of observations 

Oj , where j = 1,…,J.  Each observation is characterized by a set of features fj,k = [fj,1,  f j,2, f j,3,…, f j,k,…,  fjK], where 

k = 1,…, K. To build the classification model, data must be acquired under both nominal and faulty conditions. 

For binary classification tasks, each observation Oj is labelled with Lj, where 0 denotes the healthy state and 1 the 

faulty state. The dataset is then organized into a feature matrix X ∈ ℝ𝐽×𝑘, and a label vector L = [L1, L2, L3, … , 

LJ]. The dataset is split training and testing subsets: 𝑋𝑡𝑟𝑎𝑖𝑛 , 𝐿𝑡𝑟𝑎𝑖𝑛 and 𝑋𝑡𝑒𝑠𝑡, 𝐿𝑡𝑒𝑠𝑡. The training sets are used to 

fit the classification model, while the testing sets are used for model validation. Typically, 70% of the data is used 

for training and 30% for testing, with random partitioning. Due to the potential disparity in feature scales, feature 

standardization is applied. Each feature fj,k is normalized by subtracting the mean and dividing by the standard 

deviation computed over the J observations. 
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Fig. 1. Overview of the proposed heterogeneous sensor fusion framework. Raw signals from machine (SM) and product 

(SP) sensors are transformed into time and frequency domain features, selected via correlation-based filtering. Local GPC 

models estimate class probabilities, which are converted into belief assignments and combined using DS inference for 

robust global classification. 

 

2.2 Features selection 

Sensor and feature selection significantly influence monitoring performance. Irrelevant or redundant features 

are eliminated to enhance model efficiency and reduce computational cost. The goal is to identify a minimal-

optimal feature subset that maximizes classification performance. Feature selection is conducted per sensor Si, 

using both Pearson correlation coefficient r between features, and Point-Biserial correlation coefficients rpb 

between features and class labels. The Pearson coefficient for two features f1 and f2 is computed as in Eq. (1) 

𝑟(𝑓1, 𝑓2) =  
∑(𝑓1−𝑓̄1)(𝑓2−𝑓̄2)

√∑(𝑓1−𝑓̄1)2∑(𝑓2−𝑓̄2)2
. (1) 

The Point Biserial correlation coefficient is described in Eq. (2) where 𝑓𝑘
𝐿=1 and 𝑓𝑘

𝐿=0are the mean values of 

features 𝑓𝑗,𝑘 when they are observed in the conditions where the label L is 1 or 0, respectively. 𝐽𝐿=1 is the number 

of observations in which the label was 1 and 𝐽𝐿=0 is the number of observations in which the label was 0. For the 

previous definitions, 𝐽𝐿=0 + 𝐽𝐿=1 equals J.  

𝑟𝑝𝑏 =  
𝑓̄𝑘

𝐿=1−𝑓̄𝑘
𝐿=0

𝜎𝑘
√

𝐽𝐿=1𝐽𝐿=0

𝐽(𝐽−1)
. (2) 

𝑟 and 𝑟𝑝𝑏 are the basis for the feature selection process. The correlation coefficient r between features must be low 

to avoid redundant information. Conversely, the correlation rpb between features and classes must be as large as 

possible to predict the class effectively. The objective is to find the best combination of features that ensures these 

two conditions simultaneously. This is achieved by maximising the index ℎ as defined in [25], computed starting 

from equations (1) and (2) as: 
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ℎ =  
𝑛 𝑟̅𝑝𝑏

√𝑛+𝑛(𝑛−1)𝑟̅
,  (3) 

where n is the number of features in the subset, 𝑟̅𝑝𝑏 and 𝑟̅ the Point Biserial correlation and the Pearson coefficients 

averaged over the occurring subset. The implemented search is iterative and starts evaluating the index h for each 

of the single features fk from the overall population. The first chosen feature is the one providing the highest h. At 

the second iteration, the algorithm adds all the remaining features (f1, f3, …, fK) to the selected feature f2, one by 

one. This allows computing h K-1 times; the best couple of features is the one leading to the higher value of h. 

The new subset is compared with the best subset found in the previous iteration: if h increased, the best subset is 

updated; otherwise, the algorithm retains the last unexpanded best subset. The process iterates by selecting 

additional features fk (except the ones already included in the previous steps), and the algorithm may stop after a 

specific number of failed attempts to increase h (i.e., a maximum number of reversions b is reached) or after a 

specific number of iterations.  

The result of this process is the optimal subset of features [𝑓1 𝑓2 . . . 𝑓𝐾∗] associated with each sensor: K* is 

the reduced number of features for each sensor. The evaluation metric ℎ quantifies the relationship between the 

features derived from SM and SP with the machine condition. The minimum number of features, K*, extracted for 

the specific sensor also optimizes the computational effort required for the following classification models. 

As a term of comparison, another filter selection is applied, i.e., the FCQ (F-test correlation quotient) variance of 

Maximum Relevance and Minimum Redundancy (MRMR). Compared to other minimal-optimal methods, such 

as MID, MIQ, FCD, FRQ, and RFCQ, this variance exhibits higher performance for various subsequent 

classification models, as demonstrated by [30]. This method is based on the evaluation of the FCQ score, which 

utilizes the F-statistic to assess relevance and correlation, thereby evaluating redundancy. In this framework, the 

score is defined as follows: 

𝐹𝐶𝑄(𝑓𝑘) =  
𝐹(𝐿,𝑓𝑘)

1

𝑛
∑ 𝑟(𝑓𝑘,𝑓𝑛)𝑓𝑛

, (4) 

where, 𝐹(𝐿, 𝑓𝑘) is the F-score, r the correlation coefficient, n the number of features in the subset, and fn the feature 

already considered in the subset. The two methods are compared in terms of the training and inference times 

required. 

2.3 Local classification 

A first evaluation of the machine state is performed M+P times by each SM and SP sensor using a GPC, 

providing a local estimation of the machine condition. The optimized dataset 𝑿∗ has J rows (as the number of 

observations) and K* columns (as the reduced number of features): 

𝑿∗ =

[
 
 
 
𝑓1,1 𝑓1,2 . . . 𝑓1,𝐾∗

𝑓2,1 𝑓2,2 . . . 𝑓2,𝐾∗

. . . . . . . . . . . .
𝑓𝐽,1 𝑓𝐽,2 . . . 𝑓𝐽,𝐾∗ ]

 
 
 

 .  (5) 

GPCs provide probabilistic outputs p(L|X) ∈ [0,1] estimating the likelihood of each class. Model training first 

requires the tuning of the model’s hyperparameters, i.e., kernel types (e.g., squared exponential, Matérn, Rational 

quadratic [31]) and kernel’s inner parameters. This stage is performed through the grid-search method [32] that 

builds a discrete grid of values for all hyperparameters. Every combination of these values is evaluated by 

computing some performance metrics through the k-fold cross-validation method [33], a technique used for 

evaluating the model's performance, which involves dividing the data into k equally sized folds. The model is then 

trained k times, each time using a different fold as the test set and the remaining folds as the training set. The 

performance of the model is evaluated by taking the average of the k validation scores (e.g., accuracy) obtained 
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from each fold. In hyperparameter tuning, cross-validation is used because the point of the grid that maximizes 

the average score in cross-validation is the optimal combination of values for the hyperparameters. This process 

also helps mitigate overfitting since k-fold cross-validation provides a robust estimate of generalization 

performance and enables the selection of models that generalize well on unseen data. Moreover, the Bayesian 

formulation of the GPC contributes to regularization by optimizing the marginal likelihood, which inherently 

balances data fit and model complexity through prior assumptions. 

The model is then retrained with the optimized parameters. The tuned model is finally evaluated on the testing 

datasets X*
test and Ltest using the cross-validation technique again.  

For comparison, the same datasets and procedure are used to train a Multi-Layer Perceptron Classifier (MLPC), a 

neural network that provides probability estimates p(L|X) for each observation. Also in this case, the grid search 

method was used for hyperparameter optimization, i.e., number of iterations, number of hidden layers, and nodes 

[32].The metrics chosen for evaluating models’ performance are test accuracy and log-loss (or cross-entropy). The 

choice of these two metrics is justified by the desire to have both information on the correctness of the predictions 

(via the accuracy score) and the model’s confidence in the predictions themselves (by the log-loss). The accuracy 

represents the fraction of correctly predicted labels over the total number of observations, while the log loss 

measures the uncertainty of the probabilities estimated by the model, comparing them to the true labels. The aim 

of the process is therefore to maximise the accuracy while minimizing the log-loss.  The validated GPC model 

allows for the prediction of the condition of the machine for unseen observations 𝐿𝑛𝑒𝑤, applying a threshold to the 

posterior estimated probability 𝑝(𝐿|𝑋) equal to 0.5: 

{
𝑝(𝐿|𝑋) > 0.5 ⇒ 𝐿𝑛𝑒𝑤 = 0 

𝑝(𝐿|𝑋) ≤ 0.5 ⇒ 𝐿𝑛𝑒𝑤 = 1
. (6) 

2.4 Global sensor fusion 

Information from SM and SP sensors is fused in the global stage using DS theory of evidence to improve the 

accuracy and the reliability of the estimation. The definition of the DS parameters in this application is provided 

in Table 1.  

 

Parameter Formula Description 

Frame of Discernment 𝛺 =  {𝐿0, 𝐿1} List of all the possible events/hypotheses 𝐻. 

Power Set 2𝛺 = {{𝐿0}, {𝐿1}, 𝛺, ∅} Set of all the possible combinations of 𝛺. 

Mass functions (BPA) 𝑚: 2𝛳  → [0,1] Mass function (BPA), 𝑚(∅) = 0 and ∑ 𝑚(𝐻) = 1𝐻∈2𝛺 . 

Table 1. Definition and description of the parameters of DS theory applied to the case of interest. 

 

Referring to notation in Table 1, 𝐿0 is the condition L=0 and with 𝐿1 the condition L=1 and they represent all the 

possible events constituting the frame of discernment 𝛺. The M+P evidences related to the SM and SP sensors are 

characterized by their own BPA or mass function 𝑚𝑖 one per each event/hypothesis H defined in the power set 2𝛺. 

For instance, the mass function 𝑚1(𝐻) = 𝑚1({𝐿0}) represent the belief for sensor 1 related to the event H = {𝐿0}, 

i.e., nominal condition. The assignment of mass functions will determine the accuracy of the final inference. The 

classical and proposed weighted methods for belief assignment will be presented hereafter. Once mass functions 

are built, the DS combination rule is applied to each condition to join the sensors’ mass functions. 

Global inference is made for the new observation Lnew by choosing the hypothesis H supported by the maximum 

joint belief: 

𝐿𝑛𝑒𝑤 = argmax𝐻={𝐿0,𝐿1}{𝑚(𝐻)}, (7) 
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2.4.1 Classical BPA  

The classical approach utilizes the local (i) predicted probabilities of each hypothesis (H) 𝑝𝑖𝐻 to assign beliefs. 

Probabilities 𝑝𝑖𝐻 are weighted through the sensor’s model accuracy 𝑎𝑖. The mass functions for each subsystem are 

then assigned as: 

{
𝑚𝑖(𝐻) = 𝑎𝑖𝑝iH

𝑚𝑖(𝛺) = 1 − 𝑎𝑖
, (8) 

2.4.2 Weighted BPA 

This method is based on the normalized confusion matrix of the sensors related to each source, computed during 

the validation stage (i.e., using the testing dataset). Said H the actual machine condition and with 𝐻̂𝑖 the condition 

predicted by source i, the confusion matrix CMi related to sensor i is defined as follows: 

𝐶𝑀𝑖 = [
𝑇𝑃𝑖 𝐹𝑁𝑖

𝐹𝑃𝑖 𝑇𝑁𝑖
] = [

𝑛(𝐻̂𝑖=𝐿0)

𝑛(𝐻=𝐿0)

𝑛(𝐻̂𝑖=𝐿1)

𝑛(𝐻=𝐿0)

𝑛(𝐻̂𝑖=𝐿0)

𝑛(𝐻=𝐿1)

𝑛(𝐻̂𝑖=𝐿1)

𝑛(𝐻=𝐿1)

]. (9) 

Rows indicate the actual machine conditions (i.e., H={L0,L1}) and the columns the ones predicted by the sensor 

(i.e. 𝐻̂𝑖={L0,L1}). If the class L0 is set as the positive class and the L1 as the negative class, the first element of the 

matrix is the normalized true positives (TP), the second element the normalized false negatives (FN), the third 

element is the normalized false positives (FP) and the last one the normalized true negatives (TN). The same matrix 

can be interpreted as follows: 

𝐶𝑀𝑖 = [
𝑝(𝐻̂𝑖 = 𝐿0|𝐻 = 𝐿0) 𝑝(𝐻̂𝑖 = 𝐿1|𝐻 = 𝐿0)

𝑝(𝐻̂𝑖 = 𝐿0|𝐻 = 𝐿1) 𝑝(𝐻̂𝑖 = 𝐿1|𝐻 = 𝐿1)
], (10) 

where each element of the matrix represents the conditional probability of 𝐻̂𝑖 classified with sensor i, given that 

the actual condition is H, 𝑝(𝐻̂𝑖|𝐻), i.e., the likelihood of the prediction. CMi indicates the reliability of sensor i in 

pointing out faulty and healthy conditions. The diagonal elements represent the probabilities that the corresponding 

condition is correctly classified, while the off-diagonal terms represent the sensor’s probability of misclassification 

when the predicted condition is 𝐻̂𝑖 = 𝐿0 (first column) or 𝐻̂𝑖 = 𝐿1 (second column). The sum of each row vector 

of the matrix is equal to one. Being the results of the local stage validation, CMi is kept fixed in the following 

global stage. For BPA, probabilities 𝑝𝑖𝐻 are weighted not only through model accuracy 𝑎𝑖 but also exploiting the 

corresponding elements of the sensor’s confusion matrix CMi. The mass functions are: 

{
𝑚𝑖(𝐻)  =  

𝑝(𝐻̂𝑖|𝐻)

∑ 𝑝(𝐻̂𝑖|𝐻)∙ 𝑝iH 𝐻
𝑎𝑖𝑝iH

𝑚𝑖(𝛺) = 1 − 𝑎𝑖

, (11) 

Lastly, the capability of DS classical and weighted approaches with respect to single-sensor predictions is 

evaluated by computing accuracy means and standard deviations over 100 different random splits of the initial 

dataset into training and testing sets. 

2.4.3 Noise robustness analysis 

The effect of the presence of noise on the two fusion methods was analysed with numerical simulations in which 

Gaussian noise was added to the standardized feature sets in two different ways: 

1. Noise with zero mean value and increasing levels of variance (i.e., from 1% to 100% variance) to all entry 

elements. 
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2. Noise with zero mean and maximum variance was applied to an increasing proportion of the feature set 

dimensions (from 10% to 100%). For example, 20% noise indicates that noise was added to 20% of the 

model’s input entries. 

The noise is added randomly only to the testing datasets, as the scope of this analysis is to evaluate how the fusion 

models, trained with data acquired in real operating conditions, perform in terms of estimation accuracy.  

3 Case Study 

The proposed method was applied to an Ultrasonic Welding Machine (UWM) for the hygiene disposable 

industrial production. The UWM consists of a rotating wheel equipped with ten welding stations. The wheel 

rotation velocity depends on the production rate, which can vary from a minimum of 40 pieces per minute to a 

maximum of 80 pieces per minute per station. The parts to be welded are nonwoven fabric sheets connected by 

the ultrasonic welding process, which consists of an ultrasonic stack (converter, booster, and sonotrode) and an 

articulated system that ensures the alignment of the contrast element (anvil) with the welding terminal (sonotrode). 

The pressure between the anvil and sonotrode is a critical operative condition that is set during production and 

may vary from 0,20 to 0,35 MPa. In the ultrasonic stack, high-frequency voltage is converted into mechanical 

vibration. The amplitude of vibration increases within the booster and the sonotrode as they move towards the 

component, transferring mechanical energy to the joining area. The anvil, made of hard metal, features special pin 

patterns that allow energy to focus at the welding interface, providing the weld with the desired shape. 

3.1 Experimental setup and data sources 

It was possible to recognize anvil misalignment as the target condition to be identified: it is a consequence of 

mechanical faults in the anvil assembly and may cause inhomogeneity of the welding surface, a condition that 

degrades the quality of the weld and has a detrimental visual effect on the final product. A non-healthy operation 

was simulated by adjusting and fixing the lateral side screws of the anvil head, resulting in a tilt around its 

longitudinal (Left-Right LR misalignment) and transversal (Drive-Operator DO misalignment) axes. Preliminary 

experiments [34] and numerical simulations [35] allowed to define the type and number of sensors necessary for 

the target identification, as well as the most promising features to compute and extract from the raw signals. In 

this application, two types of SM sensors and one type of SP sensor are used: accelerometers (SM1) are used to 

measure the anvil vibrations; already embedded sensors (SM2) are used to monitor UW process parameters (i.e.,  

frequency, amplitude, energy and absorbed power), and a dedicated vision system located downstream of the 

wheel takes images of the welded seams. To ensure precise time synchronization of the SM and SP sources, data 

acquisition was managed via a distributed architecture consisting of Raspberry Pi-based smart nodes connected to 

the plant’s Programmable Logic Controller (PLC). The PLC provided synchronized triggers and process 

parameters that were used to align vibration signals, process metrics, and product images. This infrastructure 

allowed for consistent timestamping of heterogeneous data sources, ensuring that each data point could be 

unambiguously associated with the same production event. This event-based alignment is a fundamental 

requirement for reliable sensor fusion in high-speed industrial environments, as it enables the identification of 

causal relationships between machine behaviour and product quality. The data are finally sent to a common 

database via Wi-Fi connection where the learning models are executed and different sources are combined to get 

a final global assessment of the target condition.  

3.2 Feature extraction 

Features derived from acceleration signals included the most common descriptive statistics (i.e., RMS, Skewness, 

Kurtosis, Crest Factor, and Peak-to-Peak amplitude) and spectral features (i.e., centroid, skewness, and maximum 

amplitude component). The shape of the signal suggested computing more customized features, which might also 

be more robust to changes in production rate (i.e., production speed or pressure), such as the coefficients of 4th-
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order polynomials fitting the part of the waveform corresponding to the beginning of the welding unit opening 

movement (Fig. 2). The choice of fourth order resulted from preliminary experiments: lower-order polynomials 

failed to capture the waveform curvature differences between nominal and misaligned conditions, while higher 

orders added noise sensitivity and overfitting without improving classification performance. 

The behaviour of the welding station can also be quantified by the power absorbed by the ultrasonic generator, 

as well as the quartz oscillation frequency and amplitude. These parameters are provided by the plant PLC as the 

average values over each welding seam produced and can therefore be directly considered as features. Preliminary 

experiments revealed that misalignment impacts the values of these features, which were subsequently added to 

the feature matrix for sensor SM2. Access to the plant PLC system, trigger signals, and plant database enabled the 

synchronization of this source with the SM1 sources. 

Finally, the quality of the welding was inspected by looking at images of the final welded product. A mask was 

applied to each image to analyse only the welded areas. During the experiment, it was possible to associate each 

welding station with the corresponding product obtained, allowing for the synchronization of images with 

accelerometers and UW parameters. The features extracted aim at quantifying inhomogeneity, i.e. the presence of 

up/down and left/right gradients: the mean, standard deviation, skewness and kurtosis of the upper and lower strips 

(Fig. 3, left); the mean and standard deviation of the left, central and right part of the welding seam (Fig.3, right). 

 

Fig. 2. Part of the vibration signal where the distinction between the three conditions is appreciable in terms of waveform 

shape (left). Signal sections and fitting curves for the nominal (green) and misaligned conditions (red and blue). 

  
Fig. 3. Sections considered for evaluating up/down (left) and left/right (right) gradients in the image. Only the welded spots 

are used to compute and extract the features. 

3.3 Data acquisition and experiments 

Data from the SM and SP sensors were acquired when the machine was operating at the maximum production 

rate (i.e., 80 pieces/min per welding station). Data were acquired with three different values of anvil-sonotrode 

pressure (i.e., 0.2, 0.3, and 0.35 MPa) to evaluate the algorithm under different operative conditions. 1050 welds 

were produced from a single welding station. Half of the products were manufactured by imposing the artificial 

misalignment on the anvil. The label L=0 was assigned to nominal operation, while label L=1 was given to the 

low-quality condition. Features are selected, and classification models were trained and validated for each sensor, 

SM1, SM2, and SP, according to the method proposed in Section 2. Global fusion is then performed, and the two 

methods of DS inference are applied and evaluated.  

Up strip

Low strip

Left areas Right areas
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4 Results 

4.1 Local sensor fusion 

Table 2 gives the result of the feature selection method: the best features for each sensor are the three coefficients 

of the polynomial fitting for the SM1; the oscillation frequency and generator power for SM2; the grayscale level 

of the welded areas located at the top right corner of the image acquired by the SP sensor. The MRMR's best five 

features are also listed in order of importance in Table 2. 

 

 

 f* h f*MRMR 

SM1 [a4, a3, a0] 0.84 [a4, a0, a3, peak(f), a2] 

SM2 [Frequency, Power] 0.84 [Frequency, Power, Energy, Amplitude, Pressure] 

SP [Top-right colour] 0.79 [Top-right colour, Top-centre Standard Deviation, Up colour, Up Kurtosis, 

Bottom-left colour] 

Table 2. Selected features and subset metrics for each source, compared with the MRMR selected features. 

The subsets selected with the two methods show no substantial differences, apart from the number of features 

considered. This is due to the different method used to quit the iterations: in the first case the stopping parameter 

is the number of backtracks b (i.e., set to 5 in experiments), which is not necessarily coincident with the number 

of features in the subset; on the other hand, MRMR algorithm simply rank all the available features in order of 

importance, based on the FCQ score, and the maximum number of features can be set by choosing the first k ones, 

set to 5 in this example. For SM1, the correlation-based method converged on the three fourth-order polynomial 

coefficients, giving the score h = 0.84. This method maximises the subset index h (Eq. 3), which rewards high 

class–feature correlation and simultaneously penalises redundancy between the selected features; therefore, adding 

the spectral peak component peak(f), highly correlated with the polynomial coefficients, would reduce h and is 

rejected. The MRMR routine, by contrast, ranks each feature individually with the F-test correlation quotient 

before considering redundancy, so peak(f) still appears in fourth place of its top-five list. The difference therefore 

stems from the two methods’ stopping criteria rather than from a disagreement about feature relevance. 

Table 3 presents the validation accuracy, log-loss, precision and recall of the GPC and the MLPC on each sensor 

source (SM₁, SM₂ and SP), using features selected by the correlation-based method. Across all sensor sources, the 

GPC achieves a mean accuracy of 0.97 compared to 0.91 for the MLPC, and reduces average log-loss from 0.47 

to 0.22. It also records a mean precision of 0.99, compared to 0.92 for the MLPC, and a mean recall of 0.95, 

compared to 0.90 for the MLPC, demonstrating its enhanced ability both to detect true positives and to minimize 

false positives. Specifically, the GPC delivers perfect precision and recall on SM₂, whereas the MLPC’s precision 

on that source reaches only 0.86. Although the total number of correctly classified instances is similar for both 

classifiers, these gains in precision, recall and probabilistic confidence indicate that the GPC provides more reliable 

and discriminative predictions. 

The superior performance of the GPC over the MLPC is mainly due to two factors. First, the grid-search 

procedure selected an isotropic radial-basis-function (RBF) kernel for GPC on all three sources; the RBF kernel 

lets the model capture smooth, non-linear decision boundaries while its hyperparameters are automatically 

regularised by maximising the log-marginal likelihood, preventing over-fitting. Second, GPC’s fully Bayesian 

formulation propagates predictive uncertainty, inflating variances in regions with few training samples; this yields 

well-calibrated probabilities and, consequently, the lower log-loss values reported in Table 3 despite only a small 

gap in accuracy. 

When applying GPC with the MRMR features, the training time increases by 15% on average across the three 

sources (from 11.7 seconds for the correlation-based method to 13.4 seconds). Inference time remains under 0.01 
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seconds in both cases. In terms of accuracy and log-loss, the second method increases the accuracy value of the 

SP source to 0.95 and reduces the log-loss to 0.11. 

 

  GPC MLPC 

 
 

SM1 

Accuracy 0.99 0.93 

Log Loss 0.10 0.42 

Precision 0.98 0.99 

Recall 1.00 0.87 

 
 

SM2 

Accuracy 1.00 0.92 

Log Loss 0.32 0.46 

Precision 1.00 0.86 

Recall 1.00 1.00 

 

 

SP 

Accuracy 0.91 0.87 

Log Loss 0.23 0.54 

Precision 0.99 0.91 

Recall 0.84 0.83 

Table 3. Classification accuracy, log loss, precision, and recall for GPC and MLPC across sensor sources. 

 

Fig. 4 shows the estimated class 𝐿̂=1 probabilities 𝑝(𝐿̂ = 1|𝑋∗) obtained by applying the trained GPC on the 

testing dataset. The green points are the actual labels L of the dataset, while the red curve is made of the probability 

estimates of each sample data. 

 

 

Fig. 4. Estimated probabilities obtained for sensors SM1 (left), SM2 (centre), and SP (right). 

These results highlight differences in the prediction confidence among the three sensor sources. When the 

predicted probabilities deviate significantly from the true labels and fluctuate over a wide range, the model exhibits 

higher log-loss values, indicating lower confidence in its predictions. Among the sources, SM1 delivers the most 

confident and accurate predictions, which aligns with its lower log-loss score reported in Table 3.  

4.2 Global sensor fusion 

The fusion of information from different sensors increased the classification performances, as shown in Table 4 

and in the box plot of Fig. 5: both DS approaches provided higher accuracy values and smaller standard deviations. 

The proposed weighted DS fusion, which utilizes the sensor confusion matrix to determine BPA, has a positive 

impact on prediction performance compared to the classical method, which relies solely on sensor prediction 

accuracy. Fig. 5 - right shows the estimated class probabilities for L = 1 after applying global fusion methods. The 

estimated probabilities are almost superimposed with the true labels’ probabilities. 
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Accuracy Mean Std. Dev. 

Weighed DS fusion 0.999 0.001 

Classical DS fusion 0.996 0.003 

SM1 0.994 0.005 

SM2 0.995 0.007 

SP 0.891 0.015 

Table 4. Mean and standard Deviation of prediction accuracy for local and global classification. 

 

 
Fig. 5. Box plot of the prediction accuracy obtained with the local sources and applying DS combination in the global 

fusion (left). Estimated probabilities obtained by applying global inference with the weighed BPA on the test set (right).  

 

The sensor fusion also improves the classification in the presence of unexpected noise. Table 5 presents the mean 

prediction accuracy of each sensor under three levels of added Gaussian variance noise (0.01, 0.5 and 1), while 

Table 6 and Table 7 report the corresponding mean precision and mean recall, respectively.  Compared with the 

noise‐free performance in Table 4, increasing the noise variance produces a clear degradation in individual‐sensor 

metrics: for example, SM1 ’s accuracy drops from 0.99 to 0.83, its precision from 0.99 to 0.82, and its recall from 

0.99 to 0.85. By contrast, the classical DS fusion method preserves overall accuracy above 90 % when noise of 

different level is applied to each source separately, while the weighted method remains almost unaffected.  Fig. 6 

shows an example of this effect when the noise is added to SM1 : accuracy is lower than 92% for noise variance 

of 100% when the classical method is used, while it is higher than 98% with the weighted method.  

The same considerations hold if different percentages of elements in the data are randomly affected by noise, as 

in Fig. 7 - left: the higher the probability of random entry to have noise, the worse the performance of fusion with 

the classical DS method. If random noise affects all the sensors simultaneously, the general performance of both 

global fusion drops (Fig. 7 - right) to a maximum of about 80%. 

 

 

 Noise variance 

Accuracy 0.01 0.5 1 

SM1 0,989 0,935 0,832 

SM2 0,962 0,847 0,795 

SP 0,855 0,811 0,736 

Table 5. Mean prediction accuracy for different levels of variance noise added to the corresponding sensor. 

 

 Noise variance 
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Precision 0.01 0.5 1 

SM1 0,988 0,925 0,820 

SM2 0,963 0,849 0,802 

SP 0,867 0,812 0,731 

Table 6. Mean precision for different levels of variance noise added to the corresponding sensor. 

 

 Noise variance 

Recall 0.01 0.5 1 

SM1 0,990 0,947 0,852 

SM2 0,961 0,846 0,784 

SP 0,846 0,820 0,752 

Table 7: Mean recall for different levels of variance noise added to the corresponding sensor. 

 

 

Fig. 6. Effect of different levels of variance noise added on SM1 

 

  
Fig. 7. Different noise percentage added on SM1 (left), and on all sensors simultaneously (right). 

 

5 Discussion 

The correlation-based selection method allowed for reducing the initial feature set dimension from 37 to 6 

without decreasing prediction capability. The proposed method enables the identification of a smaller set of 

features that maximizes defect prediction. Additionally, in comparison with the MRMR method, there are no 

significant improvements that would lead to preferring this over the other. Furthermore, increasing the number of 

features can lead to overfitting and higher computational costs.  

Regarding the machine learning models trained for each source, GPC resulted in being the best one, compared to 

MLPC in terms of both prediction accuracy and log loss. The evaluation of estimated conditional probabilities 

allowed us to quantify and analyse the marginal contribution of each SM and SP sensor, both in terms of 

correctness and confidence of the estimations. Log loss values highlight differences in the prediction confidence 

levels between the three sources themselves. Accelerometers exhibit the best behaviour compared to the other 
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sources. In terms of prediction accuracy, values lower than 95% are obtained for the vision system source. 

Finally, applying the global sensor fusion has provided an improvement in performance with both DS methods. 

The weighted DS fusion method, which utilizes sensor reliability terms from the confusion matrix to determine 

BPA, has a positive impact on prediction performance compared to the classical method, which relies solely on 

sensor prediction accuracy. Furthermore, the noise sensitivity analysis demonstrates that the combination of SM 

and SP sensors enhances system accuracy in all cases. Indeed, despite the accuracy of the single sensor dropping 

to unacceptable values, the combination of the single-source estimations still provides more than 90% accuracy. 

It must also be noted that applying the same type and amount of noise to different sensors can yield different 

results, which is reasonably due to the varying ability of each sensor to distinguish the target classes, all other 

conditions being equal.   

5.1 Applicability and Limitations 

Some indications must be followed to ensure the applicability of the method in any other assessment domain. 

1. It is essential to obtain labelled data that accurately represents the different conditions or states of the system 

under investigation. In cases where historical big data is unavailable, it becomes necessary to conduct 

experiments to collect both in-spec and out-of-spec samples, ensuring proper synchronization of data across 

different sources. Moreover, the simulation of defects on the machine must accurately mirror the actual 

degradation and failure modes encountered during the machine’s operational life. Furthermore, the anomalies 

targeted for detection must affect both product quality, manifesting as visible imperfections, and machine 

component characteristics (e.g., variations in vibrations or temperature). Therefore, preliminary studies are 

necessary to identify the critical machine parts and parameters that directly affect the final product and to 

select the most suitable sensors to gather valuable and actionable data tailored to the specific application. 

2. The proposed feature selection method can be adopted if the approach is minimal-optimal, thus identifying a 

small set of features that, when combined, have the maximum possible predictive power. Otherwise, all other 

relevant methods must be preferred. GPC models can be computationally expensive if the feature set is large. 

Therefore, it is recommended to perform the model's training phase offline. Inference times are typically 

sustainable for the online implementation of the already trained model. 

3. The main limitation of this study is the reduced number of sensors and configurations in which the method 

has been tested. This study would likely benefit from additional tests with different anomaly configurations 

and with a higher number of SP and SM sensors installed. This was prevented due to the necessity of limiting 

the impact of this research on the operation of the industrial machine on which the tests were carried out. 

Modifying the system with the installation of new sensors or conducting a larger number of experiments would 

have caused impediments or waste of resources. This is the main drawback of experimenting on a real-world 

industrial scenario, for which preliminary analyses and well-considered choices are fundamental to set up the 

experiments. 

6 Conclusion 

This study proposes a sensor fusion method that combines data from both machine condition monitoring and 

product quality inspection. While these sources are typically analysed separately, their integration enables a more 

comprehensive and informative assessment of machine condition. The proposed approach adopts a two-level 

strategy: local estimates from each sensor are obtained using gaussian process classifiers, and then combined via 

Dempster–Shafer theory, with belief assignments incorporating classification accuracy and confusion matrix 

statistics. The method was validated on an ultrasonic welding machine operating under real production conditions. 

It achieved an average classification accuracy of 99.9% (±0.1%) over 100 randomized data splits. The gaussian 

process classifiers model outperformed a multi-layer perceptron classifier, with an average improvement of 6% in 
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accuracy and over 53% reduction in log-loss. The proposed fusion scheme demonstrated robustness to noise: 

classification accuracy remained above 90% when additive Gaussian noise with variance equal to the original 

signal was applied to all test features from one source. Even under extreme conditions where all input features 

were affected by noise, the system maintained an accuracy close to 80%, despite being trained only on clean data. 

Future work will explore the generalization of the method to different types of faults and operating conditions. 

Furthermore, the development of real-time fallback strategies, such as sensor reliability estimation or data quality 

checks, will be considered to enhance robustness in scenarios where all sensor sources are simultaneously 

degraded. 
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