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ABSTRACT

The design of goal-oriented trajectories for spacecraft in close-proximity operations around
small Solar System bodies requires the solution of complex problems, based on reachability
sets or mixed-integer programming problems. Their onboard implementation could be
cumbersome due to tight onboard computational budgets. To overcome this limitation,
in this work, a GPU-accelerated implementation of the Alternating Direction Method of
Multipliers (ADMM) tailored to these trajectory optimization problems is presented. This
solver has been benchmarked both a laptop workstation GPU and an embedded Jetson
platform, comparing against a CPU-only implementation on equivalent hardware. Our
results show that the GPU-accelerated algorithm on the Jetson has similar runtimes with a
generic SCP on a laptop computer, enabling so branch-and-bound global-optimality loops
on onboard-like hardware in similar wall-clock time. This performance gain opens the door
to on-board re-planning and autonomous decision making in future SmallSat and CubeSat
missions.

1 Introduction

In recent years, interest in the Solar System minor bodies has surged, driven by their capacity to shed light on life
origins [31], illuminate the processes that shaped planetary formation [3], and potentially supply resources critical
for sustainable human endeavors both on Earth and in space [22]. Conversely, small bodies present a collision
hazard, with impacts with the Earth capable of inflicting global-scale devastation [11]. Consequently, planetary
scientists are prioritizing to perform comprehensive investigations of these bodies surface compositions, internal
make-up, and physical characteristics [37]. While telescopic surveys can only provide rudimentary estimates
of size, shape, and spin, obtaining high-resolution, in-situ measurements via robotic missions is essential to
accurately determine their material properties and dynamical behaviors [9]. To this end, a succession of spacecraft
have been dispatched to explore both asteroids, such as NEAR Shoemaker [35], OSIRIS-REx [24], and Hayabusa2
[45], and comets, including Stardust [6] and Rosetta [20]. Upcoming missions like Psyche [26] and RAMSES [23]
promise further insights. In parallel, the joint NASA-ESA Asteroid Impact and Deflection Assessment (AIDA)
initiative was conceived to evaluate kinetic impact strategies for neutralizing potentially hazardous Near-Earth
Objects [14]. Under this program, NASA’s DART probe successfully collided with Dimorphos in 2022 to test
deflection techniques [10], and ESA’s Hera will revisit the Didymos binary in 2027 to assess the long-term effects of
that collision on the system’s dynamics and physical state [28]. Beyond traditional missions, the rise of CubeSats
and other SmallSats has begun to democratize deep-space exploration, delivering significant scientific output
at a fraction of traditional mission costs [32, 43]. Both DART and Hera exemplify this trend, each deploying
tiny companion satellites, LICIACube [15] from DART, and Juventas and Milani from Hera [21, 16], to augment
observational capabilities. Stand-alone small spacecraft bound for asteroids are also under development, though
their stringent mass constraints typically necessitate high-efficiency electric propulsion to minimize onboard
propellant [29, 7]. Historically, trajectory design for close-proximity operations around minor bodies has fallen into
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two main paradigms: identifying long-lived, low-maintenance orbital paths [21, 26] or stitching together bespoke
waypoint sequences based on scientifically valuable viewpoints [17, 1, 2]. The former offers operational simplicity
but often struggles with the chaotic gravitational environments and constraints on lighting and range needed for
passive remote sensing. The latter provides scientific flexibility at the cost of laborious, time-intensive human
planning. To overcome both limitations, a new class of goal-driven algorithms has emerged: by encoding high-level
mission objectives, these frameworks autonomously generate trajectories through continuous replanning, using
tools like reachability maps, spatial diagrams of maneuver feasibility grounded in propulsion limits, to navigate
complex environments [39]. Recent extensions of this approach include global surface mapping of asteroids [8]
and mission planning tailored to binary systems under tight engineering and science requirements [36].

Despite their potential, current goal-oriented approaches depend on reachability maps. While robust and suitable
to be applied to onboard planning, they can be limiting for platforms equipped with continuous thrust systems.
To overcome these limitations, a new methodology, based on mixed-integer programming and sequential convex
programming (SCP), has been proposed recently [18]. However, both the approaches need relevant computation
resources, and their onboard implementation for spacecraft autonomy could be really cumbersome. In this work,
this challenge is addressed by developing a GPU-accelerated ADMM solver for goal-oriented trajectory design.
Specifically, a GPU-compatible ADMM is implemented in order to explore faster and more efficiently the nodes
generated by the branch-and-bound algorithm used to solve the MIP problem obtained for platforms equipped
with continuous thrust systems.

Results show that the algorithm exploiting the GPU-compatible ADMM is able to solve the full goal-oriented
problem on a power-constrained onboard-like hardware, represented by a nVidia Jetson, employing the same
runtime of the CPU-based algorithm running on a consumer laptop. This outcome opens the door to on-board
re-planning and autonomous decision making in future SmallSat and CubeSat missions.

2 Background

2.1 Goal-oriented trajectory design

The goal-oriented trajectory design challenge involves determining a path around a minor body that fulfills
specified scientific requirements within a fixed mission duration. In this framework, each scientific target is
expressed as a high-level condition that must be met along the spacecraft route to increase the scientific return.
Such targets vary with mission objectives, e.g., a close flyby at particular altitudes and latitudes for gravity or
radio-science experiments, or high-phase-angle limb passes to probe atmospheric layers. In this study, passive
remote-sensing tasks aimed at imaging surface features are considered. The scientific outcome is evaluated by
counting how many times the spacecraft field of view, represented as a nadir-pointing cone whose half-angle
matches the instrument aperture, captures a feature of interest. This model fixes the spacecraft attitude toward
nadir and excludes movable optics like mirrors or gimbals. These simplifications, commonly adopted in goal-based
trajectory planning [39, 36], are especially pertinent for small satellites, which favor passive sensors to reduce
power demands and avoid the mass and mechanical complexity inherent to articulated payloads.

As consequence, each scientific target can mathematically be represented as conical frusta (Fig. 1), which allows
to observe the specific feature 1) within a given range, to respect a desired ground sampling distance and avoid
safety concerns; 2) within a certain angle from the normal, to have a clear view of the feature.

2.2 Problem formulation

The generic low-thrust fuel-optimal problem can be specialized by considering the scientific goals. Given a
spacecraft equipped with low thrust propulsion system flying close to a minor body, the goal-oriented minimum-
fuel problem has the aim to find a trajectory satisfying all the scientific targets in a given timeframe while
minimizing the use of propellant. The goal-oriented minimum-fuel problem can be formalized as [18]

Problem 1 (General deterministic goal-oriented minimum-fuel problem)

MinimizeJ := —m(ty) — 7(x(t))

u(t)
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Figure 1 Representation of scientific goal. The green volume is the target region.
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wherex = [r,V, m]T is the state, embedding the position, the velocity, and the mass, respectively, T is the thrust vector
and Ty its attainable maximum value, I, the thruster specific impulse, and g, gravitational acceleration at sea
level. The term £(x, t) represents the free-body dynamics. The i-th scientific target is described by the position of the
feature r., the minimum and maximum distance from the feature, rp, and ry;, respectively, and the semi-aperture
of the conical frustum a. The function 7 is a reward function, that must increase whenever a new scientific target
constraint is respected.

The free dynamics term f; in Eq. (1) is specialized for close proximity of a minor body. A non-inertial body
fixed frame is considered. This choice allows to have the feature positions to be fixed, independent of the time,
and ease the implementation of Egs. (3). Thus, defying w as the angular velocity of the main body,

£r(x,0) = £,(0,0+ D) —px —w X (WXT)—2wXV (4)

( ) g r—1; ) Apod(z) r—rg
ke?

+ = —
el [l — x| m ¢ |r—rxg?

3-body acc. SRP

where P is the set containing third bodies acting on the spacecraft and characterized by the gravitational parameter
M and relative position with respect to minor body 1. The solar ration pressure (SRP) is computed exploiting the
canonball model, with P, (1367 W/m?) the solar flux at 1 astronomical unit (AU), c is the speed of light, d,, is the
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Sun-Earth distance (1 AU), C, is the reflectivity coefficient of the spacecraft, A is its equivalent surface area, and
rg the position of the Sun.

The term f,(r, t) represents the gravitational acceleration exerted by the main body. Considering the complex
shapes of minor bodies, the use of the simple point-body model could produce inaccurate results. For this reason,
in this work, the tri-axial ellipsoid model is exploited[38]

% 1
‘/;1 (a2+u)A(u) du

3
fo(r,0) = —SH ISy mdu (%)

'/;1 (c2+u)A(u) du

where a, b, and c are the semi-axes of the ellipsoid, in decreasing order, %, j, and Z the Cartesian components of
position relative vector with respect to the ellipsoid (i.e., ¥ = r — 1), and A(u) = +/(a? + u) (b2 + u) (c? + u).

2.3 The goal-oriented convex problem

The general problem can be translated in a convex programming problem to be solved. In order to do so, first the
state and control are decoupled by means of two new control variables and a different metric for the mass[44]

IT@I] T(t)
;T =—=,
m(t) m(t)
Then, following the SCP paradigm, dynamics is linearized about a reference solution (%, @), with the control
vector defined as u = [z,T]7, and a trust-region constraint is added to keep the linearization valid [27]. Lastly, the
problem is discetized by subdividing the timespan [, ] into N segments, and both the state and the control are
projected into this time grid to have finite-dimensional variables, while the scientific constraints are handled by
using the Big M method.
Hence, the generic problem is converted in the following mixed-integer problem

I(t) = z(t) = In(m(t))

Problem 2 (Convex programming problem for the goal-oriented minimum-fuel problem)
Findy = [Xg, W, Y, Qi Vi), kK = 1,..., N, such that

J: =—zN+Z/1||vk||1+ZlmaX(0 M) — A Zmln 1, Zylk (6)
i=0 i=1 k=
is minimized, subject to
A=Ax+Bu+q+Nv=0 (7
the control constraints _
0<Ty <Tmaxe (A —zx +2Z) + N ®)
17|l < T 9

and the goal constraints

(fk - rCi) - Iy _
— e = (rm = 1R = g |1) = Mo < ML= yi) (102)
[T — e,
‘ e = —rull SMQ—y;p)  Sori=1..Ny (10b)
Iri = e | = (om0 r — 7)) < MO =730 (100)
and the trust region constraint
lIx—%|l <R an

Eq. (7) represents the general formulation of the dynamical defects related to a generic discretization method, with q
being a constant value. The variables v and 1 are the virtual controls and are added to avoid artificial infeasibility,
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while R is the radius of the thrust region.

Thevariable y; ;. is the index binary variable for the single scientific target, i.e., it is 1 if the target i is respected at
point k, and 0 otherwise, with M a sufficiently large value. The last term in Eq. (6) is added as a reward function to
maximize the number of sceintific targets visited during the spacecraft path.

In this work, the dynamics is discretize by means of a first-order hold (FOH) method. The control history is
approximated as a piecewise affine function, that is [27]
t t—ty

t _
u(t) = k+}q u, + .

Wy = A7 (Owy + A (O, (12)
In this case, the linearized dynamics becomes
X = Ax + BA™uy + BATuyy + (ff (X, @) — A%) (13)

In each segment, Eq. (13) could be integrated by exploiting the linear systems theory. Thus, the dynamical
constraint for each segment become [27]

Xp41 — (Aka + B]:uk + B;ukﬂ +qx + ‘Vk) =0 (14)
where

Ac = O(ty,tiyr)

. lk+1
B, = Akf @~ 1(ty, t)BA™ dt

79

. k41

Bf = A f @~ 1(ty, t)BAT dt

79

[t
qQ = Ak/ Oty 1) (Ff (X, 1) — AgX) dt

73

where ®(t, t) is the state transition matrix between time ¢, and time ¢.

3 The GPU-accelerated Programming Problem

Problem 2 could be solved by means of general a mixed-integer programming (MIP) solver. While previous works
show that this approach is efficient and robust to find a solution [18, 19], MIPs are notorious NP-hard problems
and thus, generally speaking, it is can not be solved in polynomial time. Additionally, increasing the discretization
points N or the number of targets N, increases the search space exponentially, hindering so its use in case of long
timespans or large target databases. Furthermore, the NP-hardness makes this algorithm hardy suitable on board
to increase spacecraft autonomy.

However, the algorithm used to solve Problem 2 is based on a branch-and-bound method which works by exploring
thousands of nodes out of the solutions tree. Thus, the process can be sped up by exploring more nodes at the
same time. Consequently, solutions to Problem 2 can be found faster if massive parallelization can be exploited.
While CPUs typically have only a handful of powerful cores optimized for sequential tasks, GPUs excel at highly
parallel workloads because they contain thousands of smaller, efficient cores designed to execute the same
instruction across many data elements simultaneously. Additionally, GPUs offer much higher memory bandwidth
and specialized hardware for common parallel operations (e.g., matrix math), allowing them to move and process
large volumes of data far more quickly when the workload can be split into many concurrent threads. Using GPUs
to solve multiple SCP problems at once has been already studied for fast Monte Carlo simulations[12], showing a
great reduction of computational times. Hence, it is expected that Problem 2 can be solved faster by exploiting
GPUs for parallel exploration of the nodes of the solution tree. It should be noted, though, that single GPU threads
have limited computation capability and available memory and, thus, reducing operations and allocations must
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be taken into account in the implementation.

The architecture of the GPU-accelerated solver for Problem 2 is given in Fig. 2. After the problem is initialized on
the CPU, the following loop is solved iteratively, until the convergence is reached: 1) On the CPU, the branch-and-
bound (B&B) algorithm selects some node to be explored (fixing the value of y); 2) Each problem is initialized
in the CPU and moved to the GPU memory; 3) On the GPU, each core solves a different problem in parallel; 4)
Solutions are copied back to the general memory and analyzed by the CPU. If convergence is not reached, the
B&B will select new nodes to be explored, and the loop starts again.

SCP_1 solved
SCP_2 solved
SCP_i solved
M cpu
GPU SCP_N solved

Figure 2 Algorithm architecture of GPU-accelerated solver for the goal-oriented problem.

Thus, in order to accelerate Problem 2 solution on the GPU, an SCP problem must be solved for each GPU
thread. This means that a convex problem is solved iteratively on each GPU thread. Hence, it become necessary to
implement a GPU-compatible convex solver. It could be noted, however, that this need is significantly different
from the other GPU-accelerated convex solvers (as, e.g., CuClarabel [13]). In those cases, in fact, only the most
computationally expensive, highly parallelizable, parts of the convex solver are moved to the GPU, while in this
work, the full convex solver must be run on each thread.

3.1 The GPU-compliant convex solver
A quick overview of convex solvers

When faced with a convex optimization problem, the choice of solver typically comes down to three broad classes,
each offering a different balance of speed, accuracy, memory usage, and robustness:

1) Interior-Point Methods. These methods solve the Karush-Kuhn-Tucker system directly at each iteration,
often via successive barrier-augmented Newton steps [5]. Because they leverage Hessian information,
interior-point solvers converge in very few iterations and attain high numerical precision, making them the
workhorse for moderate-scale, high-accuracy applications. Their downside is that each iteration requires
solving large linear systems, which can become a bottleneck both in runtime and memory footprint as
problem size grows into the tens or hundreds of thousands of variables [33]. Additionally, they have poor
warmb-start capability, that can increase runtimes in case of successive convex problems to be solved.

2) First-Order Methods. By contrast, first-order approaches, including gradient descent, proximal-gradient
methods, and coordinate descent, use only gradient or subgradient information. This makes each iteration
extremely lightweight and well suited to very large-scale or streaming data problems, where memory-
efficiency and per-iteration cost dominate [46]. A powerful subclass employs operator-splitting ideas, most
prominently the Alternating Direction Method of Multipliers (ADMM). ADMM alternates between solving
two easy subproblems (i.e., a linear solve plus a projection) and updating Lagrange multipliers, often
converging to modest accuracy in few cheap iterations. This makes it ideal for embedded or very large-
scale applications where medium-precision answers suffice and computational resources are limited[4].
Challenges remain in parameter selection (step-sizes and penalties) and infeasibility detection, though
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techniques like homogeneous self-dual embeddings help mitigate these issues.

3) Active-Set Algorithms. Active-set methods maintain and update a working guess of which inequality
constraints are active (i.e., tight) at the optimum. At each iteration they solve a smaller equality-constrained
problem over the current active set, then add or remove constraints based on the gradient and dual
multipliers [30]. Because they only solve reduced systems, warm-starting from a nearby solution can
dramatically reduce work. However, in the worst case one may have to explore exponentially many
candidate active sets, so these methods can become impractical as the number of constraints grows [25].

In summary, for small to medium problems where high accuracy and robust convergence are paramount, and

where memory is ample, interior-point solvers remain the gold standard. For large-scale tasks, first-order methods
offer unmatched scalability, albeit with lower solution precision. In practice, a hybrid approach is common:
initialize a solution with a fast first-order to obtain a reasonably accurate estimate, then polish to high precision
via an interior-point solver on the reduced, warm-started subproblem. Since in this work, several large-scale
convex problem must be solved employing a limited memory footprint, the natural choice is using a first-order
method. Specifically, given its properties and the characteristics of the problems to solve, ADMM is considered to
be the most suitable methodology.

A glimpse on the Alternating Direction Method of Multipliers

As anticipated, the Alternating Direction Method of Multipliers is a methodology able to solve large-scale convex
problems in a fast and mildly accurate manner. It is based on solving alternatively two easy subproblems, namely,
a linear system and a conic projection. Specifically, consider a general quadratic conic programming problem

minimize %XTPX +q'x (15a)
subjectedto Ax=Db (D) (15b)
x€eC (15¢)

where x € R" is the decision variable, the cost is defined by a semidefinite matrix P € R"*" and a vector
q € R", the set of linear constraints D is defined by a matrix A € R"*" and the known terms b € R™, and the
convex constraints to a nonempty, closed and convex set C.
Following the ADMM paradigm, an additional decision variable z € R" is introduced, and the constraints are split,
so that x must respect the constraints in 2, while z the ones in €. Thus, the general conic problem is rewritten as

minimize %XTPX +q'x + Io(2) (16a)
subjectedto x—z=0 (D) (16b)
Ax=Db (D) (16¢)

Z€ECQC (16d)

where the I is the indicator function of the closed convex set C, i.e., [¢(z) = 0if z € C, Io(z) = oo otherwise.
The problem in Egs. (16) is solved first on x, keeping z constant, then in z, keeping x constant. Exploiting the
augmented Langrangian metodology in a reduced formulation [4], the steps to be solved iteratively are

. (1
X4, = argmin <§xTPX +q'x + §||x -z + uk||2> (17a)
X
Ziy1 = He (K1 + ) (17b)
W1 = W + X1 — Zi (17¢)

where u is the Langrangian multiplier and Il is the conical projection function, while p is a coefficient, that can
change during iterations, to balance the original cost function and the x — z constraint.
The step on x in Eq. (17a) can be solved by means of an indirect formulation
P+pl AT (|xp| _ |p(zc —w) — q

v b

A 0 (18)
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where v is the Lagrangian multiplier. Thus, it is required to solve a (potentially sparse) linear problem.
On the other hand, the step on z in Eq. (17b), requires to perform a conical projection, i.e., to solve the optimization
problem

Zpy = argmin ||V — (X1 + ) ||*>  subjected tov € C
Vv

that is to find the vector closest to x;.,; + u, inside the cone €. As an example, consider the projection problem
represented in Fig. 3, which represents the convex constraint (in green) |x| < ky. If we want to project the generic
point (u, v) onto the cone, there are three distinct cases:

1) If |[u] < kv, the convex constraint is already respected (i.e., the point is already in the green cone, as the
blue point). So, there is no operation needed, and the projection is (u, v);

2) If lu| £ —kv (i.e., the point is inside the grey cone), the closest point is the origin, so the projection is (0, 0);

3) Otherwise (as the red dot), the projection is (ak|u/|, ay), with a provided by the projection formula.
Even if this example illustrates a simple projection process, not all the projections onto convex sets enjoy a closed
formula. Additionally, if more convex sets constraint a single variable, a more difficult problem, with no closed
solution, must be solved (e.g., by means of Djekstra’s algorithm). Thus, it is generally easier and useful having
projection onto sets having a closed formula, and contemporarily having a single set for each variable.

v

Figure 3 Example of the projection onto a cone.

3.2 The GPU-accelerated goal-oriented minimum-fuel problem

Following the needs set by the ADMM algorithm, Problem 2 must be modified accordingly. The single convex
problem to be solved within Problem 2, with y selected by the B&B algorithm and so fixed is

Problem 3
Given a fixed value fory, find y = [Xy, Ay, Vi, O], kK =1, ..., N, such that

N N
Ji=—zy+ Zli||71k||1 + Zﬂi max (0, 7x) 19
i=0 i=0
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is minimized, subject to

Ax+Bu+Nv=gq Dynamics
X0 = X IC.
Tx+Vu—-n<K Lin. control
llzicll < T SOCC control
[[x—%|l; <R Trust region
(L7 <ﬁnT(rk —r, )) <0 Goal constraints

where all the dependences on y have been dropped for simplicity’s sake. The ADMM-compatible goal-oriented
problem, thus, becomes

Problem 4 (ADMM-compatible programming problem for the goal-oriented minimum-fuel problem)

Given a fixed value fory, find y = [Xy, Uy, Vi, D> Ok %i» &, kK = 1,..., N, such that

J ==z + 2297y + 129Ty (20)
is minimized, subject to
AX+Bu+Nv=gq D
Xy = )_(0 D
I'x+Vu—-n—-K=o0o D
c<0 C (neg. orth.)
llzill < Tk € (S0CC)
IIx—x[; <R C (¢1-ball)
e D
1 7

—r. )=o D
COS@n (rk rcl,k) 8i
Il | < g € (S0CC)

Red highlights the changes with respect to the convex problem in Problem 2. First of all, the virtual controls
are considered in the cost function in a quadratic fashion. This helps in having a quadratic problem that is
better handled by the ADMM, while not changing the structure of the problem itself. Then, the linearized control
constraint is split into a linear constraint and a negative orthant convex constraint. This change has two advantages
on the conic projection: it moves x and u out of a conic constraint, so that they will appear once and giving a conic
constraint on o that is easier to implement. A similar change is also applied to the goal constraints, where the
variable x an g are introduced to have x appearing only once in the conic constraints and a simpler SOCC for the
projection.

The ADMM problem must be then adapted to be run on a GPU. While it is generally compatible with a GPU kernel
(i.e., a function to be run on a GPU), limitations given by the GPU architecture (e.g., no dynamic arrays, memory
limitations, warp divergence, no BLAS functions) must be considered. Most of this characteristics are considered
within the code implementations. For example, in order to avoid warp divergence, ternary operators and Boolean
algebra are heavily exploited. On the other hand, same changes must be performed even on the problem itself.
In order to solve the system in Eq. (18), reducing the computational burden and the memory footprint, an LU
factorization with caching and no pivoting is applied. Specifically, considering that we have a symmetric block

matrix, the LU factorization is
I 01P A"|[xks1 _ Pz —m)—q @1)
Ap_l LS 0 US 4 b

L U
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where P = P+pl,and S = —AP~'AT, and Lg and Ug = DLg the LDL factors of S. Factors are cached and changed
only if p changes. Specifically, if p is changed, the system in Eq. (21) is solved by

1) Update P = P + ApI

2) Compute P~! by inverting its elements, since it is diagonal

3) Compute S

4) Compute the LDL decomposition of S

5) Compute X, with forward and backward substitution
If p is kept constant, only step 5. is computed. In this algorithm, sparsity is exploited to reduce the runtimes.
On the other hand, all the required conic projections are made of simple operations, so no adaptation is needed.
A notable exception is, however, the thrust region constraint, which is a ¢; — ball constraint. Even if a closed
formula exists, it takes sorting and divisions, that are complex operations to be performed on a GPU. For this
reason it is changed to a ¢, — ball constraint which enjoys a simpler projection. Thus, the thrust region is enforced
with

lx — x|l < R//ny (22)

where n, is the length of the x vector, inserted to keep consistency with the region radius.

4 Results

The algorithm has been tested on a scenario from [18]. The scenario is based on the ESA’s mission SATIS [42].
SATIS is a 12XL CubeSat having the aim to reach the asteroid Apophis before its flyby with the Earth in 2029 and
perform scientific activities to characterize the asteroid before and after its close encounter. In this case, the target
is modeled as a tri-axial ellipsoid [41]. The CubeSat is considered to be placed on an SSTO, generated with the
procedure in Takahashi and Scheeres [40], and perturbed by the SRP and the gravitational perturbatons by the
Sun, the Earth, and the Moon. This choice is common in CPOs close to minor bodies due to the stability of this
kind of orbit in a high-perturbed environment, like the one of Apophis close to its close encounter.

Table 1 summarizes the main values of both target and spacecraft associated to this scenario. Simulation parameters
and the SCP parameters are given in Table 2 and 3, respectively. All the simulations are carried out in Juliaon 1) a
laptop equipped with a 8-core Intel Core i7-10870H@2.20GHz laptop with 16 GB of RAM and a nVidia RTX3060
Laptop GPU, and 2) a nVidia Orin Jetson equipped with a 12-core ARM Cortex-A78AEwith 64 GB of low-power
RAM and a dedicated nVidia Ampere GPU.

Table1 Scenario I parameters. U indicates the uniform distribution.

Parameter Value

Initial orbit semimajor axis a U(0.6km, 1.5km)

my 25kg

Trnax 2mN

Spacecraft L, 1500

C, 1.3

A 1.5m?

Gravity type Tri-axial ellipsoid

Main body u 2.736 463 x 10~° km’/s?
(a,b,c) (228.966 m, 159.026 m, 139.798 m)  [41]
@ 283.46°/d [34]

a 20°

Goals Y'm 0.5km

m 5km

A solution of this scenario, following the methodology in [18], is given in Fig. 4, considering ECOS as convex
solver. Considering the full branch-and-bound algorithm, the runtime is 302s.

In order to have a proper comparison, first the same problem has been solved with ECOS and the custom
ADMM, for a single convex problem (i.e., fixing the y, without calling the B&B), on the laptop computer. ECOS is
able to solve the single problem in 5.2 s, while ADMM takes about 9.5s. As expected, ADMM is slower than an
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Table 2 Simulation parameters

Parameter Value
Time of Flight 7d
Initial time ¢ January 1, 2029

Number of goals N, 12
Maximum runtime 500s
Maximum iterations 50

Table 3 SCP parameters

Parameter Value
A 100.0

M 10.0

R, 100.0

(00, P1, £2) (0.01,0.2,0.85)
(a,B) (1.5,1.5)

Ag 1/12
(n-€5-6x-€r) | (1076,1074,1078,1074)

[

1.
0.5-
= 0 Y
(a) Thrust Profile —_ L
¥ .05 :
-1
_ -~~~ First guess
B 1 = Optimal
N Thrust arcs
0 T *  Goal Points
. . ,_. - D L
0 2 4 & -1 1
v [km - - [k
(b) Target evolution. Yellow indicates when a target ' I J X [L]“l

is respected.
(c) Optimal trajectory in 3D

Figure 4 Test scenario solution with the original methodology [18].
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IPM, but it requires less than a third of memory, since it makes fewer allocations. Furthermore, when cuADMM
(i.e., the ADMM on the GPU) is used, a runtime of 450 s is observed, ~ 50 times the CPU. This is related to the
limited computational capabilities on the single process that the GPU has.

The same problem on the Jetson is slightly slower on the CPU, with a runtime of 12.2 s, while faster on the GPU,
with a runtime of 325s. Faster runtimes on the GPU are obtained both due to a higher-performance board and
due to the fact that the laptop is equipped with a consumer GPU with gamer drivers, which guarantee worse
performances.

If also the B&B algorithm is considered, a total runtime of 1080s is observed on the laptop, while the Jetson
requires only 325.7 s, having a total runtime closer to the CPU one on the laptop. The Jetson is significantly faster
than the laptop since it can explore significantly more branches per B&B run, with faster runtimes for each node.

5 Conclusion

In this work, a fully GPU-accelerated implementation of the Alternating Direction Method of Multipliers tailored
to the mixed-integer, goal-oriented trajectory optimization problems arising in close-proximity operations about
minor bodies, has been presented. By reformulating the sequential convex programming subproblem into an
ADMM-compatible quadratic conic program and carefully mapping both the sparse linear-solve and conic-
projection steps to CUDA kernels with cached LU/LDL factorizations, this solver exploits thousands of GPU
threads to explore branch-and-bound nodes in parallel. Benchmarking on an NVIDIA RTX3060 laptop GPU and
an embedded NVIDIA Jetson Orin platform demonstrates that, although the per-iteration cost of the first-order
ADMM method is higher than that of an interior-point solver on CPU, the GPU version matches or exceeds CPU
performance when integrated into the full branch-and-bound framework. Specifically, on the Jetson board our
GPU-accelerated solver completes the global optimality loop in 325s, closely approaching the CPU runtime on
a high-end laptop, and explores more B&B nodes in the same wall-clock time. These results confirm that GPU
acceleration can overcome the onboard computational bottleneck for sequential convex MIP-based trajectory
design, bringing real-time re-planning and autonomous decision-making within reach for future SmallSat and
CubeSat missions.
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