Machine Learning (2025) 114:186
https://doi.org/10.1007/510994-025-06820-2

®

Check for
updates

Search or split: policy gradient with adaptive policy space

Gianmarco Tedeschi' - Matteo Papini’ - Alberto Maria Metelli' - Marcello Restelli’

Received: 1 May 2025 / Revised: 5 June 2025 / Accepted: 15 June 2025 /
Published online: 11 July 2025
© The Author(s), under exclusive licence to Springer Science+Business Media LLC, part of Springer Nature 2025

Abstract

Policy search is one of the most effective reinforcement learning classes of methods for
solving continuous control tasks. These methodologies attempt to find a good policy
for an agent by fixing a family of parametric policies and then searching directly for
the parameters that optimize the long-term reward. However, this parametric policy
space represents just a subset of all possible Markovian policies, and finding a good
parametrization for a given task is a challenging problem in its own right, typically left
to human expertise. In this paper, we propose a novel, model-free, adaptive-space policy
search algorithm, GAPS (Gradient-based Adaptive Policy Search). We start from a simple
policy space; once we have found a good policy within this policy space, based on the
observations we receive from the unknown environment, we evaluate the possibility of
expanding the policy space. Iterating this process, we obtain a parametric policy whose
structure (including the number of parameters) is fitted to the problem at hand without any
prior knowledge of the task. Finally, our algorithm is tested on a selection of continuous
control tasks, evaluating the learning process with adaptive policy spaces and comparing
the results with traditional policy optimization methods that employ a fixed policy space.

1 Introduction
Reinforcement Learning, (Sutton & Barto, 2018) is a class of methodologies used to

solve sequential decision-making problems by learning the best behavior through direct
interaction with the environment and evaluating the performance using a reward signal.
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Among RL approaches, Policy Gradient (Deisenroth et al., 2013) methods have proven
particularly effective in real-world control scenarios. PG methods have succeeded in
continuous control tasks (Schulman et al., 2015a, b, 2017), robotics (Tedrake et al.,
2004), and partially observable environments (Ng & Jordan, 2013). These algorithms
work by directly searching within a space of parametric policies to find the one that
maximizes the reward. However, determining an appropriate parametric policy space
remains a significant challenge. A policy space that is too small may lead to fast
convergence but will likely result in poor performance due to its limited ability to
represent the optimal behavior for the problem. On the other hand, a very large policy
space might devise more effective policies, but it comes with high computational and
sample costs. Usually, this decision is based on domain-dependent practices or is left
to human expertise, leveraging existing knowledge about the nature of the task to solve.
However, in the real world, it is quite uncommon to have access to the information
needed to suitably design the policy space before the learning process starts. Indeed,
such a decision would require substantial apriori knowledge of the environment in
which the agent operates, in contrast with the fully autonomous nature of RL solutions.
With the advent of Deep RL (DRL) (Mnih et al., 2015), new methods have emerged
that use complex neural networks to define parametric policies. A very large number
of parameters often characterizes these policies. Despite their capacity and flexibility,
using neural networks to model policy spaces incurs high computational costs and
demands massive data to reduce the variance that affects policy gradient estimators.
This makes DRL impractical for some applications, particularly those with limited
resources. Consequently, we argue that the usage of neural networks is often neither
necessary nor desirable (Rajeswaran et al., 2018).

Thus, the research question “Can we shape the policy space during learning in an
effective and efficient way?" remains open.

In this paper, we follow a novel approach to identify a parametric space of appropriate
complexity for the task at hand. We formulate the search for the most appropriate
parametric space as a sequence of curricula by starting small (Elman, 1993) and gradually
devising more complex policy spaces. The philosophy of starting small is widely
embraced in several fields. Curriculum learning (CL) (Wang et al., 2021) is based on
the concept of learning by iteratively moving from simpler instances to more complex
ones. In its original formulation, CL (Bengio et al., 2009) proposed “training from easier
to harder data", i.e., training the machine learning model with subsets of easy examples
from the dataset, then gradually increasing the difficulty until the whole training dataset
is considered. Some works tried to adapt the concept of curriculum to RL, considering
a sequence of control tasks of increasing complexity (e.g., Narvekar et al., 2020). On a
very general level, curriculum can be thought of as an ordering of experience samples.
The latter can be used to produce methods that start in a goal state and iteratively expand
the start state distribution assuming reversible dynamics (McAleer et al., 2018) or access
to an approximate dynamics model (Ivanovic et al., 2018). Other approaches generate the
curriculum from demonstration states (Resnick et al., 2022) or through online exploration
(Ecoffet et al., 2021). However, a curriculum can also be represented at a task level,
organizing a set of tasks into a sequence (Narvekar et al., 2017) or in a graph of tasks
which also specifies the order of learning (MacAlpine & Stone, 2018).

An alternative approach is to apply the curriculum concept at the agent level rather than
at the task level. An existing example of agent curricula is (Czarnecki et al., 2018), based
on training and mixing a sequence of given policy networks of increasing complexity. The
main limitation of this approach is that the sequence must be carefully designed in advance.
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In this paper, we introduce the concept of expanding policy spaces. Embracing the
philosophy of starting small, we begin with a simple policy parametrization and gradually
expand the policy space automatically adapting to the task’s difficulty while learning
the optimal parameters, thus, treating our policy space as if it were a curriculum. This
is achieved by deploying copies of the same simple policy, with independent parameters
associated with different state space areas. These areas constitute a partition of the task’s
state space, resulting in an overall piece-wise policy. Starting from the whole state space,
we partition it into finer and finer regions every time the optimization of the current
parametrization reaches convergence. Every time, the partition is refined in the areas that
require a more sophisticated behavior to maximize the potential performance improvement,
and the optimization of the augmented piece-wise policy starts again. We prove that each
policy expansion leads to a potential performance improvement, even if the previous
piece-wise policy has already been optimized to convergence. Eventually, the algorithm
finds an appropriate policy space and a set of parameters without prior knowledge of the
environment, with the advantage of focusing on simpler, faster-to-optimize policies at the
beginning of the learning process.

Contribution In this paper, we introduce a novel, model-free, actor-only policy
optimization algorithm named Gradient-based Adaptive Policy Search (GAPS) that
combines PG with the agent-curriculum idea to efficiently find (and optimize) the optimal
policy parametrization for a given task. The contributions of this paper encompass
theoretical, algorithmic, and experimental aspects. After providing some background
on policy gradient in Section 2, we present the key insights motivating our algorithm
in Section 3 and provide a one-step policy update analysis to show the improvement
guarantees delivered by policy space expansion in Section 4. In Section 5 we describe
the details of GAPS. Finally, in Section 6, we empirically assess the performance of our
method on popular continuous RL tasks. The proofs of our theoretical results are reported
in Appendix A.

2 Preliminaries

Markov decision processes Several reinforcement learning tasks (Sutton & Barto, 2018)
can be modeled as continuous state-action Markov Decision Processes (MDP, Bradtke &
Duff, 1994). An MDP is defined as a tuple M := (S, A, P,R,y, ;) where S C RY% is the
state space, A C R% is the action space, P(-|s,a), is a Markovian transition model, which
defines for each state-action pair (s, a) the probability to reach the next state s,
R(s,a) € [-R x> Rynax] assigns the expected reward for performing action a in state s,
y €[0,1] is a discount factor, and p, is the distribution of the initial state. In this
framework, the behavior of an agent is described by a policy z(al|s) that assigns to each
state s the probability density of performing a certain action a. We consider episodic MDPs
with effective horizon H € N. A trajectory 7 € 7 is a sequence of states and actions
T = (g, dgs s Sy_1-Apy_1-Sy) and 7 is the set of all trajectories. We evaluate the
performance of an agent in terms of the expected return, i.e., the expected discounted sum

of the rewards collected along the trajectories: J(z)=E, ,»[R(7)], with
R(r) = ZZ :)1 y'r(s,,a,) and the expectation is computed over the trajectory distribution,
whose density function is p(t|7) 1= py(sy) Hf:)l 7(a,|s,)P(s,,1|s,, a,). The objective of an

RL agent is to find a policy #* € arg max{J(x)}. In our work, we focus on policies that

belong to a parametric differentiable policy space Tlg = {7, : § € ® C R?}, ® being the
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parameter space. In such a case, we abbreviate J(0):=J(x,) and p(:|0):=p(-|x,) for every
0 € 0.

Policy gradient methods Policy gradients are a class of methods for searching the best-
performing policy over a class of parametrized policies I1g. The search for a locally optimal
policy is performed through gradient ascent, where the policy gradient is (Williams, 1992):

Vol (0) = E,p10)| Vo log pe(z|)R(7)]. (1

At each iteration k£ > 0, a dataset of trajectories 7* {r; } » With N € N, is collected using
policy m,. The policy parameter is iteratively updated as Hk =0+ ’7V9 J(6,), where

n > 0 is the step size and Vg J(6,) is an estimate of the policy gradient (Eq. (1)) using
’Z* The most common policy gradient estimator (e.g., REINFORCE (Wllhams 1992)
and GPOMDP (Baxter & Bartlett, 2001)) can be expressed as VGJ(G) - Zl=l 8(z;|6) for
T, € ’Zj‘\,, where g(7;|6) is V4 log p(r;]0)R(r;). In this work, g will refer to the GPOMDP
estimator, which is preferred due to its smaller variance and is given by:

N H-1

- I

Vol0) = Z Z (s aig) - Z Vologzy(ayls;), 7 € T, 2
i=1 =0

3 Adaptive policy spaces

This section introduces key concepts of policy space expansion, the building blocks of
GAPS. The high-level idea involves enlarging the policy space by progressively partitioning
the environment’s state space into finer regions and deploying a distinct simple policy =,
within each region. We refer to this procedure as policy space expansion and the resulting
overall policy as piece-wise policy.

State-space partitions and splits We define a region as a subset of the state space as
€ C S. We consider a partition € = {&, }M of the state space, i.e., a set of M regions &; such
that S = UM Siand &g = @ for every i # j. It will be useful to denote the set of indexes
of the reglons as [M] = {1 ., M)}. Let &, & be two possible partitions of S, containing M
and M’ regions, respectively. We say that £ is a subpartition of £, and denote it with
£ C &, if there exists a partition Z = {Z;}*, of [M'] such that for every i € [M] we have
Ugr jer, Sj’ = &, i.e., we can reconstruct each region &; in £ as the union {E; }jez, of regions in

E'. We will call the latter a split of &;, a concept that will be useful whenever we want to
refine an existing state-space partition by further subdividing one of its regions.

Piece-wise policies We consider a base policy space Ilg = {7y, 0 € ©}, where ©
should be thought of as (a subset of) a low-dimensional Euclidean space.! Given a
partition £ = {6}}?1 \» We construct the piece-wise policy space by associating to every
region &; a policy parameter 8; € ©. Thus, the complete policy parametrization is given by
0 =(6,,...,0,). This way, whenever the environment is in a state s € &£, the piece-wise
policy executes the simple policy r,, leading to the following definition.

! In all our examples, either ® C R or ® C R%, where d 1 1s the action-space dimension.

@ Springer



Machine Learning (2025) 114:186 Page50f26 186

Definition 1 (Piece-Wise Policy) Given a fixed policy space Ilg, a partition £ = {Ei}f.‘i .
of S, and a policy parametrization 8 = (6,, ...,8,,)T € ®". The piece-wise policy 7, is
defined as:

M
VseS: 7o(-|s) = Z 1{s € &}my (-19).

i=1

For policy 7y, we straightforwardly extend the notations J(0) for the expected return and
p(:|0) for the trajectory density function. This construction of the piece-wise policy allows
us to obtain a particularly convenient expression of the policy gradient. Indeed, for every
i € [M], we have:

H-1
V)0 =E, 0 Zyr(s,,a»z‘,l{szee}ve log 7y (a)1s)) | - 3)
t=0 1=0

In words, the terms in the sum of the score functions are filtered to retain only the scores
where the policy r, is played, i.e., when s; € &;.

Policy space expansion The core idea behind GAPS consists in splitting the current state
partition £ (made of M regions) to create a subpartion £ C £ (made of M’ > M regions),
whenever policy 7, with @ € @™, approaches a stationary point of the performance index
for the policy space defined over partition &, i.e., whenever V.J(8) ~ 0.? In particular, one
(or possibly more) region &, is split into {E’} ez~ This amounts to deploying a new piece-
wise policy zy+ with 0% € @M obtained by rephcatmg the value of 0, for each of the new
regions into which &; is split. Formally, for every i € [M], we have that 01.+ = 0, for every
j € Z,. When this holds, we introduce the equivalence relation 6 =7 0*. Even though the
resulting policy remains the same (just with a different parametrization), the new policy
space is more expressive and has the potential to achieve higher performance, being
defined over a finer partition of the state space. Replicating the parameter values offers
the convenient opportunity to estimate the policy gradient of mg+ (post-split) using samples
collected with ry (pre-split) only, since the policy is still the same, just parametrized
differently.

Lemma 3.1 Let Z = {/;}}, be a partition of [M'] with M’ > M, 6 € @V, and 0" oM It
0=;0" foreveryi € [M] and J € I, it holds that:

H-1
Vo J(0%) = E, o) Z y'r(s,.a,) Z s, € E}V, log zy (ajls) |- 4)
=0 =0
Furthermore, it holds that:
— +
Vo J0) = ) V- J(0). )

jeT,

2 This way, we may stop at a suboptimal local optimum. This is an inherent limitation of policy gradient
methods, which attempts to solve a non-convex optimization problem via gradient descent. However, in
many cases, locally optimal policies are actually (close to) global optima (Bhandari & Russo, 2024).
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Thus, we can compute the gradient right after the splitting, V+J(0*), in an on-policy

fashion, using samples collected just before the splitting with policy z,. This is crucial as it
allows for the evaluation of multiple candidate splits (i.e., different subpartitions) without
the need to collect new samples, facilitating the selection of the one that offers the most
promising learning opportunities. Importantly, as can be seen from Equation (5), even if
the pre-splitting gradient is zero, VgiJ (6) = 0, the individual post-splitting terms V 4+J(0")
may be non-zero, potentially unlocking new learning opportunities. A graphical dzascrip-
tion of the splitting operation is shown in Fig. 1.

4 Guaranteed policy improvement

In this section, we outline the policy improvement guarantees that result from expanding
the policy space. We present a one-step performance improvement analysis, starting from
a scenario where the current policy 6 has converged, resulting in a gradient VJ(0) = 0,
indicating no further room for improvement. From this initial condition, we perform
a state-space split, leading to an associated expansion of the policy 8% and a subsequent
policy update @’. Formally, let @ € ®" be the policy parametrization before the splitting
operation, 0 € @M be the expanded but not yet updated policy, i.e., 0 =7 0F, and @' € OV
the expanded policy parametrization after a single gradient update. Then, the improvement
given by the new policy can be expressed as follows, using a simple second-order Taylor
expansion:

JO) = J(0)=J(O)—JO) = (@ - 0" VIO) + %(e’ —0MTV2I(0)(O - 0M),

where 8 = 40* + (1 — 1)@ for some 4 € [0, 1]and V2J(-) denotes the Hessian matrix. This
result follows directly from the mean value theorem and the observation that J(6) = J(6"),
as the policy space expansion does not alter the policy itself, but only its parametrization
(see Sect. 3). Intuitively, we are characterizing performance improvement as the sum of
two contributions: a first-order term that captures the advantage of following an ascent
direction, and a second-order penalization due to the curvature of the objective function.
To control the penalization term we need the following assumptions on the smoothness
(i.e., bounded curvature) of the performance function and the bounded variance of policy
gradient estimators, which are standard in the study of sample complexity (Yuan et al.,

S S S

0F 01

91 62 ------------ 92 93

0F 2

&1 Eo Eq Eg €3

Fig. 1 State space splitting and reallocation of parameters in a two-dimensional state space. We use the
superscript + to indicate the pair of parameters resulting from the split operation but not yet updated
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2022) and monotonic improvement (Papini et al., 2022). The first requires the expected
return to be a smooth function of policy parameters, which depends on the chosen policy
parametrization:

Assumption 1 (Smoothness) For any 6, there exists a constant L < +oco such that:
[V2J(0)]|, < L, where|| - ||, denotes the spectral norm.

The second just requires a policy gradient estimator with bounded variance:

Assumption 2 (Bounded variance) For any policy 7, there exists a constant V < 400 such
that: Var ., [g(-|0)] < V.

Under Assumption 2, the policy gradient estimated from a batch of N trajectories has
a variance bounded by V/N. We will justify both assumptions for our specific choice of
policies (piecewise constant) at the end of this section.

Under these assumptions, we can select the step size to obtain policy improvement
guarantees for GAPS:

Theorem 4.1 Assume the REINFORCE or GPOMDP gradient estimator is used (see
Equation 2). Under Assumption 1 and 2, considering the expanded parameter vector €', for
the following step size #n defined as:

__lvenr
L([Iva@n|F + 1%)

the following inequality holds:
IVJ(@)II?

y .
2L<1 + N|IVJ(©@DI? )

J(') - J(O) >

This shows that if the gradient in the subregions is non-zero, as it is after any reasonable
expansion performed by our algorithm, a non-zero performance improvement is guaranteed
by a sufficiently small update to the expanded policy’s parameters. Refer to Appendix A for
a detailed proof of Theorem 4.1.

To motivate this reduction of guaranteed performance improvement to sufficient
gradient magnitude, we provide a minimal example of an MDP where splitting the state
space does indeed transform a zero gradient into a nonzero one.

Example Consider the two-state, two-action deterministic MDP from Fig. 2 (squares
denote terminal states), with a uniform starting state distribution and y = 1.

Let S = {s,,s,} and A = {a,, a,}. We start with a policy space that does not distinguish
between the two states, specifically using a softmax policy of the following form:

exp(6)

T)W’ 77,'9((12) =1- n'g(al). (6)

my(a,) =

Using Equation (1), we verify that VJ(0) = 0 regardless of the value of 8. Now, imagine
the state space is split into two regions &£, = {s,} and &, = {s,}. The resulting piecewise
softmax policy is:
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Fig.2 Differentiating the states RN
can reveal a non-zero policy a // \\\ as
gradient in a two-state MDP
+1] -1
ay “\ I” a9
-1 5 s
exp(0 exp(0
ol |s) = Ll)1{s =5} + L2)1{s =5}
1+ exp(8,) 1 + exp(6,) (7)
wg(ayls) =1 — my(a|s).
It is easy to check that the gradient now becomes:
exp(0 exp(0 T
VJ(©6) = p6)  ___ oxpd)) : ®)
(I +exp(6))2 " (1 +exp(6,))?

which is nonzero even if 8, = 6, = 6, which is the case right after a split. For instance,
6 = 0, which is (locally) optimal before the split, yields VJ(0) = (1/4,—1/4)7 after the
split.

Piecewise-constant Gaussian policies. We specialize our theoretical analysis to
Gaussian policies with piecewise constant mean, the class used in our numerical
simulations.

Definition 2 Let ¢ : S — R representing a one-hot encoding of the M regions. We
define the piecewise-constant Gaussian policy as:

mo(-ls) = MO  d(s);0%),  ¢i(s):=1{s €&}, ie[M],

where ¢ > 0 is the (constant) standard deviation of the Gaussian policy, and 6; € R is the
constant expected action for the region &,.°

From Definition 2, we apply a bound on the smoothness constant L for linear Gaussian
policies (Yuan et al., 2022), showing that Assumption 1 is satisfied by our choice of policy
class:

max SUPses “(,'[)(S)”Z _ 2Rmax
o(1 —y)? o2(1 —y)?’

[vs@ <= 9

Similarly, we can use an upper bound on the variance of the GPOMDP estimator for linear
Gaussian policies (Papini et al., 2022, Lemma?29), showing that Assumption 2 is also
satisfied:

3 Ford ' ,-dimensional actions, each 6, corresponds to a vector of d 4 action variables, and the total dimen-
sion of ¢(s) is Md 4.
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supses IpIPR, (L =y RE (17"
02N —y)3 T eIN(1—y)

var [9760)] < (10)
Note that neither the smoothness constant (Equation 9) nor the variance upper bound
(Equation 10) depend on the number of parameters M of the piece-wise policy. This
implies that the curvature of the objective function and the variance of the gradient
estimates remain stable across epochs. In other words, expanding the policy space does not
disrupt the ongoing optimization process.

5 Gradient-based adaptive policy search

In this section, we discuss a novel model-free actor-only policy search algorithm
named GAPS, explaining how it modifies the policy space during the learning process
(Algorithm 1).

Algorithm 1 GAPS (Gradient-based adaptive policy search)

Inputs: Maximum number of epochs K, initial policy space @M, initial policy parameters
0, initial number of regions M =1

1: for k=1,2,..., K do

2: Optimize mg with GPOMDP, storing trajectories in 7%

3: if mg reached convergence then > Stopping Criterion
4: Sort regions of state-space partition by descending order of Var[VJ(80)] > Phase 1
5: p+1

6: repeat

7: ©M' = pOLICY_EXPANSION (0M &, 0,,T%) > Algorithm 2
8: p—p+ 1

9: until @M’ £0Morp=M

10: if @M+ = M then

11: return mg

12: end if

13: M—M+1

14: end if

15: end for

Notation At each policy expansion iteration we consider a split of a region &
dividing the region in two new distinct ones, thus given given a region &; € £ we will
have a new subpartition £ C & which consequently generates a new set of regions
£ = {& ey Y €. We limit the split to two subregions, thus, we denote the couple
of parameters and regions generated by the expansion iteration with the subscript 1, 2, and
the superscript s, which indicates the split point selected for the split operation. As a result
at each iteration we generate a set of region £ = {&.1, &2}, based on the refinement of a
given region &,.

Algorithm structure A key point for the algorithm is to determine when and where to
split the state space to maximize the potential performance improvement resulting from
policy expansion. We answer to these questions in the following paragraphs, illustrating
step by step the algorithmic structure of the approach. Practically, GAPS is structured as
a double loop, consisting of policy space expansion (Algorithm 2) and policy parameter

@ Springer



186 Page 10 of 26 Machine Learning (2025) 114:186

optimization (Algorithm 1). The outer loop is repeated for a fixed number of epochs
K, during which we optimize the current policy € until convergence. After reaching
convergence, we begin the process of splitting evaluation (Sect. 5). Using the latest
estimate of the gradient VJ (6,) from policy optimization, we determine which region is the
best candidate to be refined (refer to Phase 1 below). Once a region &; has been selected, the
inner loop searches for a proper split. If a reasonable refinement of the state space regions
is found, we then construct two new sub-regions and compute their associated parameters,
thereby expanding the policy parametrization to € as described in Sect. 3.

Stopping criterion Before performing a split operation on the current state partition €
and then create a new subpartition £ we want to achieve the best possible performance
with the current parameterization 6. To do so we optimize the policy 7, until convergence.
Ideally, in this scenario, VJ(0) = 0. Practically, the optimization phase lasts until

Q)

Algorithm 2 POLICY EXPANSION

Inputs: Policy space @M, region £ to split and corresponding parameter 6, batch of
trajectories T
Outputs: new policy space oM

1: for a = shuffle(0,1,2,...,ds) do

2 Initialize Sya15q = 0 as the set of valid points

3 for sin TNE do > Phase 2
4 Split space in s along axis £ to obtain new regions &7, £5

5: Initialize new parameters 67 < 6 and 05 < 0

6 Compute VJ(65) and VJ(65) with GPOMDP

7 if VJ(67) and V.J(05) are significantly different directions then > Phase 3
8 Svalid = Svalia U {5}

9 end if

10: end for

11: if Syalia #0 then

12: §* = argmaxep, H@J(@f) + H%J(@;) ‘ > Phase 4
13: Update parameters Hf* — 09f* + 7]@](9{*) and 95* — 95* + 7]@](95*)

14: Expand oM into ©M' by splitting. > Section 3
15: return 0’

16: end if

17: end for

18: return ©

Splitting criterion The objective of a splitting operation is to find a new split which
can bring the greatest potential for improvement. To achieve this, we propose focusing on
the single most promising region of the environment and then assessing the magnitude
and direction of the resulting post-splitting gradients for each potential split point. This
approach comprises four phases.

Phase 1 — Region selection. Firstly, we identify a region in our current state space
partition that offers the greatest potential for improvement. To gauge this potential, we
consider the variance of the gradient estimate components for the current parametrization
6. A higher variance for a component indicates greater variability in the gradient for that
specific parameter, suggesting the possibility for a better refinement of that parameter. Note
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that each parameter 0, is directly associated with a region &;. The selection of the region is
determined by:

i* € arg max Var [ﬁg J(O)].
ie[M] !

with Var being the sample variance of the estimated gradient.

Phase 2 — Generation of split-point candidates. We focus on state spaces S C R?, thus
each region is also & C R¢. We restrict the partition of the region £, to a split along a single
orthogonal coordinate £ € [d]. The coordinate & for each epoch is selected in a round-robin
fashion across the state space dimensions. We now generate a set of candidate split points,
which, with a little abuse of notation, we denote as Sy, € 7N &, i.e., the states appearing
in the observed trajectories that belong to region &£;.. Since this may be a very large set and
evaluating candidate split points is computationally expensive, we sample a subset of the
visited states Sy, To respect the (discounted) visitation probabilities, we consider a fixed
number of states from each trajectory with replacement, where the probability of sampling
the #-th state in the trajectory is y’(1 — y). The split-point along that specific axes delineates
two new possible regions which we indicate as &£, and &,.

Phase 3 — Selection of valid split points. After having identified the region to split &;.
and the set of candidate split points S, we search for split points s € Sy that induce two
subregions with post-split gradients with diverging directions. The divergence in gradient
directions is essential. It suggests that the optimal behaviors in the two new subregions
are different and therefore require the corresponding policy parameters to update in
different directions. In other words, if both gradients pointed in the same direction, a single
shared parameter could be sufficient to represent both regions, and eventually the two new
parameters would converge to the same value, becoming redundant. However, diverging
gradients indicate that assigning separate parameters, each optimized independently, could
lead to more complex policies with better performance.

We formulate a statistical test where the null hypothesis is that the angle between the
two gradient vectors is in [0, 7 /2] against the alternative hypothesis that it is in (x /2, 7],
indicating that the gradients point in contrasting directions. When the null hypothesis is
rejected, it means that the following policy update will eventually converge to similar
values, not allowing for independent improvement in the two subregions. To perform this
test, we convert the set of gradient pairs, which we respectively indicate with the subscript
1 and 2, computed from the current batch of trajectories into a set of random angles
(Mardia & Jupp, 2000). Each sample (trajectory) is thus transformed into an estimate of the
angle between the pair of gradients. We perform this transformation using the dot product
between the two vectors. Specifically, we compute the angle « as:

a = arccos 61‘1(93) i 62.](03)
9,709 00 ’

where 611(9“) is the vector of the partial derivatives w.r.t. all parameters expect the one
associated to the newly defined &, region. Symmetrically, §2J(0“) is the vector of the
partial derivatives w.r.t. all parameters expect the one associated to the newly defined &,
region. We first test for uniformity using the Rayleigh test (Mardia & Jupp, 2000) (refer
to Appendix B for a detailed description). Rejecting the null hypothesis means that the
measured angles concentrate around some significant value. Next, we assume that
the angular data follow a Von Mises distribution (Mardia & Jupp, 2000). Based on this
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assumption, we construct a confidence interval at level a for the mean of the Von Mises
distribution. A detailed description of how to compute the confidence interval can be found
in Appendix B. If the confidence interval is entirely contained in (x /2, ], we can affirm
that the two gradients point in opposite directions, so the candidate split has the potential
to yield a performance improvement. We refer to such a point as valid split point s, and we
denote the set of valid split points as Syiq € Sy

Phase 4 — Split point selection. The fourth phase focuses on maximizing the expected
performance improvement resulting from the division. This is achieved by identifying the
pair of gradients with the largest possible magnitude. After having collected the valid split
points S,,;;4 in the previous phase, we look for the optimal split point as

s* € arg max )’@J(Gi)

SES atia

+ [y

Using the coordinate & of s*, we generate a new pair of regions and their associated
parameters. Eventually, our objective is to maximize the overall performance improvement
we could obtain from this division. Therefore, recalling the results presented in Sect. 4, a
larger gradient could lead to potentially larger performance improvement.

6 Numerical simulations

In this section, we evaluate the performance of GAPS and compare it with policy gradient
on well-known continuous control tasks: Linear Quadratic Regulator (LQR) (Kucera,
1992) in its scalar formulation, Swimmer and Half-Cheetah from the MuJoCo benchmark
(Todorov et al., 2012) and the Minigolf (Penner, 2002) environment. The purpose of the
numerical analysis presented below is to show how GAPS can manage to adapt the policy
space to a given task without prior knowledge. Thus, in this analysis, we do not aim to
outperform established RL algorithms but rather to highlight the benefits of adaptively
expanding the policy space.

We consider GPOMDP as the estimator due to its smaller variance, also employing
baselines (Peters & Schaal, 2008a) to reduce gradient variance further. Moreover, we added
action clipping in the MuJoCo environments to mitigate the exploration problems that hold
in our approach and the baselines in the same way (Montenegro et al., 2024, Appendix C).
Details on the implementation of both GPOMDP and GAPS can be found in Appendix C.
Additional experimental results and further details on the experimental setting are provided
in Appendix D. We also compare GAPS with NeuroEvolution of Augmenting Topologies
(NEAT) (Stanley & Miikkulainen, 2002) as it is an adaptive approach which shapes
the network architecture as needed. The NEAT algorithm evolves both the weights and
structures of a neural network using genetic algorithms (Lambora et al., 2019) by starting
with simple architectures and gradually adding complexity through mutations, i.e, adding
neurons or connections. Specifically, NEAT lays close to GAPS as in both approaches the
policy space is adapted on the task based on previous experiences collected.

We run both GPOMDP and GAPS for a variable number K of iterations, with a batch
size N and an epoch length H tailored to the specific task (a detailed description of the
parameters used for training is provided in Appendix C). We consider both an adaptive step
size n computed using Adam (Kingma & Ba, 2014) and a constant learning rate tuned to
each task. For the policy gradient algorithm, we adopt a linear Gaussian policy in the state
and a feed-forward neural network policy with 2 hidden layers of 16 hidden units with tanh
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nonlinearity. Instead, for GAPS we use piecewise constant Gaussian policies as defined
in Sect. 4. We keep a fixed policy variance ¢ = 0.1 for both algorithms. For the NEAT
implementation, for each task, we generate a population of 5 agents that we evolve for 200
generations. The epoch length and the number of episode for each generation evaluation is
the same as the GPOMDP implementation (refer to Appendix C for a detailed description),
training on the same total number of samples as the other approaches for fair comparison.

The experiments are performed over 10 runs with independent random seeds. The
numerical results are reported in Table 1, where the performance is averaged over both
independent runs and iterations. Given the non-deterministic behavior of split selection,
for clarity of presentation, the plots in Figs. 4, 7, and 9 show the behavior of our algorithm
in a single run. This is necessary to clearly display when the splits happened. However, in
Figs. 3, 6, 8, we present the learning curve of each approach, where the shaded areas cor-
respond to 95% confidence intervals. Numerical results on the expected return can be found
in Table 1.

Figure 3 suggests that for a linear problem such as LQR, the policy learned from
GAPS converges faster w.r.t. a linear policy, eventually reaching the same performance
as the baselines. Consistent with the explanation in Sect. 4, we can observe, in
Fig. 4, how each policy space expansion (highlighted with a red dotted line) leads
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to a performance improvement. For the one-dimensional LQR case, we also visually
represent the learned piece-wise policy in Fig. 5, which tends to approximate a linear
policy. This is remarkable since linear policies represent the optimal solution for the
task.

We also observe how, in settings where a linear policy is not suitable, such as the
Minigolf environment, the policy produced by GAPS with a small number of splits
manages to outperform the classic policy gradient, with both linear and neural network
policy, and NEAT approaches (Fig. 6). We can also notice a higher variance in the first
iterations since (as we can also see in Fig. 7) no splits occurred. Thus, the policy is yet
too simple to obtain relevant results. Additionally, the Swimmer experiment in Fig. 8
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provides an interesting observation on the policy complexity. We can appreciate the
trade-off between GPOMDP, NEAT and GAPS w.r.t. the parameter dimensionality d,.
In Figs. 8 and 9, we note that GAPS with just one iteration of policy expansion not only
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Table 1 Policy space dimension and mean performance for each environment

(a) Results for GPOMDP with Linear Gaussian Policy

Environment dg Jo 95% C.1.

LQR I-dimensional 1 -16.8 [—17.7,—16.02]
Minigolf 1 —73.09 [=75.26,—70.92]
Swimmer 16 243 [24.02, 24.71]
Half-Cheetah 102 173.01 [154.76, 191.26]

(b) Results for GPOMDP with Neural Network Policy

Environment dg Jo 95% C.1.

LQR 1-dimensional 288 —15.1 [~16.04,—14.1]
Minigolf 288 —20.39 [21.44,-19.34]
Swimmer 416 24.7 [24.49, 24.99]
Half-Cheetah 624 121.7 [101.34, 142.08]

(c) Results for NEAT

Environment dg Jo 95% C.I.

LQR I-dimensional 31 —15.1 [—15.63, —14.1]
Minigolf 75 —22.1 [726.72, —17.53]
Swimmer 367 24.7 [23.34,26.12]
Half-Cheetah 874 36.4 [20.58, 52.17]

(d) Results for GAPS

Environment dg Jo 95% C.I.

LQR 1-dimensional 10 —15.3 [—16.23, —14.39]
Minigolf 5 —6.8 [—8.72,—4.92]
Swimmer 4 27.3 [26.54, 28.14]
Half-Cheetah 12 75.6 [75.07, 76.05]

finds a policy that yields positive performance but also surpasses both GPOMDP, with
linear and neural network policy, and NEAT that exploits a higher number of param-
eters. Again, these qualitative observations are backed up by the numerical results from
Table 1, which also reports the number of parameters adopted for each environment.

7 Conclusions

In this paper, we introduced GAPS, a novel model-free policy search algorithm. The
algorithm is based on the concept of policy space expansion, following a starting small
philosophy, emphasizing an incremental approach to reduce the complexity of the task. By
adaptively learning from a simple policy, we construct an efficient policy space and derive
an optimal policy without prior knowledge of the environment or task. Theoretical analysis
demonstrates how expanding the policy space can improve performance, and various
numerical simulations validate our claims.
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Limitations While GAPS presented promising results both theoretically (Sect. 4) and
empirically (Sect. 6), the approach comes with some limitations. First, the designed
approach currently restricts splits to axis-aligned partitions, which constrain the expres-
siveness of the policy. In complex, high-dimensional state spaces, optimal decision bound-
aries may be oblique or even non-linear, and axis-aligned splits may require an excessive
number of partitions to approximate such boundaries. This can lead to an inefficient use
of the partitioning mechanism, adopting more splits than necessary. Second, the current
implementation relies on simple policies to model the agent’s behavior within each parti-
tion. While this design choice brings an higher interpretability over the policy, it may not
be expressive enough to guarantee a reasonable behavior in highly complex environments.
This limited expressiveness can limit the optimization of the agent’s behavior within each
region. Consequently, the performance of GAPS may plateau in more challenging envi-
ronments. Eventually, the computational complexity also increases with each policy space
expansion, both in terms of the number of parameters and the cost of evaluating candidate
splits, which may affect scalability in large-scale or real-time applications. However, as
described in Sect. 5, the split evaluation is performed on-policy, limiting the computational
overhead brought by the operation. Furthermore, the increasing complexity in the training
of the policy is mitigated by the fact that initially, the computational cost of optimizing
very simple policies can be significantly lower than training more complex policies from
the start.

Future worksOur work opens several promising research directions. Firstly, our
approach could be coupled with the design of an adaptive step size mechanism capable of
handling an expanding parameter space. Furthermore, our approach is versatile enough to
accommodate other policy classes, thereby extending its applicability beyond piecewise
constant policies. Another interesting research direction involves a parameter-based
approach (Sehnke et al., 2010) that splits the parameter space directly rather than the state
space. Additionally, future work could explore the generalization of the split procedure
to perform cuts that are not necessarily orthogonal to a state space axis and the usage of
different approximation techniques not necessarily based on the discretization of the state
space.

Appendix A Proofs

Lemma 3.1 Let Z = {/;}”” be a partition of [M'] with M’ > M, 6 € ©¥, and 6’ € oM. 1If
0 =70, foreveryi € [M]and j € T,, it holds that:

H-1 ‘
VH;J(O/) =E.p0) z y'r(s, a,) Z 1{s, € SJ'.}Vgi log ”9,.(“1|Sl) .
‘ =0 1=0
Furthermore, it holds that:
_ ’
V, J(0) = IEZ; Vg J(O). 3)

Proof First of all, since 0 =1 0', we have that 9}( = 0, and, consequently:

ngr log ﬂgl/(als) =V,log frg(a|s)|9:9; = Vylogzy(als)lg—g, = Vg log zy (als). (11)
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The first statement follows from the policy gradient expression (Eq. 1) recalling
that p(-|@') =p(-|@). For the second statement, we simply observe that
ZjeL 1{s€€}}=1{se€i}. O

Theorem 4.1 Assume the REINFORCE or GPOMDP gradient estimator is used (see
Equation 2). Under Assumption 1 and 2, considering the expanded parameter vector €', for
the following step size # defined as:

_ v
L(Ivi@DIF + %)

the following inequality holds:
INCAIS

; .
2L(1 + NIIW(G*)II2>

J(©') - JO) >

Proof To better display our reasoning, we first present a proof for the simpler but unrealis-
tic case in which the exact gradient is used in the policy parameter update:

0 =0+nVJO),
then we move to the stochastic gradient case:
0 =0+nVJ(0),

where VJ (0) is estimated from a batch of N trajectories, proving our main result.
Exact gradient. Starting from the result of the second order Taylor expansion,

J(O) =J(O)=J(O)—JO) =0 —0")TVIO) + %(9’ —0MTV2I(0)(© - 6),

we can apply the Cauchy-Schwarz inequality and Assumption 1:

1@ —J(O%) = (¢ — ") VIO — %“e' -0t (12)
=nl[vie| - 2@’ (13)
= [Ivs@"IF (1 - %rzz) (14)
2
- 2—1L||VJ(0+)||2 > g—L (15)
where the # that maximizes (14) was computed as
SV Fer = 51 = V500 - 20500 =0. (16
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1

— = —,
n=v W)
Stochastic gradient. Starting from the result of the second order Taylor expansion, under
Assumption 1 and 2, applying the Cauchy-Schwarz inequality:
J@O")—JO) > (0 —0")TVJIO) - %”6’ - 9+||2 (18)
Vi +\T + + 2 LIS 7ot |1
= VIO TVIO) - VIO — 1 EHW(Q )“ . (19)

We apply the expectation (conditional on ) on both sides:

EL(O) - JO)] 2 nELSIOTVIO") - P [||@J(9+>||2] 20)
= 1|[VI@I = P Z VIO - P % Var (507 e

since the gradient estimate is unbiased, and from the definition of Var [6] (Ca)"

Var [VJ(0)] = Tr(Cov [VJ(©O1)]) (22)
-y [”@J(m) . VJ(0+)||2] 23)
= [E[”%J(@U”Z] — [[vi@H)|’. 24)

Then, applying Assumption 2 to Equation (21):

E(©) - 100 2 1| V1@ -5 (V5@ + 1) 25)

_ lwen)!
(Ve +)

(26)

_ vy’
o1+ —L — @7
[v©eH|*N
CZ
> —
- v\’ (28)
2L<1 + W)

where the # that maximizes (25) is computed as
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2 L v

2 (wva@nlf - wE (v + ) 9

= V2@ = nL (V@ + %) =0 30)

g ver 31)
L(Ivi@nl + %)

0

Appendix B Statistics on Angles

In this section we report the tools from directional statistics (Mardia & Jupp, 2000)
that we used to detect valid splitting points in our algorithm. We refer the reader to
Chapter 7 of (Mardia & Jupp, 2000) for further details.

Construction of angle dataset Given a batch of n trajectories, we can compute n
estimates of the left gradient, say { gZ], ,gﬁl }, and n estimates of the right gradient,
{g?,...,g;}. We denote with z(v,w) the smallest angle between vectors v and w,
measured (in the plane spanned by the two vectors) between 0 and z radians. We
construct a dataset of n angles {9,,...,9,} where 9, = L(gg,g;) fori=1,...,n. We will
work with this dataset of angles in the following.

Preliminary definitions From our dataset of angles we can compute the following
statistics:

R=VC2+82, C=)lcos(¥), S=) sin(®)), 32)
J=1 J=1

and their normalized versions:

, S= S (33)

n

R==, C=

S |1
S|

Uniformity test First we need to make sure that our angles concentrate around some value.
We perform a uniformity test known as Rayleigh test, where the null hypothesis is that the
angles follow a uniform distribution. The null hypothesis is rejected when:
2
SN i (34)
n ;

where )(lz,a is the upper a quantile of the Chi-square distribution with one degree of
freedom.

Maximum likelihood angle After rejecting the uniformity hypothesis, we assume that
the angles follow a Von Mises distribution M (u, k) with unknown mean y and variance
x (Mardia & Jupp, 2000), and compute the maximum likelihood estimate of its mean u
as:
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—1/C /7 s
@z{tan $/0) ifC>0, (35)

x+tan~!(5/C) if C <0,

where the inverse tangent is assumed to return values in [—7z /2,7 /2], which yields
9 € [-x/2,37/2]. The angle is opportunely converted into the [0, 7] range to represent the
minimum angle between two vectors: if § < 0,8 « -9, andif § > 7,9 « 9 — x.

Confidence interval Finally, we compute an approximate 100(1 — )% confidence
interval for the mean u of the Von Mises distribution as:

)
ifR<Z, (36)

or

=]
H+
(@}
o
7]
=X
>l
\%
b{l \S]

(37

making sure once again that it refers to the [0, 7] range.
If the confidence interval is entirely contained in (z/2, x), we can say with the desired
confidence that

<(Elg}l.Elg1) > 7. (38)

that is to say, the left and right gradients point in opposite directions.

Appendix C Experimental Setting
In this section, we present the implementation details for what concerns the experiment
shown in Sect. 6 and in Appendix D.

Algorithm settings To fatherly reduce the variance in the estimation of the gradients, we
adopt a version of GPOMDP with the optimal baseline (Peters & Schaal, 2008b).

J
ZV logﬂ,,. a, | s[)(J—bj)],

1

T—
Vs Js = [79(‘[)
0 =0

J=
. 2
E, (T)[<th=0 Vo, log 7y(a, 15,) ) rj] (39)

. 2]’
[E,,,,(r) [(2’,20 Vo, logmy(a, | 5,)) ]

We tested our algorithm on 4 environment of increasing complexity. Linear Quadratic
Regulator (LQR) (Kucera, 1992); Minigolf in which the agent tries to throw a ball as
near as possible to a target, here the cost is proportional to the distance from the target;
Swimmer-v4, HalfCheetah-v4 from the MuJoCo suite (Todorov et al., 2012). Details on the
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Table 2 Parameters of the

environment Environment Epoch N H dg dy
LQR 1-dimensional 1000 100 10 1 1
Minigolf 1000 100 200 1 1
Swimmer 1000 100 200 8 2
Half-Cheetah 1000 100 100 17 6

Table 3 Learning rates for the environments

(a) Learning rates for GPOMDP with Linear Gaussian Policy

Environment n Type

LQR I1-dimensional 0.001 Adam
Minigolf 0.01 Adam
Swimmer 0.001 Adam
Half-Cheetah 0.001 Adam

(b) Learning rates for GPOMDP with Neural Network Policy

Environment n Type
LQR I-dimensional 0.001 Adam
Minigolf 0.001 Constant
Swimmer 0.001 Adam
Half-Cheetah 0.001 Adam

(c) Learning rates for GAPS

Environment n Type
LQR I-dimensional 0.001 Constant
Minigolf 0.001 Constant
Swimmer 0.001 Constant
Half-Cheetah 0.001 Adam

environmental parameters are shown in Table 2. In order to facilitate the exploration, since
it is not a concern in this work, we added an action clipping to the MuJoCo environment,
i.e., before computing the reward a clipping, on the limits of the action space, is performed
from the drawn action. We adopted different learning rates # depending on the task we
were observing, employing in some cases Adam (Kingma & Ba, 2014) to adaptively set the
step size. The exact method adopted for each environment is shown in Table 3. Moreover,
for GAPS we set the limit of 50 split point candidates per iteration in every environment.

Computational resources All the experiments were run on a 2023 14-inches
MacBook Pro. The machine was equipped as follows:

e CPU: Apple M2 Pro (10 cores, 3.4 GHz);

e RAM: 16 GB;
e GPU: 16-core GPU.
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In particular, N = 1000 trajectories of the MuJoCo environments with H = 100 scored
~ 4 iterations per second for GPOMDP with Linear Gaussian Policy and = 3 iterations per
second with Neural Network Policy, while ~ 3 iterations per second for GAPS, instead for
NEAT scored ~ 2 minutes per generation. N = 1000 trajectories of the LQR environment
with H = 10 scored = 7 iterations per second respectively for both GAPS and GPOMDP.
All the performance are run over a single CPU core.

Appendix D Additional Experimental Results

In this section we present some additional experimental results for what concerns the
comparison between GAPS and GPOMDP, and the policy analysis.

We show the results gained by learning in another high-dimensional environment taken
from the MuJoCo suite (Todorov et al., 2012): Half-Cheetah-v4. Details on the environment
parameters are shown in Appendix C. Here we show the learning curve obtained by the
four algorithm for Half-Cheetah in Fig. 10. Although GPOMDP’s performance is higher
w.r.t. GAPS, it is interesting to notice how with significantly smaller parameters space

@ Springer



186 Page 24 0f 26

Machine Learning (2025) 114:186

Performance

Performance Value

— GAPS
a0 by Policy Expansion
0 50 100 150 200 250 300
Iteration
(a) Complete policy learning curve
Performance
-10
-15
$-20
2
o
¢ -25
] I \‘ i M\w! ‘\"\'u ym
g '}” I i H !
13 I \(M 4 m"“‘A
£ -30 ( ‘r‘ i M‘ A
S
: L1
-3 —— GAPS
""" Policy Expansion
—40 ~—— 1-policy
50 100 150 200 250 300
Iteration
(c) Second split learning curve
Performance
-10
-15
o
S -20 |
s \ i ! \ ‘ N A
] [ \
i ,Y % ‘ MH MM‘I\‘ | w‘\‘ N
g-25 “ ! ﬂy
]
£ H
s
F-30
-35 — GAPS
————— Policy Expansion
w0 —— 3-policy
50 160 150 260 250 300

Iteration
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(f) Fifth split learning curve

300

(Table 1) the policies devised from GAPS manage to keep the performance positive, i.e.,
managing to sufficiently fulfill the environment task. Indeed, we can notice in Fig. 11 that
GAPS performs only one iteration of policy expansion. Moreover, we can notice that w.r.t.
NEAT, GAPS results more sample efficient as it manages to reach better performance with

way less number of samples.

We also present a policy analysis on a one dimensional LQR case. Here for better com-
prehension GAPS was run for K = 300 iteration. From Fig. 12, we show at first the learning
curve with its various policy expasion step, to then visualize how without other division
the policy remain stable without any kind of improvement. This result proves our claims of
Sect. 4. We can in fact notice how without any further expansion the performance remains

stable as the resulting gradient tend to be close to zero.
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