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Abstract: We evaluate selectively upgrading optical networks with Hollow Core Fibers
for long-term capacity scaling. Upgrading 50% of links with HCF delivers 2.1x more traffic
and 38% lower cost-per-Tbps compared to multiband and parallel fiber networks. © 2025
The Author(s)

1. Introduction

Capacity scaling remains a critical objective in optical networks, as annual traffic growth rates of 30-40% are still
fueled by bandwidth-intensive demands of 5G-and-beyond systems and by the exponential rise of emerging Al-
based applications. This sustained growth places continued strain on the fiber network infrastructure, hence several
novel technologies (such as parallel fibers, multiband transmission, multicore fibers, and hollow core fibers) are
currently under investigation as possible cost-effective solutions for supporting soaring data volumes [1]. These
different technologies are not necessarily in competition, as their most appropriate deployment depends on the
planning horizon i.e., short- vs. medium- vs. long-term planning.

Regarding short- and medium-term, two leading solutions have recently gained momentum: 1) deploying par-
allel fibers transmitting in the C-band, and 2) C+L multiband transmission. While both approaches have proven
effective, the cost for deploying parallel fibers grows linearly, as nodes receiving a large number of fiber pairs re-
quire a matching scale of transponders (TXPs) and Wavelength Selective Switches (WSSes). Similarly, although
C+L systems effectively address short- to medium-term demands, these systems alone may fall short of future
bandwidth requirements. Medium- to long-term capacity scaling strategies include expanding transmission to the
S-band (and potentially E- and O-bands) and adopting multicore fibers. However, multiband solutions beyond L-
band face significant challenges, particularly due to the need for developing dedicated equipment per band [2, 3].
Similarly, while multicore fibers show promise, commercial equipment, especially amplifiers, remains scarce [4].
More recently, advancements in Hollow Core Fiber (HCF) production have set forth HCF as a strong candidate
for long-term capacity scaling [1].

Why should Hollow Core Fiber be the go-to for long-term capacity scaling?

Compared to the Standard Single Mode Fiber (SSMF), HCF provides a lower transmission loss (between 0.08
dB/km and 0.11 dB/km [5]), lower non-linear effects by four orders of magnitude, and wider transmission band-
width!. Hence, HCF can significantly enhance network throughput (e.g., up to 5x [6]) while reducing costs and
energy consumption. HCF deployment allows the reuse of standard equipment, such as EDFA, and decreases the
number of amplification sites thanks to the lower transmission loss. Moreover, HCFs’ broad transmission band-
width matches the benefits of C+L transmission systems, and the low nonlinearity in HCF enables high-power
EDFA amplification [6, 7]. While the current state of HCF technology is not yet stable and faces notable chal-
lenges, such as aging issues and limited deployment guidance, there are strong signals from key stakeholders
positioning HCF as a leading candidate for medium- to long-term capacity scaling. For example, Microsoft has
recently acquired Lumenisity, a pioneer in HCF production, and has ongoing research and investment in HCF
through Microsoft Azure [8], while China Mobile recently showcased a 10 km HCF field deployment connecting
two data centers and announced plans for a 100 km HCF deployment in 2025 [5].

While most prior works investigated the impact of multiband and multicore transmission for capacity scal-
ing [9], only a few prior works [6, 10] evaluated the impact of HCF on network throughput. Recently, the network-
layer impact of deploying HCF was investigated, demonstrating HCF benefits in reducing the number of edgeDCs
in latency-sensitive metro networks in [1] and lowering energy consumption per bit through high-power ampli-
fication [7]. Compared to existing works, in this study we evaluate the impact of selectively upgrading network
links with HCEF, i.e., between 10% and 100%, we quantify the benefits in terms of network cost per Tbps, and
compare HCF vs parallel and multiband as long-term solutions for capacity scaling.

'HCF enables also a 30% reduction in propagation latency, making it an excellent technology to support low-latency applications.
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Fig. 1. Illustrative example comparing capacity scaling strategies in terms of SNR and throughput T

Illustrative example on the benefits of Hollow Core Fiber for capacity scaling

To showcase the benefits of HCF in terms of capacity scaling, we use an illustrative example of an 800 km link
between two nodes. We consider the following capacity scaling strategies: 1) n parallel SSMF fibers transmitting
in C-band (nxSSMF-C); 2) n parallel SSMF fibers transmitting in (C+L)-band (nxSSMF-CL); 3) parallel SSMF and
HCF fibers transmitting in the C-band (hybrid-C); 4) parallel SSMF and HCF fibers transmitting in the (C+L)-
band (hybrid-CL). We compare these scenarios in terms of throughput 7, defined as in Ref. [6], and Signal-to-
Noise Ratio (SNR) at the central frequency (calculated as described in Section §2). Fig. 1 shows the benefits of
hybrid-C and hybrid-CL compared to nx SSMF fibers, in terms of throughput T in Thps and SNR in dB. hybrid-C
outperforms 2xSSMF-C and SSMF-CL by (16-30)% in terms of throughput 7" and by (3-6) dB in terms of SNR.
Similarly, hybrid-CL outperforms both 4xSSMF-C and 2xSSMF-CL by (3-20)% in terms of T and by (0.4-3.6) dB
in terms of SNR. While SSMF-C and 4xSSMF-C are used as lower- and upper-bound benchmarks, the scenario
we are interested in most is (hybrid-C vs. 2xSSMF-C) as it allows us to quantify the benefits of introducing HCF
instead of SSMF. Moreover, note that the table in Fig. 1 refers to one link connecting two nodes, and only a
network-wide analysis allows quantifying the real gains. Hence, in this regard, in §3, we compare the above-
mentioned capacity scaling scenarios in a real network topology, quantifying gains in terms of served traffic (in
Tbps at 1% blocking) and network cost per Tbps, accounting for the cost of TXPs, WSSes, and EDFAs.

2. Selective network-upgrade with Hollow Core Fiber for capacity scaling

We now outline key considerations for capacity scaling strategies. In both hybrid-C and hybrid-CL scenarios, we
assume a fixed budget for HCF, limiting the number of links that can be upgraded.

We begin by considering a network topology operating in the C- or C+L-band, with a variable number of
parallel fibers depending on the scenario. In the hybrid scenarios, constrained by the HCF budget, we optimize
HCEF placement using a Genetic Algorithm, which positions additional HCFs to maximize the average SNR across
all admissible paths between node pairs. Starting with an initial traffic matrix, we simulate incremental traffic
growth with a 30% increase per step. Traffic demands are randomly generated using uniformly distributed source-
destination pairs and, at each step, we perform RMSA. We then validate Physical Layer Impairments (PLI) by
assessing SNR for all lightpaths. The simulation ends when 1% of traffic is blocked, and we report the total served
traffic (in Tbps) and the total network cost (TXPs, WSSes, and EDFAs) expressed in cost units (cu).

In all scenarios, we account for PLIs under full-load conditions with EDFA amplification. The SSMF-C and
SSMF-CL scenarios use LOGO to optimize power settings, assume an average transmission loss of 0.22 dB/km,
and calculate SNR based on Ref. [11]. For each span, a band demultiplexer separates the C- and L-bands, amplified
independently and recombined via an optical coupler, with insertion losses of 2 dB and 1 dB. HCF-upgraded links
account for PLI, and SNR is calculated as in Ref. [6], assuming a transmission loss of 0.11 dB/km, intermodal
interference of -60 dB/km, and a 0.15 dB splicing loss for connecting HCF to EDFAs.

3. Illustrative Numerical Results

We consider the 19-node European topology (EU19 [12]), a fiber capacity of 4.8 THz for C-band and 4.8 THz
for L-band, and frequency slots of 12.5 GHz. We consider three types of long-haul TXPs [13] and a 400G ZR+
TXP [14], and modulation formats ranging from QPSK to 64-QAM. We consider k-shortest-path routing (k=3)
and first-fit spectrum allocation. Note that, in the case of parallel SSMF fibers, the decision to route the traffic in
either of the parallel fibers has no impact on the SNR calculation, as we make a full-load assumption. However,
in the case of parallel SSMF and HCF, preference is always given to route the traffic through the HCF since the
lightpaths routed through the HCF will have a higher SNR, resulting in overall higher throughput.

We simulate incremental traffic growth, starting at 50 Tbps with 30% increases per step. Traffic demands range
from 200G to 800G, generated uniformly across source-destination pairs. Regarding the network cost, we consider
the cost of transponders, WSSes, and EDFAs, as in Ref. [13, 14]. In Fig. 2, we compare the proposed capacity
scaling strategies in terms of (a) cost unit (cu) per Tbps of served traffic, (b) served traffic, and (c) total cost,
averaged over 10 runs. Note that we do not account for fiber costs, as there is no reliable cost reference for HCF,
which is not yet commercially available, though its current cost may be significantly higher than that of SSMF.
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Fig. 2. Cost per Tbps of traffic in cu/Tbps, total served traffic in Tbps, and total cost for all capacity
scaling strategies in cu. For hybrid strategies, metrics are reported in function of HCF budget

hybrid-C vs. (2xSSMF-C and SSMF-CL). Fig. 2(a) shows that hybrid-C emerges as the most cost-effective
option even at just 10% HCF budget, reducing the cost per Tbps by 5% and 20% compared to 2xSSMF-C and
SSMF-CL, respectively. Additionally, Fig. 2(b) shows that hybrid-C increases served traffic by 47% compared to
SSMF-CL at 10% HCEF, though it shows a 26% reduction compared to 2xSSMF-C. Moreover, increasing the HCF
budget to 50%, hybrid-C matches the amount of served traffic as 2xSSMF-C. At this point, hybrid-C offers 2.1x
more traffic than SSMF-CL while reducing the cost per Tbps by 38%. Notably, hybrid-C achieves the same served
traffic as 2xSSMF-C while using 50% fewer additional fibers. This translates to a 25% reduction in total cost
compared to 2xSSMF-C, as shown in Fig. 2(c). These improvements in served traffic and cost efficiency are driven
by an increase in average SNR, with gains of 7.5 dB over SSMF-CL and 3.4 dB over 2xSSMF-C. Finally, Fig. 2(b)
shows that at 100% HCF budget (i.e., all links upgraded with HCF), the amount of served traffic increases by 9%
compared to 2xSSMF-C and 2.2x compared to SSMF-CL.

In general, increasing the HCF budget in the hybrid-C scenario leads to a lower cost per Tbps and higher served
traffic. However, the total cost continues to increase with traffic until the HCF budget reaches 50%, as shown in
Fig. 2(c). Beyond this point, we observe a decrease in the absolute cost even if the traffic increases. This is due to
the improved SNR provided by HCF, which enables the use of more efficient and cost-effective transponders.

The main message of these results is that a partial HCF upgrade (e.g., 50% HCF budget) improves cost efficiency
and served traffic, hence highlighting HCF’s potential for long-term capacity scaling.

hybrid-CL vs. (4xSSMF-C and 2xSSMF-CL). Fig. 2(a)-(b) show that hybrid-CL follows a similar trend to
hybrid-C, with cost per Tbps decreasing and served traffic increasing as the HCF budget grows. However, the addi-
tional PLIs introduced by (C+L)-band transmission prevents it from reaching the same traffic levels as 4xSSMF-C.

At 60% HCEF budget, hybrid-CL achieves 80% of the served traffic as 4xSSMF-C while reducing the cost per
Tbps by 12%. When compared to 2xSSMF-CL, hybrid-CL achieves a 33% increase in served traffic while reducing
the cost per Tbps by 25%. These improvements in cost and served traffic result from average SNR increases of
0.8 dB and 4.7 dB compared to 4xSSMF-C and 2xSSMF-CL, respectively. Increasing the HCF budget up to 100%,
hybrid-CL shows further reductions in cost per Tbps by 32% and 42% compared to 4xSSMF-C and 2xSSMF-CL,
respectively, with served traffic improving by 52% over 2xSSMF-CL.

Similar to the case of hybrid-C, we observe that in the case of hybrid-CL, increasing the budget from 60% to
100% leads to a reduction in total cost by 11% (see Fig. 2(c)) while increasing the total served traffic by 15% (see
Fig. 2(b)). This result highlights the positive effect of HCF on SNR, as it enables the use of more efficient and
cost-effective transponders.

A limitation of our analysis is that we do not consider HCF costs, as no reliable cost forecast is available.
Assuming that the SSMF cost per km is 1/100 of a WSS, and assuming that in the medium- to long-term the cost
of HCF will be 10x-5x higher than SSMF, the hybrid-C with a) 50% HCF budget and b) 100% HCF budget still
yields savings in cost-per-Tbps between a) 3%-16% and b) 5%-28%, compared to 2xSSMF-C.
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