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Abstract Intense cyclones in theMediterranean drive most of the region's rainfall and wind‐wave extremes,
exerting a significant socio‐economic impact. Currently there are no established analytical tools for estimating
Mediterranean cyclone activity from climatological fields. To bridge this gap, we develop a convolutional
neural network (CNN) that, given large‐scale climatological fields as input, learns to estimate monthly
Mediterranean cyclone activity, which we quantify using the Accumulated Cyclone Energy—a metric
integrating the intensity, frequency, and duration of all cyclonic systems in a region. The purpose of this model
is to provide a computationally cheap estimate of the expected severity of a cyclonic season given forecasts or
projections of key climatological fields, akin to the Genesis Potential Indices used for tropical cyclones. Model
performance is optimized through nested cross‐validation combined with Bayesian Optimization for both
hyperparameter tuning and input variable selection. The resulting CNN accurately captures both peak cyclone
activity (mean squared error = 0.01) and the overall temporal evolution (r = 0.83 monthly; r = 0.63 yearly).
Input variable selection highlights absolute vorticity as the most informative input variable, followed by relative
humidity and mean sea‐level pressure. Furthermore, we visualize the CNN's internal activations and find that,
when analyzing the input variables, the model focuses on regions historically associated with cyclogenesis,
indicating that the model has captured at least some aspects of the underlying physical processes. This study
represents a significant step toward leveraging explainable artificial intelligence for studying Mediterranean
cyclones, offering new insights into the drivers of extreme weather in the region.

Plain Language Summary Intense cyclones in the Mediterranean can cause severe weather,
including extreme rainfall and damaging waves, leading to significant social and economic impacts. Currently,
there are no established methods for estimating Mediterranean cyclone activity using climate data. This study
addresses this gap by developing an artificial intelligence model that can accurately estimate monthly cyclone
activity based solely on climate variables. Furthermore, we investigate how using different variables as inputs
changes the performance of the model. From this analysis it emerges that factors typically important for cyclone
development, such as sea‐surface temperature, are less useful in the Mediterranean context, highlighting the
peculiar nature of Mediterranean cyclones, which exhibit characteristics of both tropical and extra‐tropical
cyclones. Visual inspection of the inner workings of the model also reveals that the model correctly focuses on
areas historically known for intense cyclone activity. Finally, we demonstrate that our model outperforms both a
simple climatology and a statistical benchmark, making it an excellent diagnostic tool. Overall, this research
provides the first reliable machine‐learning tool for estimating Mediterranean cyclone activity. It also enhances
our understanding of what drives these cyclones, which is crucial for improving preparedness in a region
increasingly impacted by climate change.

1. Introduction
Surrounded by prominent mountain ranges, which favor the development of heavy weather systems (Martín
et al., 2007), the Mediterranean basin is one of the most cyclogenetic regions in the world (Tous & Romero, 2013;
Ulbrich et al., 2009). Estimates of the annual number of cyclones depends on the identification method use but
range up to 1,800 low‐pressure systems forming there each year (Campins et al., 2011; Tous et al., 2013).
Although most of these cyclones are too weak, small, and short‐lived to have high potential for impacts (Campins
et al., 2011), some intense cyclones do often develop in this basin, driving the majority of extreme rainfall and
wind‐wave events affecting Mediterranean countries (Hochman et al., 2022; Khodayar et al., 2025; Portal
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et al., 2024; Rousseau‐Rizzi et al., 2024) and leading to severe societal impacts and environmental hazards,
including flooding, coastal erosion, and landslides.

Although the majority of cyclones forming in the region are weak systems, several strong ones do form in the
Mediterranean each year (W. Zhang et al., 2021). For example, in 2023, extreme rainfall from Storm Daniel
caused the collapse of two dams in the city of Derna, Libya, triggering catastrophic flooding that resulted in over
5,000 fatalities—the deadliest rainfall‐induced flooding disaster in the world since at least the 1970s (Hewson
et al., 2024). Furthermore, the number of strong Mediterranean cyclones is projected to decrease under most
climate change scenarios, while their intensity and destructive potential are projected to increase substantially
(Cavicchia et al., 2014; Flaounas et al., 2022; González‐Alemán et al., 2019; Romero & Emanuel, 2013; Tous
et al., 2016), although recent studies showed a non‐negligible spread between Med‐CORDEX simulations on the
future trends of cyclone wind intensities, particularly over the Ionian Sea and Levantine basin (Reale et al., 2022).
Nevertheless, it is reasonable to assume that, under continued global warming, Mediterranean cyclones will pose
an increasingly greater threat to a region that is already one of the world's primary climate change hot‐spots
(Giorgi, 2006).

Although the literature is progressing rapidly, our understanding of the genesis and intensification of Mediter-
ranean cyclones is even more tenuous than that of tropical cyclones, for which, at least, empirical indices have
been developed that estimate the seasonal variability of tropical cyclogenesis, such as the Emanuel and Nolan
Genesis Potential Index, ENGPI (Emanuel & Nolan, 2004), and its optimized version, the oGPI (Ascenso
et al., 2023). While not accurate enough to be used for short‐term forecasts or long‐term projections (Camargo
et al., 2020; Cavicchia et al., 2023), these indices can help link changes in cyclone activity to large‐scale patterns
of climate variability (Camargo et al., 2007, 2009), assess the role of specific climatological fields in the genesis
and intensification of cyclones (Tippett et al., 2011), and identify changes over time in cyclone‐prone areas (Yu
et al., 2018).

No such tools, empirical or otherwise, exist for Mediterranean cyclones. Attempts to use the ENGPI in this basin
concluded that a high value of the ENGPI is a necessary but not sufficient condition for high cyclone activity in
the Mediterranean (Romero & Emanuel, 2013; Tous & Romero, 2013). This limitation is due in part to the fact
that those studies focus on specific systems that represent a small fraction of intenseMediterranean cyclones. This
limitation partly stems from the absence of a universal, quantitative definition for what constitutes “high cyclonic
activity” in the Mediterranean, as there is no universal quantitative threshold to define what an “intense Medi-
terranean cyclone” is. In contrast to the tropics—where systems are clearly classified as tropical cyclones once
they reach sustained wind speeds of ≥34 knots—no universally agreed upon threshold exists in the Mediterra-
nean. As a result, reported annual Mediterranean cyclone frequency vary widely across studies, depending on the
classification criteria used (W. Zhang et al., 2021; Flaounas et al., 2023). On the other hand, this allows to retain in
the counting smaller systems that are still associated to high‐impact weather due for example, to stationarity or
long lifetime. Moreover, identifying cyclones in the extratropics is more challanging than in the tropics due to the
inherent = complexity of the fields that define them. The disparity is further compounded by the distinct physical
mechanisms that govern cyclone formation in the two regions. While tropical cyclogenesis typically requires sea
surface temperatures (SST) above 26.5°C (Emanuel, 2003), no SST threshold exist for Mediterranean cyclones.
Indices such as the ENGPI, which embed fixed thermodynamic thresholds, are therefore poorly suited for
diagnosing or predicting Mediterranean cyclone activity.

In recent years, machine learning (ML)‐based approaches have emerged as a powerful complement to traditional
numerical models, learning complex nonlinear patterns directly from data and enabling faster, potentially more
robust forecasts. For example, an ML‐based global weather model was recently shown to predict cyclone tracks
more accurately and at greater lead times than operational systems (Lam et al., 2023). Even in the Mediterranean
Sea, where tropical‐like cyclones are rare, initial AI‐based systems have been developed to monitor and predict
these events by identifying their key structural features (Martinez‐Amaya et al., 2024). As the field of ML
research for studying cyclones has grown exponentially in the last decade, it is beyond the scope of this paper to
provide an overview of its current state. Excellent reviews exist on the topic, though, including (Chen et al., 2020;
Salcedo‐Sanz et al., 2024) for cyclones, and (Bochenek & Ustrnul, 2022; Bracco et al., 2025) for climate science
in general. However, there currently are no studies that use ML methods as diagnostic tools for Mediterranean
cyclones at a seasonal timescale, similar to what the ENGPI and its various iterations achieve for tropical cy-
clones. To address this gap, we introduce here a model that estimates regional cyclone activity at month t from a
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set of n monthly averaged climatological fields over the Mediterranean. As cyclone activity is a loosely defined
term, we quantify it using the Accumulated Cyclone Energy (ACE), a metric that integrates the intensity, fre-
quency, and duration of all cyclonic systems within a region. In other words, given the monthly averaged fields at
month t, our model outputs the corresponding ACE value at that same month t.

Instead of constructing an index as a weighted sum of climatological variables with empirically tuned coefficients
—as is done for indices such as the ENGPI—we develop a Convolutional Neural Network (CNN), a type of
machine learning model, to learn a non‐linear mapping from climatological variables to ACE. Furthermore, we
systematically screen a large set of candidate input variables to identify the optimal subset of n variables that
maximizes the model's performance. This input variable selection process enhances model efficiency and,
crucially, helps shed light on the relative importance the model puts on the different input variables. To further
enhance interpretability, we generate spatial attention maps that reveal which regions of the basin the model relies
on most strongly for each input variable, allowing us to assess whether these correspond to physically plausible
zones of cyclogenesis. In doing so, we aim to demystify the “black‐box” nature of the CNN, offering insights into
both model behavior and the physical drivers of cyclone activity in the Mediterranean.

Rather than serving as a direct seasonal or long‐term forecasting tool, the primary value of our model lies in its
diagnostic capabilities, analogous to established tools like the Genesis Potential Index (GPI). The model provides
a robust, data‐driven link between the large‐scale environment and the integrated measure of cyclone activity
(ACE). This link can be leveraged in several ways. First, the model can be applied to the outputs of global climate
models (GCMs) to investigate how Mediterranean ACE values might change under various future climate sce-
narios, without having to resort to directly analyzing the often unreliable cyclone tracks from GCMs. Further-
more, the framework can be used to assess the fidelity of GCMs. A GCM that produces realistic climatological
fields should, when those fields are fed into our model, produce a realistic climatology of ACE. Clear artefacts can
highlight specific biases in the GCMs' representation of Mediterranean climate dynamics. Finally, by analyzing
the model's sensitivity to different input fields (as done in our input variable selection) and its spatial focus (via
saliency maps), we can deepen our understanding of the key climatological drivers underpinning variability in
Mediterranean ACE values.

2. Methods
2.1. Data

There are several possible variables to use to describe how active is a given period of time in terms of cyclone
occurrence, with some widely used ones being cyclone number and cyclone days. Here, with a view on possible
downstream applications, we make the choice to focus on a quantity that takes into account the compound effect
of cyclone number, duration and intensity. Therefore, we instead use as our target the ACE, originally proposed
by NOAA to study tropical cyclones (Bell et al., 2000) and defined as:

ACE = 10− 4∑ v2max (1)

where vmax is the maximum sustained wind speed of all cyclones in a given area (in our case, the entire Medi-
terranean basin) for a given time interval (in our case, a month), and 10− 4 is a scaling factor used to bring the
metric to a numerically more stable range of values. A downside of ACE is that, as its formula does not
discriminate between the various types of cyclones, a month with high ACE could be the result of a single, long‐
lived intense cyclone or several weaker but more frequent baroclinic storms. In a region with such a diverse mix of
cyclone types, the variability in the physical structure, intensity, and duration of these different systems means
that their contribution to the overall ACE value can differ significantly, which may complicate the physical
interpretation of the aggregated metric. However, the fact that the wind speed is squared in the formula means
weaker storms count disproportionately less than stronger ones. This makes ACE a good proxy for the overall
activity of intense cyclones in a basin (Davis & Zeng, 2019). In fact, this metric has been used extensively to
estimate the activity of hurricane‐force storms in the Atlantic and Indian Oceans (Klotzbach et al., 2022; Sahoo &
Bhaskaran, 2016; Villarini & Vecchi, 2012), including as the target for a machine learning model (Fu et al., 2023).
Another caveat to consider is that ACE is a basin‐wide metric that does not provide geographically specific
information about cyclone activity. Any model trained to estimate ACE, therefore, learns to estimate the total
cyclone activity over the entire Mediterranean but does not predict where within the basin this activity is
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concentrated. Nevertheless, as discussed later, by analyzing the saliency maps of the model we are able to identify
which areas of the input variables it deems more important for making its prediction.

As no ACE data are available for the Mediterranean, we construct our own data set by leveraging a publicly
available data set of Mediterranean cyclone tracks between 1980 and 2019 (Flaounas et al., 2023). In particular we
use the data referred to as confidence level 7 (“CL = 7”) in (Flaounas et al., 2023), where the reader can find also
information on the climatological properties of that data set, including the seasonal cycle (their Figure 12b), track
density (their Figure 13c) and intensity (their Figure 14c). For each teimestep in each cyclone track in the data set,
we take the corresponding maximum wind speed from ERA5 within a radius of 500 km from the location of the
storm (same threshold is used consistently across the data set). By aggregating the data (as shown in Equation 1)
first by month and then over the whole basin, we reconstruct a monthly time series of Mediterranean ACE, from
1980 to 2019. A wind threshold of 34 knots is applied in the original formulation of ACE for tropical cyclones.
Such a threshold is not applied here, as a similar quantitative classification does not apply in the Mediterranean.
As cyclone activity in the Mediterranean is highly seasonal (winter being the most active season), we detrend the
time series by removing the seasonal cycle, to prevent the model from taking the shortcut of only learning the
seasonal variability within the data.

We then construct a pool of nine input variables that emerge from the literature as typically associated to the
formation or intensification of Mediterranean cyclones (Table 1), to be used as inputs to our model. Each variable
is taken from ERA5 at a 1° × 1° resolution on the domain shown in Figure 1 below, covering the period from 1980
to 2019 using monthly means. The choice of this resolution rather than the native 0.25° grid is not expected to
introduce a large loss of information in large‐scale variables, as our model uses monthly mean climatological
fields as input (thus smoothing out the variability from individual, short‐lived weather events where finer res-
olution is most critical). On the other hand, it makes the model directly usable on data sets that have lower
effective resolution than ERA5. For instance, while the underlying models can have higher native resolutions, the
Copernicus Climate Change Service (C3S) multi‐model seasonal forecast products are typically provided on a
standardized 1 × 1 degree grid. Our choice of this resolution thus ensures direct compatibility with such key
operational climate data sets without requiring additional downscaling or regridding. Finally, we detrend the data
and then use min‐max scaling to normalize each input variable into the range [0, 1], to prevent the model from
being biased towards variables that take larger values. This normalizing method inherently handles negative
values: for any given variable, the lowest value in the data set (which may be negative, as in the case of relative
vorticity) is mapped to 0, the highest value is mapped to 1, and all other values are scaled linearly within this

Table 1
Pool of Candidate Input Variables for Estimating Accumulated Cyclone Energy

Input variable Acronym Units Link to cyclones

Sea surface temperature sst K Warmer waters provide latent heat necessary for cyclone intensification (Pytharoulis
et al., 2018).

Absolute vorticity at 850 hPa av s− 1 Areas of positive absolute vorticity are associated with the development of low‐pressure
systems (Miglietta & Rotunno, 2019).

Relative humidity at 600 hPA rh % High‐altitude moisture supports deep convection, which is critical for cyclone formation
and persistence (Messmer et al., 2017).

Vertical wind shear vshear m/s Weak shear favors tropical cyclogenesis, whereas strong shear disrupts the organization of
convection (Miglietta & Rotunno, 2019).

Eady Growth Rate egr s− 1 Indicative of baroclinic instability, and therefore particularly useful in the context of mid‐
latitude cyclones (Besson et al., 2021).

Mean sea‐level pressure msl hPa The gradient between the sea‐level pressure at the center of the storm and that of its
surroundings is the main driver of the strong horizontal winds towards the center (von
Storch et al., 2024).

Air density over the ocean ado km/m3 For tropical‐like storms, lower air density translates into higher efficiency and more fuel to
the storm (Abdalla & Cavaleri, 2002).

Convective available potential energy CAPE J/kg The CAPE is a measure of the amount of energy available for convection, and it is
correlated with the highest possible vertical speed inside an updraft.

Convective velocity over the ocean cvo m/s An indicator of vertical air motion over water bodies (Dafis et al., 2020).
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range. As explained in the next section, we use an input variable selection algorithm to extract from this initial set
of candidate variables the subset that maximizes the performance of our model.

2.2. Model and Input Variable Selection

For our model we use a CNN, a type of machine learning algorithm that has been used, for example, to estimate
cyclone activity from climatological fields (Fu et al., 2023). CNNs are particularly well‐suited for the task at hand
due to their ability to build a hierarchy of spatial features. The initial convolutional layers of a CNN act as
learnable filters to identify simple, local patterns within the climatological fields, such as pressure gradients or
vorticity anomalies. Subsequent layers, in combination with pooling operations, then combine these simple local
features into more complex and abstract representations covering progressively larger spatial areas. This hier-
archical structure allows the model to effectively learn the synoptic‐scale patterns most relevant to cyclone ac-
tivity, making them more suited for handling spatially distributed data than traditional ML methods, which are
constrained to processing the localized information contained within a single pixel. As our data set is very small
(480 months), state‐of‐the‐art CNNs like Inception (Szegedy et al., 2016), ResNet (He et al., 2016), or even
EfficientNet (Tan & Le, 2021) are likely to be poor choices, as they require upwards of tens of thousands of
samples to be trained without incurring into overfitting. Instead, we develop from scratch a simple, shallow CNN
(Figure 2). Specifically, our network consists of a variable number of convolutional blocks (which themselves
consist of a convolutional layer followed by a max pooling layer), followed by a dropout layer (which reduces
overfitting by preventing the network from over‐relying on any single learned feature) and an output dense layer,
which gives the final ACE estimate. For readers less familiar with CNNs, the components of our architecture
(Figure 1) serve specific functions tailored to our climatological task:

• Convolutional layer and Filters: This is the core building block. Each “filter” is essentially a learnable pattern
detector that scans the input fields. In our context, a filter might automatically learn to activate when it detects
a feature relevant to cyclones, such as a localized vorticity maximum.

• Max Pooling Layer: This layer systematically downsamples the feature maps, making the learned patterns
more robust to their precise location and increasing the “receptive field” of subsequent layers, allowing them
to “see” larger areas of the basin.

• Architectural Choices: We intentionally chose a shallow architecture (i.e., few layers) but allowed for a higher
count of convolutional filters. This design is a direct response to our small data set (480 months), which a
deeper network could easily overfit. Our shallow‐but‐wide approach instead encourages the model to learn a
diverse set of relatively simple synoptic‐scale patterns, striking a balance between model capacity and the risk
of overfitting.

Figure 1. Domain over which we take the nine input variables described in Table 1.
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To further mitigate overfitting, we also use early stopping, which stops the training of the network after per-
formance has not improved on the validation set for over five consecutive epochs. For a more detailed overview of
the role of these various components of a CNN, refer to (Goodfellow et al., 2016).

When developing a neural network, several hyperparameters must be set. Here, we choose to treat the input
variables as hyperparameters. We do so by assigning to each candidate variable a binary parameter with two
possible values: 0 if the variable is to be discarded, 1 if it is to be used as input to the model. We then use a single
algorithm (described later) to jointly optimize both the input variable set and the hyperparameter values.
Compared to a sequential approach, where input variable selection is performed first, followed by hyperparameter
tuning, this joint optimization approach offers several advantages. First, it allows us to simultaneously explore the
spaces of the variables and of the hyperparameters, resulting in a more integrated and effective optimization
process. In contrast, the sequential approach can lead to suboptimal performance, as the selected variables may
not be ideal for the optimal hyperparameters, and vice versa. By optimizing both aspects together, the model can
account for interactions between inputs and hyperparameters, thus identifying the combinations that yield the best
performance. Moreover, joint optimization tends to be more efficient in terms of computation. A sequential
approach requires running multiple full optimization trials—first to select the best input variables, then to tune
hyperparameters on the reduced data set. If the initial input variable selection is not optimal, the process may need
to be repeated, leading to additional computational overhead.

To find the optimal hyperparameter values (including the optimal set of input variables), and to alleviate the
problem of having a small data set, we use a framework called nested cross‐validation. Nested cross‐validation
builds upon standard cross‐validation by splitting the process into two loops (Figure 3). The inner loop is
dedicated to model selection or hyperparameter tuning, while the outer loop provides an unbiased estimate of the
model's generalization performance. Specifically, the data set is first divided into k folds (outer loop), and then
each fold is itself divided into j folds (inner loop). The inner loop of j folds optimizes the hyperparameters
separately for each of the k folds, while the outer loop of k folds merely trains and validates the model (using the
hyperparameters selected for that fold by the inner loop) on different partitions of the data set. This separation into
an inner and outer loop ensures that the hyperparameter tuning does not leak information into the performance
evaluation, thereby mitigating overfitting and providing a more reliable estimate of the generalizability of the
model (Cawley & Talbot, 2010). In our case, we arbitrarily set k = 40 and j = 39, meaning each outer fold has a

Figure 2. Architecture of the convolutional neural network model developed, showing which hyperparameters (HP) are to be
optimized (lr = learning rate). Square brackets indicate continuous ranges and curly brackets indicate discrete sets.
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training set of 39 years and a validation set of one year, and each inner fold has a training set of 38 years and a
validation set of one year. To ensure that each partition respects the seasonality of cyclone activity, before
splitting the data we shift them forward by 6 months, so that each of the k folds contains one off‐season and one
active season.

The hyperparameter optimization within the inner loop is performed using the Bayesian Optimization algorithm
as implemented in Keras Tuner, a widely used Python library. Bayesian Optimization is an iterative approach for
tuning hyperparameters more efficiently than grid search, aiming to converge to an optimal set with relatively few
evaluations (Shahriari et al., 2015). It builds a probabilistic surrogate model—typically a Gaussian process—that
approximates the true, expensive‐to‐evaluate objective function that maps hyperparameter configurations to
model performance. This surrogate is updated iteratively as new configurations are evaluated. An acquisition
function, which balances exploration of uncertain regions and exploitation of known good areas, guides the
selection of the next hyperparameter set to test. Bayesian Optimization can be seamlessly integrated into a nested
cross‐validation as follows. First, the acquisition function samples a new set of hyperparameters. Then, the
corresponding CNN is built, trained, and evaluated on the j folds of the inner loop. The average performance over
the j validation sets is then used to guide the selection of the next set of hyperparameters; when a pre‐determined
number N of hyperparameter sets have been explored, the algorithm stops. In our case, we chose N = 100, two
orders of magnitude fewer than the 8,640 trials we would have had to run using grid search.

2.3. Benchmark

As there is no benchmark in the literature for the task addressed in this paper, we implement a simple statistical
model to serve as a baseline against which to compare our CNN. Specifically, we build a Seasonal Autoregressive
Integrated Moving Average (SARIMA) model, which is a generalization of the Autoregressive Moving Average

Figure 3. Flowchart of the steps involved in nested cross‐validation.
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(ARMA) model for data with a strong seasonal component. Seasonal ARIMA models, usually denoted as
SARIMA (p, d, q) (P, D, Q, S), require the following parameters to be set:

• Non‐seasonal part: (p, d, q)
– p: Number of non‐seasonal AR (auto‐regressive) terms.
– d: Number of non‐seasonal differencing operations to achieve stationarity. Following an Augmented
Dickey‐Fuller (ADF) test for stationarity (p < 0.05), we set d to 0.

– q: Number of non‐seasonal moving average (MA) terms.
• Seasonal part: (P, D, Q, S)

– P: Number of seasonal AR terms.
– D: Number of seasonal differencing operations. This parameter is also set to 0 based on the results of the
ADF test.

– Q: Number of seasonal MA terms.
– S: Seasonal periodicity. We set this parameter to 12, to reflect the yearly cycle in historical ACE data.

As the computational cost of this model is negligible compared to that of the CNN, we use grid search rather than
Bayesian Optimization to find the optimal values for the model parameters, yielding SARIMA (1, 0, 0) (1, 0, 1,
12). To keep the comparison fair, the SARIMA model is also trained using cross‐validation. However, as we can
optimize its parameters via grid search very efficiently, a standard k‐fold cross‐validation (keeping k = 40 as for
the CNN) suffices here.

As an additional, even more basic benchmark, we consider a simple climatology of the historical ACE values,
against which to compare the two models developed.

2.4. Evaluation

For both the CNN and the SARIMA models, we have an ensemble of 40 different models (one per fold), each
using 39 years of data for training and one for validation. For each ensemble, we evaluate its performance by using
each member of each ensemble to estimate the values of its corresponding held‐out year. For example, a model
trained on data from 1980 to 2018 is then used to estimate the ACE values of the 12 months in 2019.We then piece
together the outputs of all 40 members, thus reconstructing the entire 40‐year‐long ACE time‐series one year at a
time. We then compute two metrics between the model‐reconstructed time‐series and the observed ACE time
series: the mean squared error (MSE), to detect points with large deviation from the true values (as the errors are
squared); and Pearson's correlation coefficient (r), which measures the overall agreement between the two time‐
series and is the metric most often computed for evaluating tools such as the ENGPI (Ascenso et al., 2023;
Cavicchia et al., 2023; Emanuel, 2003; B. Wang & Murakami, 2020; C. Wang et al., 2023). To aid visualization
and interpretability, the cyclostationary mean is added back to the observed and model‐estimated ACE data before
computing these two metrics.

The piece‐wise reconstruction of the model‐estimated ACE time‐series allows us to avoid data leakage (i.e.,
testing a model on data used to train it). Also, being able to compute performance metrics on the entire time‐series
(as opposed to a single, small held‐out set, as would have happened had we used a standard train‐val‐test split)
grants more statistical significance to our results. However, having only one member contributing to the esti-
mation of each piece of the time‐series does not yield information about the uncertainty of the ensemble. In other
words, we would like to know if, for any given fold, the k‐1 members that had that fold in their training set learned
the same representation for that year's data and produce similar outputs when evaluated on them. To this end, we
perform a second analysis, where each member of the ensemble is used to reconstruct the ACE time‐series for all
the k‐1 year of its training set. This process yields 40 time‐series, from which we calculate the ensemble average
and confidence intervals (CIs). The aim of this analysis is not to calculate the performance metrics between the
observed and ensemble‐average ACE time‐series (as that would constitute data leakage), but rather to assess the
uncertainty of the ensemble, and possibly relate it to external factors. Specifically, we hypothesize that the spread
of the ensemble will be larger when ACE is large, as it is likely easier for a model to learn that ACE values are
always close to zero in the off‐season.

Having assessed the overall performance of the models, we then investigate the results of the hyperparameter
optimization framework for the CNN. In particular, we are interested in analyzing which input variables are
selected and why. To this end, we first calculate the percentage of folds in which each variable is selected. Then,
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for each pair of two variable vi and vj, we calculate the conditional probability P(vj |vi), to investigate whether
certain variables are picked together more often than others (indicating interactions between the variables) or if
there are variables that are seldom picked together (indicating redundancy).

Finally, to understand what parts of the input variables the CNN finds particularly relevant, we compute the
saliency maps for each variable. Saliency maps are visualization tools that highlight the regions of the input that
most strongly influence the network's outputs. They are computed by evaluating the gradient of the output with
respect to the input pixels (or grid cells), indicating how sensitive the model's decisions are to changes in each
pixel. High gradient magnitudes correspond to pixels that significantly affect the model's output, resulting in a
heatmap that emphasizes the most salient areas in the input variable used by the CNN for the estimation.
Therefore, saliency maps can make the model more interpretable by revealing which parts of an image contribute
most to the network's decision‐making process. To make the saliency maps of each input variable comparable, we
normalize them to be in the range [0, 1], and we average them over the entire data set.

3. Results and Discussion
3.1. Model Evaluation

The piece‐wise reconstruction of the ACE time series (Figure 4) reveals that the SARIMAmodel performs well in
the off‐season, but is too conservative in the months of peak activity. Conversely, the CNN occasionally fails to
correctly estimate near‐zero ACE values in the off‐season but performs significantly better overall and especially
in the active months, perfectly capturing many of the peaks. The CNN also shows excellent inter‐annual vari-
ability, with a Pearson coefficient of 0.83 calculated at a monthly scale (Figure 4) and of 0.64 at a yearly scale (see
Figure S1 in Supporting Information S1). Importantly, the CNN also outperforms a simple climatology of ACE
values, which achieves a correlation of 0.5. The fact that the simple climatology outperforms the SARIMAmodel
indicates, as expected, that the predictability of ACE is dominated by a stable seasonal cycle, which the SARIMA
model may be overfitting.

By stratifying the months by observed ACE, we find that in the top‐20% ACE months our model has an MSE of
0.0246 versus 0.0038 for the remaining months. Indeed, 61.7% of our model's total MSE is accrued in top‐20%
ACE month, indicating that most of the error is concentrated in a handful of months of particularly high activity.
Seasonally, the Mean Absolute Error (MAE) is smallest in late spring–summer (May–June = 0.005–0.010) and
peaks in late autumn–early winter, with October–December contributing disproportionately (October 0.0817;
November 0.1312; December 0.1387), consistent with the climatological cyclone season. Furthermore, we find
(see Supporting Information S1) that higher SST and stronger convective velocity co‐vary with positive residuals,
pointing to overestimation under warm, convectively favorable backgrounds. In contrast, larger Eady Growth
Rate co‐varies with negative residuals, consistent with underestimation during strongly baroclinic setups. An
analogous (though weaker, p = 0.12) tendency for negative residuals with extreme low‐level absolute vorticity
hints at missed intensity during highly dynamical events. Together, these diagnostics suggest the CNN captures

Figure 4. Observed and model‐reconstructed Accumulated Cyclone Energy time‐series. Here, the model‐reconstructed time‐
series are obtained by piecing together the k contributions of the k members of the two ensembles, tested on their respective
held‐out validation sets of one year (12 months) each. The time‐series are shown with the trend added back to the data. See
Figure S1 in Supporting Information S1 for an equivalent plot with detrended data reported at a yearly scale.
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the occurrence and seasonality of activity but can over‐weigh thermodynamic cues (leading to false alarms in
warmconvective states) and under‐weigh dynamical cues (leading to underestimation during strongly forced
events).

Having established that the CNN outperforms the benchmark, we investigate the uncertainty of the 40 members of
the CNN ensemble (Figure 5). The observed ACE time‐series lies entirely within the CIs of the ensemble, whereas
the “true prediction” time‐series (i.e., the one reconstructed piece‐wise on the k validation sets, as in Figure 4)
occasionally falls outside these bounds. This discrepancy indicates a degree of overfitting: the model tends to
perform better on data seen during training than on unseen data. Given the small size of our data set and the fact
that the deviation of the “true prediction” time‐series from the CIs of the ensemble is generally small, we conclude
that this amount of overfitting is acceptable.

The second observation that emerges from analyzing the uncertainty of the ensemble is that our hypothesis that
the width of the CIs would correlate with the magnitude of the observed ACE is only partially verified. In fact,
wide CIs are also present during off‐season months. This becomes even more apparent by looking at a scatter plot
of ACE versus CI width (Figure 6), which shows how many of the points with large CI are clustered near
ACE = 0. This confirms the previous finding that the model struggles somewhat in estimating ACE in the off‐
season months. One possible explanation for this limitation lies in the detrending of the data. Preliminary ex-
periments with raw (non‐detrended) data showed that the models tended to converge toward a purely sinusoidal
output, capturing the seasonal cycle but failing to learn interannual variability. To make the model perform better
in the off‐season months, we foresee two options: (a) train one CNN on off‐season months, and a separate one on
in‐season months; although sensible algorithmically, this would require training each model with only half the
data, which would magnify the overfitting; (b) use some post‐processing algorithm to correct the biases in the off‐
season months. This, however, is a research question of its own, and we hope future research will verify its
feasibility.

3.2. Hyperparameter Optimization and Input Variable Selection Results

We first analyze the results of the hyperparameter optimization, leaving the discussion of the input variable
selection for last. Of the hyperparameters optimized, the one with the lowest diversity of selected values is the loss
function, for which all 40 folds selected the Huber loss (Figure 7). The Huber loss is particularly advantageous in
settings where smooth gradient information is required for effective optimization, but where the data distribution

Figure 5. Uncertainty of the convolutional neural network ensemble. To aid visualization, only the last 4 years of data are
plotted; the full timeseries is reported in the (Figure S2 in Supporting Information S1). Here, the “true prediction” time‐series
refers to the time‐series constructed piece‐wise from the k ensemble members evaluated on their validation sets (i.e., the same
time‐series shown in Figure 4), while the “ensemble mean” is obtained by averaging the outputs of the k‐1 members
evaluated on data that was present in their training set.
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also includes outliers or heavy‐tailed noise—which is clearly the case here (see Figure 4). Unlike the MAE, which
is robust to outliers but suffers from non‐differentiability, and the Mean Squared Error (MSE), which provides
smooth gradients but is overly sensitive to anomalous observations, the Huber loss strikes a balance by behaving
quadratically for small errors and linearly for large ones. Indeed, the Huber loss, though less well‐known than the
MAE andMSE, has recently been used in several different applications within climate science, from climate field
reconstruction (Z. Zhang et al., 2022), to the parameterization of subgrid processes in atmospheric models (Hu
et al., 2025), to the detection of climate change drivers (Ibrahim et al., 2021).

Also interesting is the fact that most folds prefer a shallowmodel (1–2 layers) with a higher count of convolutional
filters (128–256; Figure 7). This indicates that it is more advantageous for the CNN to learn to detect several
simple features than fewer, semantically complex ones. This is likely an adaptation discovered by the Bayesian

Figure 6. Scatterplot showing the relationship between observed Accumulated Cyclone Energy values and the width of the
confidence intervals of the convolutional neural network ensemble. The red line (with corresponding coefficient of
determination R2) is the best linear fit through the data.

Figure 7. Collection of histograms showing the frequency with which the various values of each hyperparameter were selected by the k members of the convolutional
neural network ensemble. The results for the input variables are reported separately (Figure 8).
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Optimization algorithm to reduce overfitting, as deeper networks tend to have higher capacity (and therefore
higher propensity to overfitting). Similarly, most folds select a high value of dropout rate (0.4), which is a form of
regularization and therefore helps mitigate overfitting.

From our input variable selection (Figure 8) it emerges that absolute vorticity is the most selected variable by a
large margin (70%, the second being relative humidity and mean sea‐level pressure, tied at 50% each). The
prominence of vorticity is relatively unsurprising: as vorticity is an intrinsic characteristic of the storms them-
selves, a direct physical link between vorticity and wind speed (and thus ACE) is expected. The contrast between
the selection frequency of relative humidity (selected in 50% of folds) and sea‐surface temperature (28%) is also
particularly noteworthy, highlighting the specific drivers of intense cyclones in the region. The prominence of
relative humidity points to its critical role in processes that govern cyclone intensification (Miglietta et al., 2021).
A moist mid‐troposphere serves as a reservoir for significant latent heat release during condensation, contributing
to a drop in surface pressure and an increase in wind speeds, which directly translates to higher ACE values. The
model's preference for relative humidity is therefore consistent with its direct physical link to cyclone intensity.
Conversely, the lower selection rate for SST suggests that, while air‐sea heat fluxes are an acknowledged energy
source (Saraceni et al., 2025), their influence might be overshadowed (especially when taking monthly averages)
by the more direct signal of dynamical factors such as vorticity.

Wind shear is a key inhibitor of tropical‐like cyclone intensification (Cavicchia et al., 2014; Emanuel, 2005),
However, only a small fraction of cyclone in the area follow this kind of intensification pathway, leading to it
seldom being selected (18%). This does not imply shear is irrelevant (as a statistically significant number of
folds still selects it), but rather that, compared to the other variables, shear may not provide additional
explanatory power in our model. The same can be said for Eady Growth Rate, a baroclinic growth measure,
which might be partially redundant with absolute vorticity or other dynamical variables (e.g., mean sea‐level
pressure), thus explaining its lower selection rate (22%). An additional possible explanation of the low se-
lection rate of shear and EGR is that those fields, even though crucial for cyclone formation, are smoothed out
in monthly averages.

The other variables—namely, mean sea‐level pressure (50%), CAPE (48%), air density over the ocean (48%), and
convective velocity over the ocean (42%)— appear in an intermediate range of selection frequency. Their spo-
radic yet meaningful inclusion highlights the multi‐faceted nature of Mediterranean cyclones, the activity of
which is modulated by several complementary factors. This observation is also supported by the fact that,
although some variables are selected more often than others, there is little indication of redundancy between
variables (Figure 9). Specifically, we would expect that if two variables vi and vj are redundant, either
P(vj |vi) = P(vi |vj), or P(vj |vi)≫P(vi |vj) (in the case where vi is a redundant, less‐informative version of vj).
Neither condition emerges from our results (Figure 9), which instead indicate that every input variable captures
some unique piece of information useful for the estimation of ACE. Although P(vshear |vsst) = P(vsst |vshear) = 0,
wind shear and sea‐surface temperature are two of the least selected variables, so it would be statistically unlikely
for them to be selected together. This, therefore, does not indicate that they are entirely redundant, but merely that
the CNN does not consider them to be particularly useful for estimating ACE.

Figure 8. Input variable selection results across the 40 outer folds of the nested cross‐validation. Each row shows an input variable (with its overall selection rate in
parentheses), and each column represents one outer fold. Dark cells indicate that the variable was chosen in that particular fold.
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3.3. Saliency Maps

To solidify our intuition of what the CNN has learned from the data, we visualize the saliency maps of four key
variables (Figure 10): the two selected the most (absolute vorticity, 70%, and relative humidity, 50%) and the two
selected the least (wind shear, 18%, and Eady Growth Rate, 22%). For wind shear and Eady Growth Rate, the
model does not focus on any particular area, and instead just extracts some general, basin‐wide information. It is
unclear, however, if these two variables are not particularly useful to estimate ACE (as evidenced by the flat
saliency maps) and that is why the model does not select them, or if model struggles to extract information from

Figure 9. Heatmap showing the probability of selecting variable vj given that a feature vi was already selected.

Figure 10. Saliency maps for wind shear, Eady Growth Rate, absolute vorticity, and relative humidity. In these maps, warmer (red) colors indicate regions where small
changes in an input variable would most affect the model's output—i.e., the areas of each variable where, on average, the convolutional neural network focuses to
produce its outputs. Saliency values are unitless and normalized to range from 0 (least model activity) to 1 (most model activity).

JGR: Machine Learning and Computation 10.1029/2025JH000807

ASCENSO ET AL. 13 of 17

 29935210, 2026, 2, D
ow

nloaded from
 https://agupubs.onlinelibrary.w

iley.com
/doi/10.1029/2025JH

000807 by A
ndrea C

astelletti - PO
L

IT
E

C
N

IC
O

 D
I M

IL
A

N
O

 , W
iley O

nline L
ibrary on [27/03/2026]. See the T

erm
s and C

onditions (https://onlinelibrary.w
iley.com

/term
s-and-conditions) on W

iley O
nline L

ibrary for rules of use; O
A

 articles are governed by the applicable C
reative C

om
m

ons L
icense



these variables (perhaps due to the limited model capacity) and this leads to these variables not being selected
more often. For instance, it is possible that the information that would make these variables relevant is so
semantically complex that it would require 3–4 layers for the CNN to extract it—but this increased capacity would
cause overfitting, and is therefore avoided by the optimization algorithm. Without obtaining enough data to
mitigate overfitting, this theory cannot be conclusively tested.

Conversely, the model extracts more (and more locally focused) information for relative humidity and absolute
vorticity (see the Supporting Information S1 for a more nuanced evaluation of the differences between these two
fields). In particular, the areas where the model focuses are consistent with regions where we would expect high
cyclone activity, such as Sardinia, the Apennines, the Ionian side of Greece, and the leeside of the Atlas
Mountains (Egger et al., 1995; Givon et al., 2024; Horvath et al., 2006; Toomey et al., 2022). Therefore, the CNN
seems to have learned physically based relationships between inputs and output. There is considerable focus also
on inland regions, such as deep within Algeria, a well‐documented cyclogenesis hotspot (Alpert & Ziv, 1989;
Egger et al., 1995). Specifically, North Africa and the lee of the Atlas Mountains are known genesis regions for
Sharav cyclones, which are relevant for Mediterranean systems. The model's focus on this inland area is therefore
physically plausible, suggesting it has learned to identify precursor conditions in this key cyclogenetic region that
influence storm development over the adjacent seas.

However, as the saliency maps of both absolute vorticity and relative humidity also display somewhat noisy
patterns, their interpretation must be approached with caution, especially as the model was trained on a small data
set. Several factors could contribute to the appearance of such non‐physical, noisy patterns. For example, if two
input variables are strongly correlated, the model might assign importance to a region in one variable that is
merely a proxy for a more direct physical driver in another. Furthermore, the CNN architecture itself can
introduce artifacts (either as a consequence of overfitting or of poor convergence during training), causing the
model to focus on textures or gradients that are not physically interpretable. While a full systematic assessment is
beyond the scope of this study, the robustness of these maps could be tested in future work.

4. Conclusions
AlthoughMediterranean cyclones are the subject of an increasingly large body of literature, there are no empirical
or data‐driven tools to estimate their seasonal activity. This study addresses this gap by describing a novel CNN
trained to estimate the monthly ACE index in the Mediterranean. Our results demonstrate that the CNN has
excellent skill in estimating monthly ACE values, with a Pearson correlation coefficient of 0.83 with the observed
ACE time series, outperforming a simple statistical model (SARIMA) used as a benchmark (r = 0.49).

A key contribution of this work is the identification of the key drivers of cyclone activity in the Mediterranean.
This was achieved by using a hyperparameter tuning algorithm (Bayesian Optimization) in conjunction with
cross‐validation, in what is known as nested cross‐validation. Absolute vorticity emerges as the dominant input
variable (selected in 70% of the outer folds), followed by relative humidity and mean sea‐level pressure (50%
each). Conversely, variables traditionally associated with tropical cyclone activity, such as sea‐surface temper-
ature and wind shear, are selected less frequently. This outcome underscores the distinct physical drivers of
Mediterranean and tropical cyclones. Our analysis of saliency map further reveals that the CNN's focus aligns
well with regions known for high cyclone activity, thereby providing physical interpretability to what is often
considered a “black‐box” model.

Despite the promising performance, our analysis also highlights some challenges. The small data set (spanning
only 480 months) and the need for seasonal detrending have contributed to some overfitting and difficulties in
accurately capturing the off‐season behavior of ACE. Future work may address these issues by exploring separate
modeling strategies for active and off‐season periods, or by postprocessing the outputs of our model.

In summary, the proposed machine learning approach offers a significant advancement in the analysis of Med-
iterranean cyclones, not only enhancing our understanding of the physical drivers behind these phenomena but
also providing the first data‐driven tool for risk assessment and preparedness in a region increasingly vulnerable
to climate change.
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Data Availability Statement
All raw data used in this study are available from ERA5 at (Hersbach et al., 2023). The ACE time series and
Python code used in this study are available at (Ascenso et al., 2025).
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