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Abstract. The operative management of jobs in semiconductor fabrication plants (FABs) is highly
challenging due to the complexity and scale of their processes. Inefficiencies in a FAB can disrupt
the entire supply chain, increase production costs, and cause financial losses for downstream
industries. This paper focuses on the Process Capacity Planning problem by proposing a novel
approach that integrates with existing practices at ST. The method combines a Mixed Integer
Linear Programming Model (MILP) with the FAB's Digital Twin (DT), enhancing the robustness
and adaptability of the MILP-generated solution. Numerical validation is conducted on instances
derived from the industrial case.

Introduction and Related Literature

ST's semiconductor fabrication plant (FAB) is managed hierarchically with four sequential
decision levels. The Aggregate Planning (level 1) defines the Master Production Plan for the FAB
over a 12-week horizon. At level 2, Product Release defines the list of products to be introduced
into production on a weekly basis. This level also includes the job formation, which organizes jobs
(each being a set of silicon wafers transported between machines by specialized carriers)
accordingly to product release and carrier capacity. At each shift, Process Capacity Planning
(PCP, level 3) allocates jobs, both newly released and already in progress, to machines configured
for the specific processes required by the wafers within each job. Once allocated, multiple jobs
might be assigned to the same machine, necessitating a schedule or dispatching rule to be
established. The latter is addressed at level 4 of the hierarchy.

This work focuses on the PCP and the operational management of job allocation, widely
acknowledged as critical for the decision-making structure of this specific industrial case.
Nonetheless, PCP poses a challenging problem for semiconductors in general [1, 2].

The ST FAB involves hundreds of machines and hundreds of different product types, each
requiring a recipe of approximately 600 events. Events are defined as processing steps specific to
an operation and machine-job combination to then achieve a finished product. Fabrication
processes include photolithography, deposition, diffusion, etching, implantation, annealing, and
others, all of which require strict control over machine qualification (the capability to perform a
certain process on a specific product), machine configuration (setup), and critical queue times.
These technological constraints impact PCP to minimize reconfiguration times and reworks, as
well as to prevent quality issues. Considering all jobs simultaneously in progress, the PCP
encompasses tens of thousands of potential events. The PCP aims to maximize the number of
processing steps completed, driven by the fact that the lead time for a product spans several
months. At level 3, decisions are supported by a Digital Twin (DT) that represents the dynamics
of the FAB. Specifically, the DT is a discrete event simulation model that is automatically
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parameterized using actual production data collected from the shop floor at the beginning of the
shift. This DT, encapsulating the detailed features of the semiconductor manufacturing equipment,
is used to evaluate digitally any job allocation solution and ensure its feasibility. Ultimately, the
PCP solution consists of a set of jobs to be processed during the shift, for each job, the number of
executed events, and the event-to-machine allocation. The PCP solution is then passed on as the
target for the next decisional level (i.e., level 4).

According to the related literature, the decisional level following order release (level 2 in ST)
is typically addressed through either Full Factory Scheduling (FFS), which involves scheduling
the entire facility, and considers all jobs in the FAB, or equipment-based scheduling [1]. MILP is
utilized for the former, while heuristics and algorithms for job sequencing are applied for the latter.
At ST, scheduling is managed at the equipment level (level 4), positioning PCP (level 3) as an
intermediary step in the hierarchy, which differs from most literature approaches. In addition, the
practical implementation of state-of-the-art FFS methods is often limited due to significant
simplifications and high computational costs (requiring hours even for small-sized problems [3]),
which are not compatible with the short decision horizon of PCP. Consequently, many articles
reduce industrial-scale applications and problem complexity to manage the computational effort
[3, 4,5, 6,7, 8]. For instance, the scheduling model in [5] addresses a permutation flow-shop but
neglects reentrant flows, batching machines, and machine qualification and configuration.
Different from make-span minimization, such as [3, 5, 6, 7], PCP aims to maximize a throughput
indicator. Another scheduling approach is simulation-based, where a simulator embedded with
dispatching rules evaluates multiple schedules in turn generated based on heuristics [9, 10]. The
schedule with the best performance indicator is then selected. Notably, none of the available works
combine a hybrid approach between simulation-based and MILP-based FFS.

In more detail, this paper aims to develop a novel approach to solve the PCP by combining an
MILP with the DT of the FAB, enhancing the robustness and adaptability of the MILP-generated
solution while leveraging the detailed dynamics of the FAB encapsulated in the DT. Mathematical
programming alone can yield approximate or unfeasible solutions, due to the inherent complexities
of FABs that cannot be represented in the MILP. Consequently, the DT plays a fundamental role
in transforming the MILP-generated solution into feasible ones, and for this purpose, a Mapping
Agent is proposed. Thus, the paper contribution is twofold: 1) the formal definition of the MILP
that captures the specificities of the PCP problem, and 2) the development of the Mapping Agent
that decodes and leverages the MILP-generated solution. Therefore, the paper contribution also
includes the integration challenge, which establishes a structured connection between the MILP
and the DT, and the challenge of extracting model parameters from the company database.

Identification of problem features and requirements

We assume the FAB includes the set / of n jobs, the set M of m machines that can perform one
out of the set E of b events. In addition, the FAB is a highly dynamic environment whose state is
mainly characterized by the Work-in-Progress (WIP). The initial state of the WIP is defined as
WIP; and is captured at the beginning of each shift for planning purposes. Throughout the shift,
selected jobs are transferred from one machine to another, completing their events and advancing
in their sequence. Each new instantiation of the PCP problem should start from the updated WI1P,
and find the set J; € ] of selected jobs, the processed events for each job, and their machine
allocation. This section defines and formulates the product recipe (sequence) and selected FAB
features, outlines the problem, and concludes with the final insights.

Product Recipe. Silicon wafers are the raw material for all end products, and through the product-

dependent recipe, these wafers are transformed into finished goods. A sequence is defined as the
unique set of ordered events establishing the recipe of a specific product type. In the modelling
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phase, this sequence is encoded by a vector g} representing the sequence of events gy |k = 1...t
necessary to complete for job j. However, for a given W1P; state, the remaining job sequence may
vary due to the dynamic nature of the operating environment. To accurately capture this, the job’s
current sequence location s; is updated in the job sequence vector @ at the beginning of each shift.
The matrix o = [d;] is then composed of the sequence vectors. This ensures that the initial row of
the matrix correctly represents the latest job sequence positions. The algorithm for constructing
the o matrix is as follows:
Sequence Matrix Algorithm:

Extract from the WP, the set of jobs J and the total number of jobs n
Extract from the WP, the sequence location s;,Vj € Jie.j=1..n

Extract the full sequence g | j =1..n

Remove all steps of a; before s; to create @ |j =1..n

Define a the maximum number of steps of the remaining sequences @

Add “dummy” events to have all sequences of the same length a to create o = [’6j]
Return o

NSk -

Machine Characteristics and Processing Times. In the ST manufacturing FAB, all machines
operate with distinct characteristics. These machines are defined by their processing times, number
of chambers (a dedicated environment within a machine to accomplish the processing step),
batching capabilities, and layout. The FAB includes parallel non-identical machines, which are
individually modeled in the MILP, such as those used for cleaning and diffusion. Each job follows
a unique sequence of events, each to be allocated to a qualified and configured machine. The
qualification is governed by the ESM = [EsMm,,] matrix where ESM;, = 1 indicates that event e
can be processed on a machine i. Therefore, jobs with the same recipe can follow alternative
machine paths. The complexity is further increased by processing times varying based on machine
type and machine-specific attributes. For instance, machines, such as etching and vapor deposition
machines, are equipped with multiple chambers, and others, such as furnaces for diffusion and
oxidation, operate in batch mode with defined batch sizes. Therefore, the time necessary to perform
event e on two machines i; and i,, both qualified and configured may differ significantly. To
accurately model parallel machine with non-identical configuration, the processing times are
represented in a processing time matrix P = [p;.]. The calculation of p;, is affected by machine
attributes such as operating by jobs, single or batch wafers, and the number of available chambers
with p;, = 0 when machine i cannot process event e, i.e., ESM;, = 0.

Machine Capacity. Machine capacity Cap; represents the available time for each machine i at the
start of a shift. As jobs are allocated, machine capacities decrease accordingly, based on the
respective allocated processing times. However, since the WIP; includes machines that are still
processing from the previous shift, some machines may not be immediately available at the start
of the next shift. To account for this, the capacity vector {Cap;}|i = 1...m is set for a shift,
removing the remaining processing time of machines still in operation, accurately reflecting real-
time availability within the FAB.

Job Allocation and Subset Selection Problem. The industrial case analysis concludes that the PCP
involves a job allocation and a subset selection in a multi-product complex job-shop with parallel
and non-identical machines. Job allocation entails determining which events in each job-sequence
need to be performed (i.e., event loading) and which machine is selected to perform each event
(i.e., event allocation). More specifically, let us consider job j in the WIP; being at a sequence
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location s;. The PCP scope is to identify the sequence location k; after a given time horizon for
all j € J. Therefore, all events e in the job sequence between locations s; and k; are loaded for all

J € J. These events need to be allocated to a machine i € M, where i is qualified and configured
to perform e, i.e. ESM;, = 1. The occurrence of specific events and the shift timing naturally
prioritizes certain jobs. Jobs with higher priority (those selected for movement during a given shift)
form the subset J; € J, making the selection process a critical decision directly impacting
efficiency and workflow optimization. Lastly, the key characteristics of the problem are: multiple
product types, reentrant flows (such as possible repetition of the same event within the job
sequence, e.g. cleaning multiple times), parallel non-identical machines, machine qualification and
configuration, alternative machine sequencing, unique event sequence of jobs depending on FAB
state, machines with several chambers and processing times based on the event-machine
combination.

MILP Modeling and Decision Variables

The developed MILP model incorporates the aforementioned characteristics and is designed to
make the following decisions: subset selection, i.e., identification of Js, event loading y,; and
event allocation py;.. The MILP objective is to maximize the total number of processing steps (Eq.
(1)). The equations are designed to best describe the chosen characteristics, and are as follows,
with their parameters and decision variables in Tab. 1

Table 1: Definition of model parameters and variables

Paramete Definition
r
J,M,E,K | Sets of n total Jobs, m total machines, b total events, and a processing steps,
respectively
Ojk Event at step k = 1 ... a of the sequence necessary forjobj =1..n
Die Processing time of event e = 1...h on machinei = 1...m
Cap; Capacity of machine i (available time for each machine i per shift)
Bmax; | Maximum batch size machine i
ESM;, | Indicates which if event e can be processed by machine i
Variable | Definition
Viej € {0; 1} indicates with y,.; = 1ifjobj = 1..nis loaded to event e = 1...b at step
k=1..a
0; € {0; 1} indicates with §; = 1 ifjobj € Js|j =1..n
Prie € {0; 1} indicates with py;, = 1 if machine i is selected to process evente = 1...h
atstepk=1..a
Batching, € Z* Number of batches of event e that machine i has to process at step k based on
the batch size
Singley;. | € Z* Number of single jobs of event e that machine i has to process at step k

a b n
max(ZZZﬂa) (1)

k e j
0>y Ve€EEjeE;keK 2)
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<) D vy Vi€EJ 3)
ik
(o — e)
Viej 1= Lot
L Numb
arge Number Vi€lkeMeeE @)
< 1 + M
Yiej = Large Number
YKol S Yik-1liojgnll] Y €L k=2,..,a (5)
Prie <ESM;,, Vke K,ieMe€E (6)
b
:E:pkw =1 Vke K}iE M (7)
e=1

Zyie < Ul * Pkie

n
Zkie < Z Ykej
j=1

X vke K,i€ Me€E (8)
n
Zrie 2 Z}’kej =1 (1 = prie)
j=1
Bmax; - Batchingy,, <zy, Vi€ M,k€ K,e€E 9)
Singleye < zpie — Bmax; - Max_Batching;,, Vi€ M,k € K,e €E (10)
n m
Zykej = Z(Bmaxi *Maxgaiching,,, + Singlexe) Vk€EK,e€E (11)
j=1 i=1
b a
z (Max_Batchingy;, + Singleye) - pie < Cap; VIiEM (12)
=1k=1

Eq. (2) ensures that a job can only be loaded if selected within the subset. Eq. (3) prevents a job
from being included in the subset if it has no loaded events, ensuring that only active jobs are
considered. Eq. (4) enforces sequencing rules by restricting jobs from being loaded only for certain
events without following the predefined order. Eq. (5) further reinforces this by requiring that a
step in the sequence can only be loaded if the previous step has already been allocated. Both Eq.
(4) and Eq. (5) are required for the strict process precedents for a product recipe. Eq. (6) is related
to both the configuration and qualifications of machines. It governs machine selection by ensuring
that only machines qualified and configured for processing a given event, as defined by the ESM
matrix, can be allocated. Eq. (7) restricts each machine to handling only one event per step to
prevent conflicts in resource allocation. Eq. (8) introduces the linearization, using an auxiliary
variable z;,, of the multiplication of two decision variables (Y.; and py;e), preserving the linear
structure of the model. Eq. (9) defines the batching constraint, ensuring that batch sizes do not
exceed a predefined upper limit, while Eq. (10) establishes the remaining single jobs to be
processed after batching is applied. Eq. (11) creates a link between job event loading and batching
decisions, preventing the model from batching more jobs than the total demand for a specific event
at a particular machine. Eq. (12) enforces capacity constraints. Lastly, the number of variables is
abn + 4abm + n, with 14 constraints.
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Mapping Agent and DT Integration

Besides the extraction of W1P; and the model parameters, the integration of the MILP with the DT

also includes the mapping of the MILP-generated solution, the job allocation dataset hereby

defined as JA, in the DT to obtain actual system performance. Additionally, since allocation of the

MILP model can be susceptible to infeasibility, the DT serves as a validation environment. The

methodology proposed in this paper is described in 6 steps to be operated at each shift:
Methodology Algorithm:

1. Extract the current the WIP; state from the FAB

2. At the beginning of the shift, solve the MILP, considering the current FAB state and any
additional job releases

3. Provide the JA to the DT with a one-shift time horizon

4. The DT reinterprets the MILP results based on real-time conditions

5. Assign targets and allocate resources based on the DT’s adjusted plan for the current shift

6. At the beginning of the next shift, repeat from Step 1, incorporating updated W1P; and new

job releases

Steps 3 to 6 require the connection between the MILP and DT with the Mapping Agent, necessary
to assign jobs to machines during the DT operation. The DT operates by calling an agent whenever
a machine is available so that the agent selects a job from the list of available jobs for such a
machine. Such Mapping Agent is the bridge between the MILP and the DT:

Mapping Agent:

1. Retrieve the machine i calling the agent, the active WIP dataset of the jobs in the DT, the JA

2. Identify the jobs that are not loaded on machines of the simulator

3. Filter JA to include only the non-loaded jobs that can be allocated to i

4. Extract the corresponding events for these jobs from WIP

5. Check if the events in WIP (current events of jobs) match events in JA (aligning indices
between JA and WIP ), and keep only jobs where the event matches

6. Sort based on an increasing order of the steps of the final valid jobs in JA

7. Retrieve the WIP dataset containing only the sorted final jobs as the list of available jobs

8. If the list of available jobs is empty:
a. Get the list of all jobs that are not loaded that the machine can process
b. Set this as the list of available jobs

9. Return the list of available jobs

10. Select the first job (batch of jobs) in the list of available jobs

Application to ST

The proposed approach is applied to two real instances, namely WIP;; and WIP,,, extracted from
ST, and aims to solve the PCP for a shift of 480 minutes. Data related to jobs, sequences, machines,
and events has been extracted from the records embedded in the company DT environment. An
ad-hoc software procedure has been developed for such a purpose. Given the considerable time
required to complete the full product recipe, the sequence matrix has been limited to 20 steps. This
choice is supported by an analysis of the current system behavior, where 90% of jobs advance at
most 15 steps in a single shift. At the full-scale factory, the number of decision variables poses
significant challenges for in-memory storage and computation. Thus, the number of jobs has been
limited to 150, with 230 operating machines, with a current computational time for instance
creation, optimal solution, and simulator performance of 1.5 hours on an Intel(R) Xeon(R) Gold
6242R CPU @ 3.10GHz. This reduction in problem size reduces the computational effort with a
balanced tradeoff between maintaining a sufficient problem representation and manageable
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computational complexity. Note that machines not required by the selected instances are removed
from the DT. Despite the MILP focusing on a single shift (8h), the DT is let run for 5 shifts (40h)
to evaluate the performance over a longer time horizon.

The main performance of interest are (i) the average number of steps per job x, (ii) the total
number of steps II at the end of the simulation, and (iii) the average load L; of the FAB computed
at each time period (t = 1...40) as:

where M, 44¢4 ¢ 15 the number of machines processing jobs at time t and My, 1s the total number
of available machines. We compared the performance obtained with the Mapping Agent (MA),
integrating the MILP result in the DT, and a benchmark agent randomly selecting job j of the list
of available jobs when machine i calls the agent, i.e., the Random Agent (RA). Five replications
are used to evaluate the mean performance of RA. The subset size selected by the MILP is 136 for
WIP;; and 140 for WIP,,, i.e., around 91% of jobs, which is coherent with the problem-size
reduction. The results of the simulation can be seen in Fig. 1 and Tab. 2.

Table 2: Performance obtained for WIPq and WIP [, by MA and RA (mean and half-width of
the 95% CI based on 5 replications). The mean load Lg[%] represents the mean load obtained at
8h of each shift, s=1...5.

WIP, Ly L, L Ly Ls X I
[step/job]  [step]
MA 38.31 34.16 31.12 26.39 20.50 35.1 4769
RA | 36.97+045 32.02+0.18 30.01+0.61 24.74+0.68 18.47+0.60 33.0+ 44938
022 +17.97
A 3.63% 6.68% 3.70% 6.66% 10.95% 6.12%  6.12%
WIP,, L, L, Lg L, Lsg x I [step]
[step/job]
MA 31.38 21.57 12.65 8.38 5.81 14.3  2000.0
RA 12699+0.10 1649+0.55 11.61+0.23 8.01+0.17 5.25+0.10 123+ 1721.2
0.06 +3.72
A 16.25% 30.79% 8.97% 4.64% 10.60% 16.20% 16.20%

Average Load [%]

Average Load [%]

45 351

40 - 30

35

—— MA
—t—RA 1
RA2
w—— RA 3
——t—=RA 4
RA 5

30 [~

L

25+ 150
e
20+ 10F
15 5k
0 5 10 15 20 25 30 35 40 0 5 10 15 20 25 30 35 40
Time in hours Time in hours
a) WIPIl b) WIPIZ

Figure 1: Average load (L{[%]) over simulated time [h] for instances WIP 4 and WIP

Fig. 1 indicates that, in both instances, the MA outperforms the RA. Therefore, the mean
— TMA_TRA
load Lg for each shift and the percent improvement A = L R AL =— - 100 are reported in Tab. 2,

showing that the MA improves the performance compared to the RA (p-value < 0.05).
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Furthermore, the mean load L, maintained its improvement across all shifts despite limiting the
JA to 20 steps which are mostly performed in the 1% and 2" shifts, reaching an increment up to
30.79% in WIP;,. It can also be noted that the MA’s use of the JA is significantly higher in WIP,,
than in W1P;; which accounts for the relatively higher performance with of the MA compared to
the RA in the second instance versus the first. Indeed, the usage of the JA for WIP;; is 14.68%,
while for WIP;,, it averages 25.25% on average over the 5 shifts, with the expected decreasing
trend in usage. As in Tab. 2, the MA achieves an average of 2 additional steps per job than the RA
(e.g. M4 = 35.1 steps/job versus x4 = 33.0 steps/job in WIP;;) resulting in over 275 steps
increase in total (6.12% increase in WIP;; and 16.12% increase in WIP,,). Lastly, the observed
decreasing trend of the average load throughout the simulation is attributed to the problem size
reduction, leading to an undersaturation of the DT.

Conclusion

This paper addresses the operative management of semiconductor manufacturing, specifically
focusing on the PCP problem. The proposed methodology integrates mathematical optimization
with the DT of the FAB. This integration enhances decision-making and resource allocation by
leveraging the strengths of both approaches. The proposed approach is validated with two problem
instances derived from ST. While the current comparison is not conducted against the most
advanced strategies, further analyses are required to benchmark the proposed methodology.
Nonetheless, the results are promising and highlight the potential of the approach.

Future research will aim to scale up the problem to address the full FAB operations, exploring
the use of metaheuristics to solve the MILP. Additionally, the MILP-generated solution can serve
as a guideline for Reinforcement Learning agents, to accelerate training and as a decision-support
tool during real-time execution. This approach is not limited to the full front-end but can be
generalized to a broader context.
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