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ABSTRACT

Mixed-model assembly is increasingly widespread to meet customer requirements for
customisation and short delivery times. Flexible part feeding systems are required
to timely replenish assembly stations with materials, avoid station idle times, and
limit inventory levels on the shop floor. Part feeding scheduling is a complex and
dynamic problem, affected by processing time fluctuations, equipment failures, and
variations of product mix. Although real-time data of factory processes and resources
is widely available and can be exploited using a digital twin of the part feeding
system, there is a lack of scientific evidence on the benefits of using real-time data
in part feeding scheduling. This research addresses this gap by developing an agent-
based simulation model of a part feeding system with a fleet of autonomous mobile
robots (AMRs) and comparing a real-time dynamic part feeding scheduling approach
with static benchmark approaches. Numerical results indicate that using real-time
data improves the performance of the part feeding system and the assembly system
significantly, and allows improving the trade-off between the AMR fleet size and
the total storage capacity on the shop floor, resulting in lower investment costs for
AMRs given a certain storage capacity or lower required storage capacity given an
AMR fleet.

KEYWORDS
in-plant logistics, material handling, autonomous vehicles, real-time data, digital
twin, agent-based modelling
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1. Introduction

Due to increasing customer orientation, mixed-model assembly is widespread in today’s
industries, e.g., automotive, to satisfy the individual requirements of customers and
shorten the companies’ response time to market (Zhou and Peng 2019). On-time fulfil-
ment of customer expectations requires, among others, an efficient synchronisation of
assembly and part feeding that is robust against dynamic and uncertain disturbances.
A mismatch between assembly and part feeding results in idle times at the assembly
line due to unavailable materials, resulting in low productivity, high backorders, and
low customer satisfaction (Schmid and Limere 2019). Conversely, the synchronisation
of material flows, i.e., providing the right materials to the assembly stations at the
right time, enables shorter throughput times and lower inventory levels on the shop
floor, where space is usually scarce (Chen et al. 2019; Napoleone et al. 2023). Syn-
chronising material flows requires a high degree of flexibility in part feeding scheduling
(Napoleone et al. 2023), which is a complex and dynamic problem, affected by multiple
uncertainties such as processing time fluctuations for assembly and material supply,
temporary congestion, equipment failures, and variations of product mix and produc-
tion sequence (Wu, Zhou, and Zhao 2016).

Concurrently, massive real-time data of factory processes and resources is available
due to the advanced identification, sensing, and networking technologies which have
been widely applied in assembly systems in recent years (Guo et al. 2021). Using this
data for the dynamic control of part feeding systems is expected to provide remarkable
potentials for robust part feeding processes that are well synchronised with assembly
(Li and Huang 2021; Dolgui, Sgarbossa, and Simonetto 2022). In fact, real-time data
can be used, according to the digital twin concept (Coelho, Relvas, and Barbosa-
Pévoa 2021), to build a virtual model of the part feeding system, evaluate the effects
of alternative scheduling decisions based on simulation, and finally implement the most
effective schedule in the physical system.

While a large and growing body of literature studies digital twins for various man-
ufacturing applications, only a few recent papers investigate real-time dynamic part
feeding scheduling, e.g., Kousi et al. (2019) and Zhou and Zhao (2022). These pa-
pers show how real-time data of factory processes and resources can be incorporated
into the scheduling, propose dynamic scheduling algorithms and demonstrate their
validity for real assembly systems. However, the performance improvements resulting
from the use of real-time data for dynamic part feeding scheduling needs to be further
investigated (Aron et al. 2023).

This research addresses this gap by evaluating and measuring the benefits of real-
time dynamic part feeding scheduling compared to offline static scheduling in a real-life
setting. To this end, a simulation model is developed considering a part feeding sys-
tem in which a fleet of autonomous mobile robots (AMRs) transport materials from
factory supermarkets to the assembly stations of a mixed-model assembly line. AMRs
are an emerging technology and are increasingly used in intralogistics due to their
flexibility, robustness, and resilience as well as the low investment required for navi-
gation infrastructure (Kousi et al. 2019; Fragapane et al. 2021). Furthermore, AMRs
have built-in sensing and communication capabilities (Liagat et al. 2019), which make
real-time data easily available. The simulation model is validated based on real data
from an automotive assembly plant, and it is used to compare a dynamic scheduling
approach, in which a digital twin is used to optimally assign tasks to the AMRs based
on real-time data gathered on the shop floor, with static benchmark approaches, in
which part feeding tasks are assigned to the AMRs without relying on real-time data.
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This research focuses on measuring the benefits of real-time data for dynamic part
feeding scheduling, rather than proposing new scheduling algorithms or digital twins
for part feeding systems. The scheduling approaches are compared in terms of part
feeding system performance, measured by the average replenishment lead time, and
assembly line performance, measured by the average idle time of an assembly station
due to a lack of materials and the average inventory level at the assembly line. To
evaluate the effects of real-time dynamic scheduling on the strategic decision level, the
approaches are also compared in terms of their effect on the trade-off between the size
of the AMR fleet and the required storage capacity on the shop floor. This trade-off
is a crucial issue of part feeding system design since space on the shop floor is usually
scarce in practice and according to previous literature e.g., Emde and Boysen (2012)
and Moretti et al. (2021). Therefore, the research questions (RQs) addressed in this
research are the following:

RQ1: What benefits in part feeding system performance and assembly line per-
formance can be achieved by using real-time data for dynamic part feeding
scheduling?

RQ2: How does real-time dynamic part feeding scheduling affect the trade-off
between the AMR fleet size and the storage capacity on the shop floor?

The remainder of this paper is organised as follows: Section 2 gives an overview of
related literature. Section 3 introduces the considered part feeding system to mixed-
model assembly lines. Section 4 presents the developed simulation model and Section 5
describes the scheduling approaches. Section 6 presents the computational experiments
performed to assess the benefits of using real-time data and reports their results.
Finally, Section 7 provides concluding remarks and future research directions.

2. Literature review

Previous academic literature on digital twins mainly pertains to the scope of manufac-
turing, see, e.g., literature reviews of Cimino, Negri, and Fumagalli (2019), Osterrieder,
Budde, and Friedli (2020), Liu et al. (2021), Dolgui, Sgarbossa, and Simonetto (2022),
and Santos et al. (2022), whereas whereas academic research on digital twins in produc-
tion logistics is a more recent stream. Kaiblinger and Woschank (2022) provide a recent
literature review of digital twins in production logistics. Digital twins frameworks for
intralogistics (Coelho, Relvas, and Barbosa-Pévoa 2021) and production-intralogistics
synchronisation (Li et al. 2022) lay the theoretical foundation and stimulate future
digital twin-based approaches in this field. Only some papers exist with a focus on
part feeding and, more general, material handling systems (Dolgui, Sgarbossa, and
Simonetto 2022; Aron et al. 2023).

In particular, literature related to part feeding scheduling has mainly focused on
static scheduling problems (Egbelu and Tanchoco 1984; Emde, Fliedner, and Boysen
2012; Kilic and Durmusoglu 2012; Rajendran and Holthaus 1999; Sabuncuoglu 1998;
Zhou and He 2020), but an increasing number of recent papers investigate real-time
and dynamic part feeding scheduling problems considering different types of mate-
rial handling vehicles. When using tow trains, part feeding is organised according to
a milk-run strategy, and the part feeding scheduling problem decomposes into three
sub-problems. First, the tow train dispatching problem determines when to dispatch
a tow train to carry out the replenishment tasks. Second, if the number of tasks ex-
ceeds the capacity of the tow train, the task selection problem decides which tasks to



perform first. Third, if there is more than one task, the task sequencing problem de-
termines the delivery sequence of the replenishment tasks (Zhou and Zhu 2021). Zhou
and Xu (2017) and Zhou and Zhu (2021) study the dynamic part feeding scheduling
problem of tow trains in a mixed-model assembly line with multiple assembly sta-
tions and a central warehouse to maximise the throughput of the assembly line and
minimise the total travel distance of the tow trains. Zhou and Xu (2017) focus on
the sub-problem of tow train dispatching and propose a support vector machine-based
scheduling mechanism. Zhou and Zhu (2021) capture all sub-problems and introduce a
general regression neural network-based scheduling mechanism. Both scheduling mech-
anisms are trained based on simulation data in an offline phase and apply real-time
data from the manufacturing execution system (MES) for real-time decision-making in
the online phase. The real-time data includes inventory levels and times until stockout
of the assembly stations (Zhou and Xu 2017) as well as product mix and weights of
the scheduling criteria (Zhou and Zhu 2021). Zhou and Xu (2017) evaluate the perfor-
mance of the proposed approach compared to a static scheduling heuristic such that
the measured benefits result from both optimisation and dynamic scheduling. Zhou
and Zhu (2021) demonstrate the effectiveness of their approach compared to different
dynamic benchmark algorithms. Facchini et al. (2023) propose an Internet of Things
(IoT) system for tow train-based part feeding to a mixed-model assembly line with
multiple assembly stations and a central warehouse. The part feeding scheduling mech-
anism minimises the total travel distance and includes real-time data from IoT sensors
of the loading capacities and positions of the tow trains and the inventory levels at
the assembly stations. The validity and efficiency of the IoT system is demonstrated
for a real automotive assembly line compared to a situation in which tow train-drivers
decide autonomously on the sequence and routes of the replenishment tours. Besides
tow trains, fleets of vehicles such as forklifts, automated guided vehicles (AGVs) or
autonomous mobile robots (AMRs), which perform point-to-point transportation, are
widely used for part feeding. The part feeding scheduling problem determines the as-
signment of replenishment tasks to vehicles. Recent surveys of scheduling approaches
of AMR fleets in various manufacturing and assembly settings are provided by Fraga-
pane et al. (2021) and Dolgui, Sgarbossa, and Simonetto (2022). Kousi et al. (2019)
present the design and prototype implementation of a service-oriented control sys-
tem for real-time dynamic part feeding scheduling of an AMR fleet in mixed-model
assembly lines with multiple assembly stations and multiple warehouses. Replenish-
ment requests are issued based on real-time inventory levels of the assembly stations
and assigned to the AMRs using their real-time positions in order to minimise the
total travel distance of the AMR fleet. The feasibility and validity of the proposed
approach are demonstrated for a real automotive assembly line. Huang et al. (2019)
introduce an IoT-based dynamic part feeding scheduling mechanism of an AGV fleet
in a manufacturing system with multiple assembly stations and a central warehouse.
The proposed improved ant colony algorithm minimises the total travel distance of
the AGV fleet and includes real-time data from IoT sensors of the AGV positions,
AGV status, and assembly station status. Its effectiveness is demonstrated compared
to dynamic benchmark scheduling algorithms for a typical machining workshop of a
Chinese manufacturer. Zhou and Zhao (2022) study the dynamic part feeding problem
of a mixed-model assembly line with multiple assembly stations, a central warehouse,
and a Kanban-based part feeding system with an AGV fleet. The proposed hybrid
fuzzy-neural-based scheduling approach maximises the throughput of the assembly
line and minimises the total travel distance of the AGV fleet. It is trained based on
simulation data in an offline phase, and uses real-time data from MES on the assem-
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bly line status, running status of AGVs, product mix, and forward-looking reorder
point information of the assembly stations in the online phase. Its effectiveness is
demonstrated compared to dynamic benchmark algorithms for a real automotive as-
sembly line. Wang, Zhang, and Zhong (2020) propose a shop-floor digital twin and
a scheduling mechanism that uses real-time data from the shop-floor and predictions
of remaining processing times of WIP to assign material handling tasks to forklifts.
The scheduling mechanism minimises the total travel distance of the forklifts and the
total energy consumption. The validity and effectiveness of the proposed model are
demonstrated compared to offline dynamic scheduling for a Chinese manufacturer for
tire mould production.

The dynamic part feeding scheduling approaches proposed in the literature include
some real-time system data from MES or IoT sensors, and their effectiveness is demon-
strated compared to several dynamic benchmark algorithms. However, the comparison
with offline scheduling approaches that do not use real-time data has only been studied
for a few specific settings, with a focus on the tow train dispatching problem (Zhou
and Xu 2017) and considering energy-related performance measures (Wang, Zhang,
and Zhong 2020). As highlighted by Aron et al. (2023), the effectiveness of applying
real-time system data in material handling management should be studied further
by considering additional case studies and multiple performance measures, including
efficiency-related ones.

3. System description

This research investigates part feeding to a mixed-model assembly line in a setting
with a fleet of AMRs transporting materials from supermarkets to assembly stations.
An exemplary system with 4 assembly stations, 2 supermarkets, a fleet of 2 AMRs,
and 2 stations for AMRs battery charging is given in Figure 1.

Mixed-model
assembly line

Charging Station 1
station 1
- Box1 Box3
Supermarket 1 AMR 1
Box 1 Box 2 Box 3 Station 2
Box 2
Charging
station 2 Station 3
Supermarket 2 AMR 2 Box 4
ox
Box 4 Box 5 Box 6
Station 4
Box5 | Box 6

Figure 1.: An exemplary part feeding system to a mixed-model assembly line.

The assembly line produces different variants of a product according to a given
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production plan (i.e., the target production volume and mix per shift are given). Every
product unit passes all assembly stations in the same sequence, and depending on the
product variant, one or more parts are assembled to the work-in-process product. The
type and number of required parts per station, as well as the processing times, are
given product-specific parameters. The parts are handled in unit loads which are either
single-item bins, containing one or more units of a single part type, or kits, containing
one or more units of multiple part types required for the assembly of one product unit
at a station. There is a buffer close to each assembly station that temporarily stores the
unit loads before they are used for assembly. Each buffer has a limited storage capacity,
which is assumed to be sufficient to store the required unit loads for producing at least
one unit of each product variant at the corresponding station. Additional stock is kept
at the supermarkets, which are decentralised warehouses located on the shop floor.
The supermarkets always provide the required parts in sufficient quantity, i.e., the
replenishment of the supermarkets is beyond the scope of this research.

Whenever the stock of one part type (or one kit type) at an assembly station falls
below a predefined threshold level, a replenishment request for one corresponding unit
load is generated. Replenishment activities are executed by the fleet of AMRSs, which
collect the unit loads at the supermarkets (pick-up task) and carry them to the assem-
bly stations (drop-off task). Each AMR can carry multiple unit loads simultaneously,
and each supermarket and assembly station can be accessed by one AMR at a time.
Therefore, queues of AMRs in front of supermarkets and assembly stations may oc-
cur. After completing a drop-off task, the AMR either leaves the assembly station to
execute the next task, or it remains idle close to the destination station of the last
drop-off task until the next task is assigned.

Task assignment is managed by a scheduler, that subdivides the replenishment
requests into tasks, schedules their sequence of execution, and assigns them to the
available AMRs. Availability of AMRs depends on two conditions: An AMR is consid-
ered unavailable when it is recharging its battery, and an AMR is not available during
repair activities following failures, e.g., mechanical failures or unavoidable obstacles
on the shop floor.

4. Simulation model

In this section, an agent-based simulation model of the considered system is proposed.
The agent-based modelling technique allows representing complex interactions between
the physical entities of a system, which determine the system behaviour (Bonabeau
2002; Macal 2016). In agent-based models, the system is modelled as a collection of
autonomous entities, called agents (Bonabeau 2002). Each agent is described by a set
of parameters defining its state (Macal and North 2014). The state of an agent evolves
over time depending on the agent’s actions, actions of other agents, and external events
affecting the agents’ environment (Macal and North 2010). Due to these features,
agent-based modelling is often applied to study material handling systems with a fleet
of AGVs or AMRs (e.g., Ribino et al. (2018) and Winkelhaus et al. (2022)). For similar
reasons, it is found to be appropriate to model a part feeding system with a fleet of
AMRs.

AMRs, assembly stations, supermarkets, charging stations, and the scheduler rep-
resent the main elements of the system and are modelled as agents. Further elements
of the system, such as boxes, tasks, and work-in-process at the assembly stations,
are represented by further data structures as their interactions with other entities are
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simple, and evolving their states is not required.

The model is implemented in Python programming language, using the open-source
framework Mesa for agent-based simulation (Masad, Kazil, et al. 2015). The following
subsections report a detailed description of each agent (Section 4.1) and the validation
of the simulation model (Section 4.2)

4.1. Agents

Robot agent. A robot agent represents one AMR. An AMR transports unit loads
from the supermarkets to the assembly stations according to its sequence of assigned
tasks. The robot agent starts in state Idle with no tasks assigned and, if its battery level
is above a predefined threshold level, it is ready to process tasks. As soon as a task is
assigned to the AMR, the state of the robot agent transitions to Moving, and the AMR
starts moving towards a supermarket (in the case of a pick-up task) or an assembly
station (in the case of a drop-off task). If there are queues at the supermarkets or
stations while processing the assigned tasks, the robot agent transitions between the
states Moving, Waiting for loading, and Waiting for unloading. If the robot battery
hits a critical level while processing tasks, it is sent to a charging station, and its state
transitions to Charging. Likewise, if a failure occurs, the AMR needs to be repaired,
and the state of the robot agent transitions to Under repair. In both cases, as soon as
the charging or repair process is completed, the robot transitions to its previous state
and resumes the last uncompleted task. After all assigned tasks are completed, the
robot agent returns to state Idle and checks its battery level. If the battery level is
below the predefined threshold, the AMR is sent to a charging station, and the state
of the robot agent transitions to Charging until the charging process is completed.
Table 1 summarises the states of a robot agent.

Table 1.: States of a robot agent.

State Description

Moving The AMR is moving from the actual position to a target position.
Charging The AMR is not moving and is located at a charging station.
Waiting for loading The AMR is not moving and is located at a supermarket.
Waiting for unloading The AMR is not moving and is located at an assembly station.
Idle The AMR is not moving and no tasks have been assigned to it.
Under repair The AMR is unavailable due to failure.

Station agent. A station agent represents one assembly station. A station assembles
parts in a product variant-specific manner. The state of a station agent is modelled
as a three-dimensional vector, consisting of the parameters Assembly, Inventory, and
Replenishment.

The parameter Assembly describes the actual state of the assembly process at the
station, and its initial value is Idle. If the parts required for processing the next sched-
uled product are available, the station starts assembling this product, i.e., the param-
eter Assembly changes to Assembling. Otherwise, if there is a shortage of parts, the
assembly process stops, and the parameter Assembly changes to Waiting for parts.
As soon as the missing parts are replenished, the assembly process continues, and the
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parameter Assembly is updated to Assembling. Finally, when the production schedule
is completed, the parameter Assembly changes to Idle.

The parameter Inventory specifies the actual inventory levels at the station. Note
that the inventory level of each unit load type is modelled separately, i.e., there is one
parameter Inventory for each unit load type at each station. Whenever the assembly
of one product unit at the station is completed, the inventory levels are updated. The
Inventory parameter is considered to be Full as long as the inventory level is above the
threshold level. When the inventory level falls below the threshold level, the station
generates a replenishment request, and the parameter Inventory changes to Waiting
for replenishment. As soon as a full unit load arrives and is transferred from the AMR
to the buffer at the station, the parameter Inventory returns to Full.

The parameter Replenishment indicates if one or more AMRs are unloading unit
loads or waiting to unload unit loads at the station. Its initial value is Idle, and it
is updated whenever an AMR arrives or leaves the station. If an AMR arrives at the
station and there is no other AMR at the station, i.e., the parameter Replenishment
equals Idle, this AMR starts to unload its unit loads immediately, and the parameter
Replenishment changes to Unloading. Otherwise, if there is at least one AMR at the
station, i.e., the parameter Replenishment equals Unloading, the AMR joins the queue
at the station and waits for unloading. As soon as the unloading is completed, the AMR
leaves the station and either the next AMR waiting in the queue starts unloading its
unit loads, and Replenishment remains Unloading, or no more AMRs are queueing,
and the parameter is updated to Idle. Table 2 summarises the states of a station agent.

Table 2.: States of station agent.

State Description

Assembly

Idle The station is not assembling products due to an empty sched-
ule.

Assembling The station is assembling products.

Waiting for parts The station is not assembling products due to a lack of parts.

Inventory

Full The inventory is above the threshold level.

Waiting for replenishment

A replenishment request has been generated but the new unit

load has not arrived yet.

Replenishment
Idle No AMRs are unloading or waiting to unload unit loads.
Unloading One AMR is unloading unit loads, possibly further AMRs are

waiting to unload unit loads.

Supermarket agent. A supermarket agent represents one of the decentralised ware-
houses on the shop floor. The supermarket agent can be seen as a simplification of
the station agent without the parameters Assembly and Inventory. The supermarket
agent starts in state Idle, i.e., there is no AMR loading unit loads. When an AMR
arrives at the supermarket and there is no further AMR, this AMR starts to load its
unit loads immediately, and the state of the supermarket agent transitions to Loading.
Otherwise, if there is at least one further AMR at the supermarket, i.e., the supermar-
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ket agent is already in state Loading, the AMR joins the queue at the supermarket
and waits for loading, and the supermarket agent state does not change. As soon as
the loading process of the AMR is completed, the AMR leaves the supermarket, and
either the next AMR waiting in the queue starts loading its boxes (agent remains in
state Loading), or there is no AMR at the supermarket (agent transitions to state
Idle). Table 3 summarises the states of a supermarket agent.

Table 3.: States of a supermarket agent.

State Description

Idle No AMRs are loading or waiting to load unit loads.
Loading One AMR is loading unit loads, possibly further AMRs are waiting to
load unit loads.

Charging agent. A charging agent represents one charging station. The state of
a charging agent indicates if one or more AMRs are recharging or queueing at the
charging station. The agent starts in state Idle, i.e., no AMR is recharging its battery.
If an AMR arrives and there is no further AMR at the charging station, the recharging
process of this AMR starts immediately, and the state of the charging agent transitions
to Charging AMR. Otherwise, if there is at least one further AMR at the charging
station, i.e., the charging agent is already in state Charging AMR, the arriving AMR
joins the queue and waits for being recharged, and the state of the charging agent does
not change. When the recharging process of an AMR, is completed, the AMR leaves
the charging station, and either the recharging process of the next AMR waiting in the
queue starts (agent remains in state Charging AMR) or the charging station becomes
idle (agent transitions to state Idle). Table 4 summarises the states of a charging agent.

Table 4.: States of a charging agent.

State Description

Idle No AMRs are recharging or waiting for recharging.
Charging AMR  One AMR is recharging, possibly further AMRs are waiting.

Scheduling agent. The scheduling agent represents the scheduler of the part feed-
ing system. It collects the replenishment requests of the assembly stations, identifies
the supermarket where the required parts are stored, subdivides the replenishment
requests into tasks, and assigns the tasks to the AMRs according to a task assignment
approach. The task assignment approaches considered in this research are described
in Section 5. The scheduling agent has two possible states and starts in state Idle, i.e.,
there are no replenishment request to be processed. When a new replenishment request
is generated, and if there are no other tasks that need to be assigned to the AMRs,
the agent transitions to state Scheduling, subdivides this replenishment request into
a pick-up and a drop-off task, and starts the task assignment. Otherwise, if there is
already a list of replenishment requests to be processed, the new request is added to

10
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this list, and the scheduling agent state does not change. When all the replenishment
requests have been processed, the agent transitions to state Idle. Table 5 summarises
the states of a scheduler agent.

Table 5.: States of a scheduling agent.

State Description

Idle There are no replenishment requests to be processed.
Scheduling One or more replenishment requests are being processed.

4.2. Validation of the simulation model

The developed agent-based simulation model is validated by application to a real
industrial case, i.e., the part feeding system of a luxury sports car assembly plant.
The plant consists of a U-shaped assembly line with 23 assembly stations operating
at a takt time of 36 minutes. Small parts (e.g., screws, bolts) are stored in multiple
supermarkets located on the shop floor. A fleet of AMRs is responsible for the material
supply of the assembly stations, transporting parts from supermarkets to the buffers
at the assembly stations. The parts are assigned to the supermarkets such that each
assembly station can be supplied by the closest supermarket. At the supermarkets,
unit loads are prepared by grouping parts into a multi-item unit load such that two
multi-item unit loads are required for assembling one product unit at one assembly
station. As different product variants are assembled on the assembly line, each station
manages several types of unit loads, and two unit loads of each type are stored at
every assembly station. Replenishment requests are generated whenever a unit load is
taken from the buffer to start the assembly operations. The AMR fleet consists of 11
AMRs, and each AMR can carry one unit load at a time. The scheduler assigns the
next task to the first available AMR according to the first-come-first-served (FCF'S)
policy. When a replenishment task is assigned to an AMR, this AMR moves to the
corresponding supermarket, autonomously loads the unit load, transports and unloads
the unit load at the assembly station, loads an empty unit load, and transports the
empty unit load to the closest supermarket. The AMRs recharge their batteries every
36 minutes at the closest free charging station. Recharging takes five minutes.

To validate the simulation model, we compare the simulation results with the real
values measured in the industrial case in terms of the average replenishment lead
time, the average travel distance per replenishment request, and the average AMR
utilisation. The results are given in Table 6.

Table 6.: Validation results of agent-based simulation.

Performance measure Real case Simulation Delta [%)]
Average replenishment lead time [min/replenishment] 7.41 7.20 -2.8
Average travel distance [m/replenishment] 270.90 258.10 -4.7
Average AMR utilisation [%] 86.10 83.60 -3.0

We find that the simulation model provides a satisfactory estimation of the real
values. It slightly underestimates the real values by approximately 3% for average

11
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replenishment lead time and average AMR utilisation and 4.7% for the average travel
distance. The latter results from the fact that the simulation model assumes straight
paths, whereas the real paths might be affected by obstacles the AMRs have to avoid.

5. Part feeding scheduling

Part feeding scheduling refers to the assignment of tasks to AMRs to fulfil the replen-
ishment requests of the assembly stations. A replenishment request entails collecting
the requested unit load from the supermarket where the unit load is stored (pick-up
task) and carrying the unit load to the assembly station (drop-off task). The consid-
ered AMRs are multi-task robots (De Ryck, Versteyhe, and Debrouwere 2020): they
can carry multiple unit loads concurrently, and therefore they can be in charge of mul-
tiple replenishment requests at the same time. Consequently, the pick-up and drop-off
tasks of a single replenishment request must be executed by the same AMR, but not
necessarily immediately one after the other. Each AMR is associated with a schedule,
which is an ordered list of the tasks assigned to this AMR. The part feeding schedule
is a collection of all AMR schedules.

A scheduler is responsible for task assignment. It receives the replenishment re-
quests, subdivides each of them into a pick-up and a drop-off task, and assigns the
tasks to the AMRs. Different alternative scheduling approaches, described in detail in
the following subsections, can be adopted by the scheduler to assign tasks to AMRs.
The first one is a real-time dynamic approach, which uses a digital twin to optimally
assign tasks to AMRs exploiting real-time data gathered on the shop floor. The latter
are static approaches, which assign tasks to AMRs without including real-time data.
These are introduced as benchmarks to study the research questions.

5.1. Real-time dynamic optimised scheduling approach

The real-time dynamic optimised scheduling approach uses a digital twin of the part
feeding system to assign tasks to AMRs. The digital twin (Figure 2) is a virtual model
of the physical part feeding system, which is fed with real-time data gathered on the
shop floor. Real-time data of all system elements is collected by sensors (e.g., sensors
embedded in the AMRs) and information systems (e.g., the MES of the assembly
line). In particular, it includes the position, state, and battery level of the AMRs, the
current status of the tasks assigned to the AMRs, the status (i.e., producing or idle)
of the assembly stations, the inventory levels of all the unit loads at the assembly
stations, as well as the AMR queue lengths at the assembly stations, charging stations
and supermarkets. The digital twin is continuously updated with this data and thus
reflects the features and status of the physical part feeding system. Thanks to this
feature, the digital twin can be used to simulate the effects of alternative schedules
on system performance before actually implementing one schedule in the physical
system. In the real-time dynamic optimised scheduling approach, such simulations are
run whenever a new replenishment request is generated by an assembly station (i.e.,
whenever the actual inventory level of a part at a station falls below the predefined
part-specific threshold level), evaluating the assignment of the related pick-up and
drop-off task to every AMR of the fleet.
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Figure 2.: Structure of the considered digital twin.

For every AMR, all feasible task permutations are evaluated (Figure 3). A task
permutation is obtained by adding the new pick-up and drop-off tasks to the current
AMR schedule. If the AMR schedule already contains other tasks, there are multiple
task permutations resulting from adding the new tasks at different positions in the
AMR schedule. Feasible permutations are those that satisfy the precedence constraints
(De Ryck, Versteyhe, and Debrouwere 2020) between the pick-up and drop-off tasks
(i.e., a drop-off task can only be executed after the corresponding pick-up task) and
the loading capacity restrictions of the AMRs. The feasible task permutations are
evaluated in terms of the expected total schedule time, which is estimated using the
digital twin. After comparing all feasible task permutations of all AMRs by simulation,
the one with the lowest expected total schedule time is selected and implemented in
the physical system. The implemented schedule is always optimal given the current
situation on the shop floor since the real-time dynamic optimised scheduling approach
is based on an exact algorithm (De Ryck, Versteyhe, and Debrouwere 2020) that
evaluates every feasible solution.

replenishment [}
request

New e \
=) \

\

/

|:] Pick-up task .

b | Drop-off task

i) Generate all feasible ii) Select task permutation with 3 Select schedule with the
task permutations the minimum total schedule time | minimum total schedule time

Figure 3.: Task assignment in the real-time dynamic optimised scheduling approach.

The expected total schedule time of an AMR consists of (1) the expected time needed
to execute all the assigned tasks (travel times, loading/unloading times, and waiting
times), (2) the battery recharging time (if recharging is needed before completing the
current schedule), and (3) the 'penalty time’. A penalty occurs whenever an assembly
station is expected to be idle due to a lack of parts, and the penalty time is calculated
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as the difference between the expected task completion time and the time the station is
expected to need the corresponding unit load. The total schedule times of the feasible
task permutations are estimated based on the available real-time data: the expected
execution time of a task is estimated based on the actual positions and states of
the AMRs, also considering actual queue lengths; the recharging time of an AMR is
estimated based on its actual battery level; the expected idle time of an assembly
station is derived from the actual inventory levels.

5.2. Static scheduling approaches

The first benchmark approach, called static FCFS scheduling approach, assigns tasks
to AMRs according to the first-come-first-served (FCFS) policy: the pick-up and drop-
off tasks of a replenishment request are always assigned to a randomly selected idle
AMR. No real-time data is used for the task assignment: the current status of resources
(e.g., the AMRs positions and the inventory levels at the assembly stations) is unknown
and stochastic system uncertainties, such as robot failures, are not considered. Since
the actual inventory levels at the assembly stations are not known, replenishment
requests are generated according to a periodic review model, based on the expected
consumption of parts derived from the production schedule. The resulting part feeding
schedule is static as it is generated based on information known before the start of
system operations and it is never updated. Moreover, this scheduling approach does
not generate an optimal solution. Therefore, the main differences compared to the
real-time dynamic optimised scheduling approach concern the use of real-time data
and the optimality of the approach.

The second benchmark approach, called static optimised scheduling approach, is
then considered to isolate the effect of using real-time data. Similarly to the real-
time dynamic optimised scheduling approach, this approach evaluates all feasible task
permutations to assign tasks to AMRs, choosing the one with the minimum total
schedule time. However, no real-time data is used for the task assignment and thus
replenishment requests are generated according to a periodic review model based on
the expected consumption of parts. As a consequence, the static optimised scheduling
approach generates a static schedule, since the optimisation is performed based on
average data, known before the start of system operations and never updated. In
particular, the total schedule time is estimated based on average data, like average
travel distances and charging times.

6. Computational experiments and analysis

In this section, computational experiments are conducted to analyse the benefit of
real-time system data for part feeding scheduling and address the research questions.
Section 6.1 presents the setting considered in the experiments. Section 6.2 compares
the scheduling approaches in terms of part feeding and assembly line performance and
answers the first research question. Section 6.3 investigates the effects of real-time
dynamic part feeding scheduling on the trade-off between storage capacity and fleet
size and answers the second research question.
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6.1. Problem setting

Experiments are carried out considering the same mixed-model assembly line layout
as in Section 4.2, i.e., a U-shaped assembly line with 23 assembly stations. The U-
shaped layout is widely adopted since it offers higher productivity and flexibility and
lower lead times than the traditional straight-line layout (Battini et al. 2007). Parts
are stored in seven supermarkets that are uniformly distributed along the assembly
line, and a fleet of three AMRs is used for feeding parts to assembly stations. There
are three charging stations, one per AMR, and each charging station is located next
to one of the supermarkets.

In line with other studies, we consider a small number of product variants, with
similar cycle times among product variants (Kousi et al. 2019; Kundu, Rossini, and
Portioli-Staudacher 2019). The assembly line produces a mix of four product variants
(50% : 25% : 20% : 5%) with equal cycle times. The cycle time is Beta-distributed
with an expected value of ten minutes. The product variants result from the assembly
of 92 different part types and the part consumption rate varies between one and eight
units per product. The parts are handled in unit loads, which are large, medium, or
small single-item bins, containing 36, 24, and 12 part units per bin. 37 part types
are stored in large-size bins, 38 part types in medium-size bins, and 17 part types in
small-size bins. At every assembly station, two unit loads per part type are stored in
a buffer. A replenishment request is generated whenever a unit load is taken from the
buffer to start the assembly operations.

AMRs follow a straight path with an average speed of 1.2 m/s. In line with similar
studies, acceleration and deceleration delays, as well as deviations from the straight
path (e.g., to avoid obstacles), are not explicitly considered (Kousi et al. 2019; Zhou
and He 2020). An opportunity charging strategy (Le-Anh and De Koster 2006) is
applied: The AMR battery is recharged both whenever the AMR is idle and the battery
level is below 50%, and whenever the battery reaches a critical level (i.e., 25%).

The simulation model is run on a computer with 16 GB of RAM and an Intel Core i7-
9700 processor with 3 GHz. The simulation experiments are replicated ten times each.
Simulation runs have an average simulation time of 16 hours, which corresponds to the
expected time needed to produce 96 products, i.e., the expected production volume
of two eight-hour shifts. The warm-up period of each simulation run is eliminated, as
the simulation runs start with an initial system configuration where every station has
a full buffer and a WIP level of two product units, and all AMRs are idle. The initial
battery levels of the AMRs are different (e.g., they correspond to the battery level at
the end of the previous shift) to avoid all AMRs being recharged at the same time.

An overview of all parameter values is provided in Table 7.
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Table 7.: Parameter setting of computational experiments.

Parameter Value
Layout

No. assembly stations 23
No. supermarkets 7
Distance station — station [m] 8.5
Average distance station — supermarket [m] 10

Assembly line

No. product variants 4
Average cycle time [min] 10
Cycle time distribution B(a=2,8=5)
Inventory threshold level [min] 15

Material supply

Bin types [parts per bin] 36, 24, 12
No. bins per type 37, 38, 17
AMR fleet

Fleet size 3
Max. capacity of AMR [bins] 3
Speed [m/s] 1.2
Loading/unloading time [s] 30
Mean time to failure [h] 8
Mean time to repair [min] 10
Max. autonomy [h] 10
Recharging speed 5:1
Simulation

No. replications 10
Simulation time [h] 16
Transient phase [h] 1.5

6.2. Benefits of real-time dynamic part feeding scheduling in terms of
part feeding and assembly line performance

The part feeding scheduling approaches introduced in Section 5 are evaluated and
compared in terms of part feeding system performance, measured by the average
replenishment lead time, and assembly line performance, measured by the average
station idle time and the average line inventory level.

Replenishment lead time. The replenishment lead time is defined as the time that
an AMR needs to fulfil a replenishment request, and is an indicator of the flexibility
of the AMR fleet to promptly fulfil incoming replenishment requests. It starts when
the AMR starts moving towards the supermarket to pick up the unit load and ends
when this unit load is dropped off at the assembly station. Thus, it includes the travel
time, box loading and unloading times, and potential waiting times at supermarkets,
assembly stations due to the presence of other AMRs in queue. If the drop-off task
is not executed immediately after the corresponding pick-up task, the replenishment
lead time also includes the time needed to complete the tasks scheduled between them.

Figure 4 shows the average replenishment lead time, measured in seconds per re-
plenishment, for the considered scheduling approaches. The replenishment lead time
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decreases by 6.8% (7.5 seconds per replenishment) when using real-time dynamic op-
timised scheduling instead of static FCFS scheduling. Compared to static optimised
scheduling, the replenishment lead time decreases by 3.5% (3.9 seconds per replen-
ishment). Focusing on the components of the replenishment time, it can be observed
that the travel times and the waiting times decrease when adopting the optimal ap-
proaches compared to FCFS scheduling. This is because multiple pick-up and drop-off
tasks are processed in parallel, i.e., multiple boxes are loaded/unloaded at one station
or supermarket. By consolidating tasks with the same origin and/or destination, the
average travel distance per task and the number of waiting AMRs decreases. Even
greater benefits occur when using real-time data since the replenishment requests
are assigned to the AMRs knowing the actual status of all system components. For
instance, if an AMR is charging or under repair when a replenishment request is gen-
erated, the remaining charging and repair times will be considered when assigning
its tasks. Moreover, the actual positions of the AMRs are known at any time, which
allows for task assignment based on actual travel times instead of average ones.

160
{X. Loading/unloading time
140 4 | Wa|t|ng.t|me
=== Travel time
120 1 1108 1072
) 103.3
100 -
0
o 80
E
=
60
40
204
0 T T T
Static FCFS Static optimised Real-time dynamic
optimised

Figure 4.: Replenishment lead time of part feeding scheduling approaches.

Station idle time. The station idle time measures the periods in which an assembly
station does not process any products due to a lack of materials. Station idle times
reduce the production volume of the assembly line and are a performance indicator of
the effectiveness of the material supply system.

Figure 5 shows the average assembly station idle time, measured in minutes per sim-
ulation run and as the proportion of the total simulated time. The station idle time de-
creases by 95% (25.2 minutes) when applying real-time dynamic optimised scheduling
instead of static FCFS scheduling. Compared to static optimised scheduling, real-time
dynamic optimised scheduling yields a reduction in the station idle time of 93% (17.4
minutes). These results indicate the substantial benefit in terms of assembly line per-
formance when using real-time data for part feeding scheduling. The real-time dynamic
optimised scheduling approach generates replenishment requests based on the actual

17



568
569

570

571
572
573
574
575
576
577

578

inventory levels at the assembly stations and schedules the tasks based on real-time
data of inventory levels, AMR positions and battery levels, and queue lengths at the
assembly stations, charging stations, and supermarkets.
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Figure 5.: Station idle time for part feeding scheduling approaches.

Line inventory level. The line inventory level is the total amount of stored parts
at the buffers of the assembly stations. The average line inventory level is a suitable
performance indicator of the total space required on the shop floor for storage purposes.

Figure 6 shows the average line inventory level, measured in part units. Real-time
dynamic optimised scheduling reduces the line inventory level by 207 parts (10.9%)
compared to static FCFES scheduling and by 168 parts (9%) compared to static opti-
mised scheduling. These improvements result from using real-time data of inventory
levels and consumption for part feeding scheduling.
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Figure 6.: Line inventory level of part feeding scheduling approaches.

Effects of fleet size. Table 8 gives the replenishment lead time, the station idle
time, and the line inventory level for different fleet sizes of three, four, and five AMRs.
Comparisons of the scheduling approaches for a given fleet size yield similar results
as already discussed. The differences among the scheduling approaches in terms of
the station idle time decrease with a larger fleet. In a part feeding system with three
AMRs, the utilisation of each AMR is high (>70%), and real-time dynamic optimised

significantly improves the station idle time compared to static scheduling. In contrast,
with larger fleets, AMR utilisation is relatively low and the overall system capacity is
sufficiently ample to guarantee low station idle times without using real-time system
data. Larger fleets also provide potentials for more flexible schedules with shorter re-
plenishment times. As real-time dynamic optimised scheduling exploits these potentials
more effectively than static scheduling, the benefit of using real-time data in terms of
the replenishment lead time increases as the fleet size increases.
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Table 8.: Replenishment lead time, station idle time, and line inventory level for dif-
ferent fleet sizes and scheduling approaches.

part feeding scheduling approaches

Static Static Real-time dynamic

Performance measure Fleet size FCFS optimised optimised
Replenishment lead time 3 110.8 107.2 103.3
[s] 4 109.1 105.0 99.1

5 108.8 104.1 96.7
Station idle time 3 2.89 2.05 0.15
(%] 4 1.08 0.50 0.07

5 0.30 0.22 0.06
Line inventory level 3 1,904 1,865 1,697
[part units] 4 1,923 1,877 1,748

5 1,915 1,866 1,761

6.3. Effects of real-time dynamic part feeding scheduling on the trade-off
between storage capacity and fleet size

Figure 7 illustrates the total required storage capacity depending on the fleet size, as-
suming a maximum station idle time of 0.5% of the total simulated time (4.8 minutes).
The total storage capacity includes the supermarkets and the buffers at the assembly
stations, and it is measured as a percentage of the storage capacity considered in the
previous experiments (cf. Sections 6.1 and 6.2). For all values smaller than 100%, it is
assumed that the storage capacity is reduced by decreasing the number of parts per
bin (i.e., the bin size) by the same percentage. For instance, a storage capacity of 50%
is obtained by halving the bin size.

Figure 7 shows a trade-off between the total storage capacity and the fleet size
for each scheduling approach: When reducing the fleet size, more storage capacity is
required to guarantee the target station idle time of at maximum 0.5%. Conversely,
when reducing the total storage capacity, additional AMRs are required to guarantee
the target station idle time. The total storage capacity is non-linear in the fleet size,
i.e., for a small fleet size, increasing the fleet size by one AMR significantly reduces the
storage capacity whereas, for a large fleet size, an additional AMR has smaller effects
on the storage capacity.

The results furthermore illustrate the performance differences between the schedul-
ing approaches, already discussed in Section 6.2, as the data points associated with
real-time dynamic optimised scheduling are closer to the origin than the ones of the
static scheduling approaches. This indicates that using real-time data reduces the fleet
size required to guarantee the target station idle time with a given storage capacity
or it reduces the total storage capacity required to guarantee the target station idle
time with a given fleet size. Conversely, the static scheduling approaches require more
resources (i.e., AMRs) to achieve a target reduction of the storage capacity, or they
require a larger storage capacity to manage the system with a given fleet of AMRs.
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Figure 7.: Trade-off between total storage capacity and fleet size of part feeding
scheduling approaches (Each data point is annotated with the corresponding line in-
ventory level.).

7. Conclusions

This paper provides useful insights into the benefits resulting from the use of real-
time data for part feeding scheduling. Considering a real-life setting in which a fleet
of AMRs feeds parts to the stations of a mixed-model assembly line, a simulation
model is introduced to compare a real-time dynamic scheduling approach with two
static benchmark scheduling approaches. The real-time dynamic scheduling approach
gathers real-time data on the shop floor and uses this data as input for a digital twin
of the part feeding system, which runs simulations to optimally assign part feeding
tasks to AMRs. The static scheduling approaches do not include real-time data: one
of them applies the FCFS rule for task assignment, while the other one applies the
same procedure as the dynamic approach, but without using real-time data. Numerical
results show that the real-time dynamic scheduling approach outperforms the static
benchmark approaches and the greatest performance improvements are achieved by
exploiting real-time data (i.e., when comparing the second benchmark approach with
the dynamic one). This holds for all considered settings and performance measures,
which cover the replenishment lead time, the assembly station idle time due to a
lack of materials, and the inventory level of the assembly line buffers. Therefore, the
results highlight how using real-time data for part feeding scheduling can improve the
performance of both the part feeding system and the assembly system, favouring the
synchronisation of material flows. Moreover, they indicate that using real-time data for
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part feeding scheduling can also improve the trade-off between the AMR fleet size and
the required storage capacity on the shop floor: Compared to the static benchmark
approaches, the real-time dynamic scheduling approach results in lower investment
costs for AMRs given a certain storage capacity, or lower required storage capacity
given an AMR fleet size to guarantee a target idle time of the assembly stations.

From an academic perspective, this study contributes to the recent and growing re-
search stream on the use of real-time data for decision-making in part feeding systems.
In particular, it addresses the research gap on the lack of scientific evidence regarding
the performance improvements resulting from the use of real-time data. Moreover, it
proposes a simulation-based approach that can be used in future studies to evaluate
the benefits of real-time data in different part feeding settings. From a managerial
perspective, this study provides companies with both a simulation tool to compare
alternative scheduling approaches for their part feeding system and numerical insights
into the potential benefits of using dynamic approaches exploiting real-time data, thus
stimulating the adoption of such approaches in practice.

Finally, as this is a recent research stream, there are several potential directions
for future research. First, future studies can adapt the developed model to inves-
tigate the research questions in different layouts of the assembly system. Similarly,
further scheduling approaches, based on different algorithms or objective functions
(e.g., energy consumption), can be evaluated. Moreover, while the assembly schedule
was considered as given in this research, future studies can investigate the benefits of
using real-time data for integrated scheduling of assembly and part feeding tasks.
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