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 A B S T R A C T

Nowadays, most computing systems experience highly dynamic workloads with performance-demanding 
applications entering and leaving the system with an unpredictable trend. Ensuring their performance 
guarantees led to the design of adaptive mechanisms, including (i) application autotuners, able to optimize 
algorithmic parameters (e.g., frame resolution in a video processing application), and (ii) runtime resource 
management to distribute computing resources among the running applications and tune architectural knobs 
(e.g., frequency scaling). Past work investigates the two directions separately, acting on a limited set of control 
knobs and objective functions; instead, this work proposes a combined framework to integrate these two 
complementary approaches in a single two-level governor acting on the overall hardware/software stack. 
The resource manager incorporates a policy for computing resource distribution and architectural knobs to 
guarantee the required performance of each application while limiting the side effect on results quality and 
minimizing system power consumption. Meanwhile, the autotuner manages the applications’ software knobs, 
ensuring results’ quality and performance constraint satisfaction while hiding application details from the 
controller. Experimental evaluation carried out on a homogeneous architecture for workstation machines 
demonstrates that the proposed framework is stable and can save more than 72% of the power consumed 
by one-layer solutions.
. Introduction

With the end of Dennard scaling, there has been a shift in computing 
ystems towards parallel multi-core architectures [1]. Such comput-
ng systems face multiple concurrent executions, and distributing the 
vailable resources among those is non-trivial. The complexity arises 
ot only from the dynamicity and variability of the workload, with 
pplications entering and leaving the system in an unpredictable trend, 
ut also from applications possibly exposing specific Quality of Service
QoS) requirements (e.g., on the execution performance) and comput-
ng systems with strict hardware constraints such as Thermal Design 
ower (TDP), energy budgets or thermal limits. Meeting all these 
ossibly conflicting requirements in such a complex dynamic scenario 
s challenging, as it is easy to fall into a worse quality of execution and 
 waste of energy.
The literature features many examples of runtime resource manage-
ent strategies (e.g., [2–8]), designed to properly allocate resources 
o the running workload and trade between applications’ performance 
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requirements and system-level constraints. Task-to-core mapping, CPU 
quota allocation, off-loading on accelerators and Dynamic Voltage/Fre-
quency Scaling (DVFS) are some of the knobs offered by the hardware 
and the Operating System (OS) to assign computing power to the single 
running applications.

Alongside runtime resource management strategies, many classes of 
applications feature multiple working points based on some tunable 
software knobs in the algorithms they implement. A commonly-known 
example is the compression ratio in video-coding applications [9]. 
Tuning such knobs offers the possibility to increase or decrease the
quality (or, more specifically, accuracy) of the results produced by 
the application at the cost of a varying computing demand, opening 
the path to software-based approximate computing techniques [10]. The 
literature features efforts on application autotuners (e.g., [11–17]), able 
to identify the best knob configuration to achieve the required per-
formance with limited degradation of the results’ accuracy, leveraging 
only the available processing resources.
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In this scenario, we face a tridimensional problem considering 
applications’ performance vs. applications’ results accuracy vs. system-
level requirements, mainly related to power/energy consumption. Au-
totuners and runtime resource managers solve similar problems from 
different perspectives. While they deal with an optimization problem, 
the first operates alongside a single application and is unaware of 
other applications or underlying hardware, and the second handles 
the whole system. A runtime resource manager has limited capa-
bility to tune software knobs as they differ in number, type, and 
behavior for each application; indeed, it can only act w.r.t. a set of 
knobs defined at design time [9,18]. In conclusion, both classes of 
approaches lead to sub-optimal execution configurations since none 
of them acts comprehensively on all possible knobs offered by the 
system’s hardware/software stack and focuses on the trade-off among 
multiple objective functions. On the other hand, these approaches work 
on complementary levels, as they only see a portion of the problem 
from different perspectives, yet compatible ones; consequently, com-
bining them is possible, thus joining their strengths and overcoming 
limitations they present separately.

In this effort, we explore this possibility and design a two-layer 
framework that combines an autotuner with a runtime resource man-
ager to obtain a full-stack approach optimizing the trade-off between 
performance vs. applications’ results’ accuracy vs. power consumption. 
This combined approach allows us to maintain fine-grain control over 
the application knobs while considering the whole underlying comput-
ing system, not just the single execution. Moreover, using an autotuner 
enables decoupling between the resource manager and the applications, 
simplifying the creation of the policy for resource assignment. We 
demonstrate the effectiveness of our approach by considering a homo-
geneous multi-core CPU and designing a runtime resource allocation 
policy that can meet the performance requirements while reducing 
power consumption and results’ accuracy degradation. We tested our 
solution in an experimental campaign, showing the benefits of a two-
layer approach over single-layer ones in dynamic scenarios. Overall, the 
contributions of this work are the following:

• We design a two-layer framework combining a runtime resource 
management approach and an autotuning solution, able to con-
trol the full range of available knobs, from system-oriented to 
application-based ones, achieving application adaptability in a 
dynamic scenario;

• We define an adaptive resource allocation policy tailored for a 
homogeneous CPU architecture, able to meet the performance re-
quirements while minimizing power consumption and respecting 
accuracy constraints in a dynamic scenario;

• We evaluate our approach with an extensive experimental cam-
paign featuring dynamic variations of applications and constrai-
nts, showing savings in power consumption over 72% compared 
to single-layer approaches.

This paper is structured as follows. Section 2 reviews the literature 
on runtime resource management and application autotuning. Section 3 
presents the reference working scenario. Section 4 discusses our pro-
posed combined framework, its layers and their interfaces. Section 5 
illustrates the resource allocation policy for the considered working 
scenario. Afterwards, Section 6 shows the experimental validation of 
the proposed approach, and Section 7 concludes the paper.

2. Related work

This section overviews the related work on application autotuning, 
runtime resource management and joint works; it exposes the limita-
tions of past work, motivating the necessity of a full-fledged combined 
approach.
Application Autotuning. The problem of finding the optimal software 
knob configuration for application execution on given hardware is 
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well-known. Over the years, the literature began to feature efforts in 
designing strategies to explore vast configuration spaces and select 
optimal ones. Application autotuning [19] resides in this field since it 
automates choosing the best configuration for a given application.

We can classify autotuning depending on two factors: the time frame 
of the decision and the source of the information (i.e., knowledge) that 
drives the choice. Autotuners can operate at compile time [11–13,20] 
or runtime [14–17,21], each having its strengths and weaknesses: 
compile time optimization does not introduce overheads in the ex-
ecution, but it is less reactive to environment changes compared to 
runtime autotuning. In this work, we focus on runtime autotuners since 
applications run on a dynamic scenario, and the resources they can 
leverage will vary during their execution.

The knowledge extraction procedure usually consists of a profiling 
phase, where the user evaluates the application’s metrics under differ-
ent configurations. Since the configuration space may be considerably 
ample and consequently find the optimal configuration prohibitive 
from the time point of view, the literature features many efforts in 
designing efficient ways to perform such a process, by creating models 
to infer the unexplored configurations [14,15,17,21–23]. Other works 
focused more on executing this profiling phase during the application 
execution [16,24], simplifying and speeding up the deployment of 
applications at the cost of some suboptimal iterations. This work does 
not explore the extrapolation of the knowledge at runtime since the 
dynamicity of the execution environment would make it difficult to ex-
tract reliable information. Nonetheless, we will examine this possibility 
in the future.

While the studies on autotuning prove effective at managing the 
software knobs of a single application, they cannot handle resource 
balancing between multiple applications. The objective of autotuners 
is to optimize the single application, and they do not reason about 
the presence of other applications with requirements on the same 
system. Moreover, autotuners should not control hardware knobs in a 
multi-application scenario, as it would lead to oscillations and erratic 
patterns due to potentially diverging needs in resource contention. For 
these reasons, integrating autotuned applications and runtime resource 
managers can provide remarkable benefits and should be pursued.
Runtime Resource Management. The literature features many run-
time resource management approaches for co-optimizing various appli-
cation-level and system-level figures of merit, such as applications’ 
performance and the system’s power/energy consumption or thermal 
aspects. One of the first popular efforts in this direction is [2]. Their 
approach targets an asymmetric multi-core running a set of sequential 
applications. It uses a set of Proportional–Integral–Derivative (PID) con-
trollers to manipulate DVFS, Central Processing Unit (CPU) quota and 
task migration between CPU clusters to minimize power consumption 
while guaranteeing applications’ required throughput.

Subsequently, many other approaches followed similar principles, 
targeting different architectural platforms, also considering Graphics 
Processing Units (GPUs) and other accelerators [3–6]. Additionally, 
they can deal with multi-threaded applications defined in the various 
programming models, such as pthreads or OpenCL [4,6]. Over the 
years, the use of estimation models [6], greedy/heuristic algorithms [3,
5], machine-learning techniques [25] and hybrid approaches based 
on a specific design-time characterization [4,7,8] refined the resource 
management approaches. Indeed, none of them acts also on software 
knobs.
Combined approaches. Very few approaches consider co-tuning hard-
ware and software knobs across the full stack and focusing on multiple 
objective functions. The work in [18] shows approximation-based tech-
niques controlling single-threaded applications running on an asym-
metric multi-core. The approach leverages approximation through the 
loop perforation technique and acts on this software know concurrently 
to the hardware knob tuning on big.LITTLE task mapping, CPU quota 
assignment and DVFS; indeed, it can manage a single software knob per 
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application, but it is non-trivial to extend it to consider the variance in 
the number, type, and behavior of each application knob.

The work presented in [9] proposes a reinforcement-learning ap-
proach for a server platform specifically running video coding appli-
cations aimed at trading applications performance, QoS and power 
consumption. The approach jointly tunes DVFS, number of threads to 
spawn and quantization level of the video coding algorithm. The paper 
does not address the extension of the approach to a larger set of tuning 
knobs for each individual application, which could lead to scalability 
issues during the training phase of the reinforcement learning engine, 
due to the increased complexity of the configuration space. Moreover, 
the authors do not discuss how their approach, which is specifically 
tailored to a video coding application, can be effectively applied to 
different types of applications and heterogeneous workloads.

Other approaches [26–28] build a limited number of approximate 
versions of the applications at design time; the runtime resource man-
ager opportunistically selects an approximate version at runtime for 
power/performance gains. The literature [28] demonstrates that this 
approach works fine with specific classes of applications, such as deep 
learning ones, since they have limited configurability. However, such 
design time coarse-grained approximation narrows down the accuracy-
performance-power trade-off space, resulting in higher accuracy loss 
or limited gains with approximation. In fact, exploiting accuracy-
performance-power trade-offs require disciplined tuning of fine-grained 
approximation, along with the hardware knobs.

In conclusion, there is a lack of a general approach for combined 
management of both hardware and software knobs, and in which the 
management of the two sets is performed in a decoupled way to 
increase the flexibility, extendibility and scalability of the approach.

3. Working scenario

In this section, we present the working scenario for defining the 
proposed approach, consisting of the target computing system’s overall 
hardware/software stack.
Hardware platform and Operating System (OS). We consider the 
classical homogeneous CPU architecture, i.e., containing a set of iden-
tical processing cores, representing the backbone of any computing 
system. Since this work presents a first proposal of a combined frame-
work, we decided to focus on such a basic homogeneous architecture 
to discuss and demonstrate better our innovative solution. Our pri-
mary objective was to isolate and analyze the interplay between the 
key components of our proposed approach, which are dynamic ap-
plication autotuning, run-time resource management, and an adaptive 
power/accuracy-aware policy, without introducing the added complex-
ity of hardware heterogeneity. Nonetheless, the overall framework is 
compatible with modern heterogeneous architecture also comprising 
further hardware accelerators, such as GPUs or neural engine; this 
subsequent step is part of future work.

The architecture exposes hardware knobs for DVFS at the granular-
ity of the single core. The core supports a predefined set of frequency 
steps, each with a respective voltage level; for this reason, from now on, 
we will talk about frequency tuning, referring to the setting of the pair. 
The architecture also exposes a global power sensor and must respect 
a TDP, which is the conservative limit on the power consumption for 
thermal safety.

The architecture runs an OS exposing a user-side interface provid-
ing drivers for accessing hardware sensors and knobs. Moreover, this 
interface exposes commands for:

• mapping a specified application on a specific set of CPU cores 
(setMapping),

• setting the CPU quota assigned to a specified application, i.e., the 
percentage of time for which the assigned cores execute such an 
application, (setQuota), and
3 
• getting the CPU percentage utilization of each core, according to 
all the applications running on it (get%Util).

Workload and Applications We consider streaming applications, such 
as video, signal, or image sequence processing; they receive a continu-
ous flow of input data chunks and apply a computing kernel on each of 
them to produce the corresponding output chunk. Each application has 
a performance requirement with a given tolerance margin. Performance 
requirement is expressed in terms of throughput: the number of input 
data chunks processed in a fixed time window. Applications’ source 
code should feature the HeartBeat Application Programming Interface
(API) [29] to enable the runtime measurement of the throughput in a 
given time window; we represent the throughput as heartbeats, each one 
associated with a processed input data chunk, per unit of time (ℎ𝑏∕𝑠).

Finally, the application kernel generally features a set of software 
knobs to tune at each run. Software knob tuning has a twofold effect 
on computing power demand and the results’ accuracy. An intuitive 
example of a software knob is the compression ratio used in the 
output while running a video-coding application. A higher resolution 
produces a higher accuracy but requires more computing power for 
its execution. Applications usually measure the result’s accuracy with 
an application/domain-specific metric comparing the produced results 
with a theoretical ground truth.

The behavior of each application, in terms of performance and accu-
racy, when changing the software knobs is known at design time since 
it is profiled for the autotuner needs, as discussed next. On the other 
hand, the system experiences a dynamic and unknown workload at 
runtime; multiple independent applications enter and leave the system 
with an undefined trend based on external requests, and throughput 
requirements may differ for various instances of the same applications.

4. Proposed adaptive framework

In the context of the described working scenario, we defined and im-
plemented the adaptive framework shown in Fig.  1 through a two-layer 
solution combining:

• an autotuner integrated into each running application, and
• a runtime resource controller running on the top of the OS.

This two-layer solution provides more benefits than the sum of its 
parts. This two-layer framework can control both software and hard-
ware knobs, achieving both fine-grain and system-wide management. 
Additionally, having two stacked layers introduces the possibility of 
handling quick oscillations without losing the entire system’s stability 
by having each layer work at different frequencies. Lastly, splitting 
the decision process among two layers decouples applications from 
the controller definition and architecture details from the autotuner. 
This choice leads to the design of a much more flexible, scalable, and 
reusable solution, as we can design the controller by considering only 
the hardware available and the application optimization process re-
gardless of the underlying hardware. We describe the two components 
in detail in the following paragraphs.
Application Autotuner. The autotuner module is in charge of tuning 
software knobs in each running application to meet the required per-
formance level with the assigned processing resources at the cost of 
reducing the accuracy of the elaborated results. The autotuner controls 
the software knobs of the application following the information present 
in its knowledge table. The user produces the knowledge table through a 
preliminary profiling phase aimed at measuring the impact of the soft-
ware knob configuration on the metrics of interest. Profiling happens 
through an iterative approach, in which we select a configuration to 
test, run the application in isolation, measure the metrics of interest and 
aggregate all the results into the knowledge. Ideally, we should perform 
a complete space exploration, running all the possible configurations. 
However, since it may be a too time consuming activity due to the size 
of the solution space, there exists strategies to subsample a reduced 
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Fig. 1. The proposed framework. New components are colored in gray and 
integrated into the considered working scenario.

Fig. 2. Comparison between the parameters of the application knowledge and 
the packed one for an example video encoding application. The figure also 
shows the procedure for extracting the packed version from application one.

set of configurations to experimentally profile, while for the remaining 
ones estimation methods are used. Since knowledge extraction has been 
widely investigated in the literature and this work focuses more on 
the runtime side, we adopt a state-of-the-art approach for this design-
time process [17]. The knowledge table considers the hardware knobs 
as well as application input features (i.e., observable values that can 
influence the response of the system).

Alongside the knowledge table for the autotuner layer, the profiling 
phase produces a packed version, showing only the expected effect 
of the hardware knobs configuration on the metrics of interest. This 
information is valuable for the controller layer, which will use it to find 
minimal hardware configurations that satisfy the constraints, avoiding 
a time-consuming runtime profiling phase at each application start like 
in [18]. As shown in Fig.  1, the autotuner sends the packed knowledge 
to the controller at the beginning of the application execution. Fig. 
2 shows the differences between the original knowledge table and 
its packed counterpart: the packed version does not need to carry 
information about software knobs and input features, as the autotuner 
will take care of them. Conversely, the packed knowledge holds the 
expected accuracy reached by the application in a given hardware 
configuration, and the controller can leverage this information for 
its decisions. Fig.  2 also shows the process of extracting the packed 
knowledge from application one: by removing configurations with 
unfeasible throughput, selecting the best accuracy among points with 
the same hardware configuration and averaging the results over the 
input features, we can produce a mapping between resources allocated 
and expected accuracy.

The autotuner operates at runtime, selecting the optimal configu-
rations of the software knobs for the application kernel based on the 
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knowledge built at design time. It behaves like a lookup table, having 
as inputs from the controller the hardware configuration (the set of 
assigned cores #cores and the corresponding frequencies freqs) 
and the input features and providing as output the configuration 
(params𝚜𝚠) that better satisfies the optimization problem (in this case, 
maximizing results accuracy respecting throughput constraints tp𝚛𝚎𝚚

and providing at least the minimal accuracy acc𝚛𝚎𝚚). It is worth noting 
that even if the number of threads to spawn is classically a software 
knob, applications set this parameter to the input #cores value in 
our proposal.
Runtime Resource Controller. This module is a daemon that runs 
on top of the OS and distributes the hardware processing resources 
among the running applications. The controller interacts with interfaces 
exposed by the OS to control hardware and execution knobs and get 
measures from the sensors, as discussed in Section 3. Moreover, the 
controller links to all the running applications, monitoring their status 
(in terms of current throughput and accuracy) and informing them 
regarding the granted resources.

As common practice in the literature, the controller internally im-
plements a feedback control loop awakened with a predefined fre-
quency. At each control cycle, the controller:

• observes measurements received from both the OS (getPower
and get%Util) and the applications (acc𝚌𝚞𝚛𝚛 and tp𝚌𝚞𝚛𝚛),

• decides, based on a programmed policy, how to distribute re-
sources among the running applications to guarantee their throu-
ghput requirements and, at the same time, maximize correspond-
ing results accuracy levels and minimize the system’s power 
consumption, and

• actuates on the OS interface based on the decisions taken
(setFreq, setMapping and setQuota) and informs the ap-
plications about the granted CPU cores #cores and their fre-
quencies freqs.

Another relevant aspect is the tuning of the control cycle duration. 
Indeed, to make decisions, the control cycle must be sufficiently large 
to allow the policy to capture the steady-state status of the system 
after the last actuation, but it should also avoid interfering with the 
autotuner optimization process. However, the underlying architecture 
and running applications may have very different dynamism: on one 
hand, architectural parameters such as power consumption change 
rapidly with a fixed dynamism; on the other, collected throughput 
values may vary significantly among different applications. To solve 
this issue, we tune the period of the controller to collect data from 
the monitor requiring the highest frequency, typically the architectural 
ones. Then, we execute the latter two steps in the loop, i.e., decide and 
actuate phases, with a longer period proportional to the throughput of 
the slowest running application: 

𝑝𝑑𝑒𝑐𝑖𝑑𝑒 =
𝐾

𝑡𝑝𝑠𝑙𝑜𝑤𝑒𝑠𝑡_𝑎𝑝𝑝𝑙
(1)

being 𝑡𝑝𝑠𝑙𝑜𝑤𝑒𝑠𝑡_𝑎𝑝𝑝𝑙 the throughput of the slowest application and 𝐾 a 
given constant. Ideally, 𝑡𝑝𝑠𝑙𝑜𝑤𝑒𝑠𝑡_𝑎𝑝𝑝𝑙 can also be determined at runtime, 
thus allowing adaptive tuning of 𝑝𝑑𝑒𝑐𝑖𝑑𝑒 w.r.t. workload variations.
Application Structure. Fig.  3 reports the C-like pseudo-code of the 
streaming application instrumented to interact with the envisioned 
framework. The nominal application presents a main loop (Line 6) 
continuously taking input data (Line 7) and executing a given kernel 
(Line 11).

Initially, the instrumented application connects to the autotuner and 
the controller, exchanging the required information, such as the re-
quired throughput and accuracy, and the packed knowledge (Lines 3–4).
Then, at each iteration, the application extracts the input features from 
the input data (Line 8), retrieves the current hardware configuration 
from the controller (Line 9) and, based on these data, queries the 
software knobs configuration to the autotuner (Line 10). In this phase, 
the controller sends to the autotuner the current throughput computed 
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Fig. 3. Application source code template.

through the Heartbeat API and necessary to identify the proper config-
uration, while the second one replies with the accuracy level obtained 
with the selected configuration. Finally, the application executes the 
kernel and notifies the heartbeat to the controller (Lines 11–12). Before 
exiting, the application releases the resources (Lines 15–16).

As a conclusion, to interact with the proposed framework new 
applications have to be implemented on the basis of the discussed 
template. Moreover, integrating existing applications is an activity sim-
plified by the fact that both the autotuner and the controller interface 
are implemented as classes, which have to be instantiated within the 
application code and their functions invoked, similarly to what has 
been shown in Fig.  3. We can notice that the number of function 
calls is relatively small, suggesting that instrumenting an existing ap-
plication thus mimicking the discussed template involves only limited 
complexity. Moreover, we believe that the proposed solution is more 
general than the one presented in [30], or similar approaches, which 
achieve comparable results with fewer code modifications by inter-
acting directly with parallelization libraries. In contrast, our solution 
can manage a broader set of tuning knobs that go beyond library-
level configuration, including, for example, the tuning of algorithmic 
parameters.

5. Proposed management policy

The policy integrated into the runtime controller tailors the charac-
teristics of the underlying architecture and related processing resources 
and knobs. In this paper, as a demonstration, we focus on the homo-
geneous CPU described in Section 3. In particular, the policy aims to 
minimize total power consumption while meeting the accuracy and 
throughput requirements set by the applications. While the accuracy 
requirement sets a lower bound to grant, the throughput one specifies a 
value we must meet with a minimal tolerance margin. Having a target 
value rather than a lower bound is fundamental: while it may seem 
that having higher throughput implies better performance, it would not 
bring any benefit if the streaming input comes at a lower rate, thus 
hampering only energy efficiency.

The strategy for the resource distribution consists of allocating a 
specific number of cores for each running application in a mutually 
exclusive way; as discussed in [4,6], this approach provides the best 
performance to applications since there is no contention of computing 
resources. Nonetheless, the isolated execution of each application of a 
multiprogrammed workload guarantees that its execution times in the 
various working configurations selected by the autotuner are almost 
the same as the design-time performance characterization performed 
to build the knowledge table.

We defined the policy as a Finite State Machine (FSM), depicted in 
Fig.  4. At each control cycle, the policy is in one of the six reported 
states; it takes management decisions, performs specific actions based 
5 
Fig. 4. The proposed management policy.

on the received inputs from sensors and monitors, and evolves to the 
next state according to the specified transition arrows. After choosing 
the distribution and configuration of the resources, the policy enacts 
the decision through the controller, calling the functions shown in Fig. 
1. The following paragraphs illustrate the states of the FSM.
Idle. This is the initial state the policy enters and represents the 
stability of the decision. We define an allocation decision as stable if 
it respects all the constraints of the applications and does not violate 
the TDP. The controller will converge back to this state if there is 
no constraint violation or other event. While the resource allocation 
does not change, the controller still monitors the executing application 
to check if the executions meet all the constraints. The controller 
continues iterating on this state as long as there is no change in the 
status of the running applications or their constraints, and the TDP is 
honored.
Entry. The policy enters this state when a new application starts. 
The controller checks the packed knowledge received by the applica-
tion’s autotuner to determine whether assigning the minimum amount 
of cores to the new application is feasible to ensure the required 
constraints. If so, it enacts the selected configuration, assigning the 
required cores and setting the corresponding frequency levels. Other-
wise, it assigns a single core to the application and will postpone the 
adjustments to respect the constraints. After this step, the controller 
moves to the Monitor phase to check if the assignment respects the 
constraints.
Power. The controller enters this state in the case of TDP violation. 
To recover from power violations, the controller reduces the core 
frequencies for the application with the highest accuracy by one step. 
Since this decision impacts the accuracy of the affected application 
results, the policy moves to the Monitor state to assess the overall 
system’s status.

It is worth noting that this state is necessary because of the lack of 
a power model for the considered system architecture. In this proposal, 
we decided not to include a power model in the policy due to the 
simplicity of the homogeneous architecture we are considering and 
to explore whether creating a policy that does not feature one was 
possible. On the other hand, if a power model were available, the 
controller could express the TDP constraint similarly to the throughput 
and accuracy ones and handle it in the Refine state.
Monitor. This state represents the monitoring phase following a 
resource allocation decision. Indeed, the controller must assess the 
allocation decisions taken through design-time profiling information 
and estimation models with runtime measurements. The FSM iterates 
on this state for a few control cycles, collects the measurements of the 
throughput and accuracy, and heads to the Refine state to evaluate 
the results.
Divide. This state indicates the need to redistribute the resources 
among the applications due to a change in the application set or an 
application’s performance or accuracy constraint. In particular, the 
state focuses on manipulating over-provisioned applications, i.e., those 
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Algorithm 1: Pseudo-code of the Refine state.
Input: A set of applications Over marked as over-provisioned, in 

descending order on accuracy.
Input: A list of applications Acc, disjoint from Over, not meeting 

their accuracy or throughput requirements, in ascending order 
on accuracy.

1 if Over  empty and Acc empty then
2 Set CPU quota on all applications;
3 if Any application not in minimal configuration and cores available

then
4 next_state ← Divide
5 else next_state ← Idle;
6 else
7 set CPU quota on all applications not in Over or Acc;
8 forall o ∈ Over  do
9 if o does not meet some requirement then
10 Assign 1 more core to o if possible;
11 Remove over-provision mark from o;
12 else
13 De-assign 1 core from o;
14 forall a ∈ Acc do
15 if CPU quota not set for a then Set CPU quota for a;
16 else
17 if a can use more threads then
18 Assign more threads to a according to linear models;
19 else
20 Raise frequency of cores running a by 1 step;
21 Mark a as over-provisioned;
22 forall core c unassigned do
23 Set c frequency to the minimum
24 next_state ← Monitor

running with configurations consuming more power than the minimum 
required to guarantee the specified throughput level. Changes in the 
running application set (in particular, applications leaving the system) 
and lowering constraints may imply that the controller can redistribute 
the cores, allowing over-provisioned applications to run with more 
cores at a lower frequency. Indeed, as noted in the literature [6], 
parallelizing an application on a larger set of cores working at the 
minimum necessary frequency to guarantee the throughput require-
ment is more power efficient than using a lower number of cores at a 
higher frequency. For this reason, in this state, the controller lowers the 
frequencies of the applications to the minimum and then moves back 
to the Monitor state to monitor the result and handle optimization 
through the Refine state.
Refine. This is the central state in the FSM, responsible for identi-
fying and selecting a correct resource assignment. Algorithm 1 briefly 
describes its decision process. The main target of this state is to han-
dle over-provisioned applications and those that do not fulfill their 
constraints. The resource manager considers all these applications fol-
lowing a specific order: for over-provisioned applications, it starts from 
the ones with higher accuracy, thus having more possibility of resource 
reduction. On the other hand, it starts from the ones with lower 
accuracy for applications requiring more resources, as they probably 
are the ones that need computational power the most. The order choice 
follows the fairness principle as we try to divide the resources among 
the applications without preferences.

In the Refine state, the controller removes cores from over-
provisioned applications unless they do not meet their requirements 
(Lines 8–13). Additionally, the controller prioritizes assigning more 
cores to applications violating their constraints whenever possible, 
and it raises the cores’ frequency whenever adding more is unfeasible 
(Lines 14–21). Then, the resource manager marks those applications as 
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over-provisioned, as it may overestimate their needs. The number of 
cores to assign to an application follows a linear scalability hypothesis, 
according to the following formula [6]: 

𝐶𝑜𝑟𝑒𝑛𝑒𝑤 =
⌈ 𝑡𝑝𝑟𝑒𝑞
𝑡𝑝𝑐𝑢𝑟

⋅ 𝐶𝑜𝑟𝑒𝑐𝑢𝑟

⌉

(2)

where 𝐶𝑜𝑟𝑒𝑛𝑒𝑤 indicates the new amount of cores assigned, 𝑡𝑝𝑟𝑒𝑞 and 
𝑡𝑝𝑐𝑢𝑟 are the required and current throughput, respectively, and 𝐶𝑜𝑟𝑒𝑐𝑢𝑟
is the number of cores currently assigned to the application. We shall 
note that the core increase happens until we reach an upper bound, 
i.e., the maximum amount of cores that the application can benefit 
from; in the corner case, for single-threaded applications it cannot be 
exploited. This quantity is present in the knowledge of the application, 
as we discover it through profiling.

Similarly to [6], we use the CPU quota knob as a last option for fine-
grained refinements not allowed by CPU frequency and thread count 
tuning, having these latter ones a more coarser-grained step size. In 
particular, the controller uses a similar model when choosing the CPU 
quota to set for an application (Line 2, 7 and 15); since the policy aims 
at respecting the bounds on throughput, applications will use CPUs 
up to a set utilization percentage, which is equal to the ratio between 
𝑇ℎ𝑟𝑟𝑒𝑞 and the throughput measured when the quota is 100%. While the 
linear scalability hypothesis may represent a rough approximation for 
the one-shot estimation of the optimal configuration, the controller uses 
it in a feedback loop on a sequence of measures obtained by the sensors, 
thus converging to the optimal selection of the number of allocated 
cores after a few Monitor-Refine cycle iterations. In particular, 
after changing the overall resource allocation, the execution leads back 
to the Monitor state, where the controller monitors the effects of 
the new configurations. The alternation between the Monitor and
Refine states is the cycle that leads to improving the resource as-
signment and satisfying the application requirements. The next section 
evaluates the validity of our proposed resource allocation policy within 
our two-layer solution through an experimental campaign.

6. Experimental evaluation

This section presents the experimental validation of the proposed 
framework.
Experimental Setup. We built a prototype of the proposed two-layer 
adaptive framework by integrating the controller in [6] and the au-
totuner in [17], both implemented in C++.1 We implemented the 
designed policy within the controller; it consists of ∼700 lines of code. 
For the experimental campaigns, we use a desktop machine integrating 
a homogeneous AMD Ryzen 5 2600 CPU with 16 GB of RAM; the 
CPU features six physical cores, each with two virtual ones. In the 
configuration of the machine we used, the architecture allows per-
physical-core frequency tuning at three steps: 1.55, 2.8 and 3.4 GHz, 
respectively. The implemented policy prototype assigns virtual cores in 
pairs to applications so that we avoid to have two applications to share 
the same physical core and, therefore, potentially to cause conflicts in 
frequency tuning.

The running OS is Ubuntu 20.04.6 Linux kernel, version 5.15.0-
82. Finally, the machine features a power sensor accessible by the 
controller through Linux interface, and TDP is set to 60𝑊 . We set 
the controller period to 1 s to monitor architecture status; as in [6], 
this value allows to sample the power consumption while maintaining 
minimal impact on the CPU utilization. Then, based on the pre-profiled 
average performance of the considered applications, discussed later, the 
defined policy is executed with a period 𝑝𝑑𝑒𝑐𝑖𝑑𝑒 equal to 3 s.

We select three C++ applications to define the workloads:

1 The autotuner is downloadable from https://gitlab.com/margot_project 
while the basic controller from https://github.com/D4De/runtime_controller.

https://gitlab.com/margot_project
https://github.com/D4De/runtime_controller
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Table 1
Software knobs and input features of the considered applications. Numbers 
between parentheses show the number of different values for each knob.
 Application Software knobs Input features  
 
Bodytrack

- Number of threads (8)
/

 
 - Annealing factor (8)  
 - Number of particles (4)  
 
Stereomatch

- Number of threads (8)
/

 
 - Confidence threshold (6)  
 - Maximum segment length (17)  
 - Iteration step (3)  
 K-means - Number of iterations (10) - Input data size (4) 

• Bodytrack (from PARSEC benchmark suite [31]) traces the 
position of a human body within a 3D space using images from 
cameras. Apart from the number of threads, the application ex-
poses two software knobs, namely the annealing factor and the 
number of particles considered, but no input feature. We compare 
the results with a golden reference, and we rescale the accuracy 
index such that 100% indicates the same results as the golden 
reference, and 0% is the acceptable result with the maximum 
error.

• Stereomatch (taken from [32]) computes the disparity be-
tween a pair of stereo images to estimate the depth of objects in 
the scene in 3D scene reconstruction. We run the application on 
the ‘‘Tsukuba stereo’’ dataset,2 containing 294 pairs of images of 
different scenes. The application is parallelized and provides three 
software knobs alongside the thread count, but no input feature. 
The accuracy expresses the distance between the computed result 
and the golden reference in percentage.

• K-means (reimplemented from the AxBench benchmark suite
[33]) splits a set of input data points into K separate clusters 
through an iterative process. The application is sequential and 
allows the control of the number of iterations for each clustering 
step; the larger the number, the higher the accuracy of the final 
clustering. We evaluate the accuracy by comparing the result 
with the one featuring the maximum number of iterations, and 
we express the delta as a percentage. The data input size may 
vary during the execution. Since it affects the throughput of the 
execution, it represents an input feature, and the autotuner makes 
decisions based on that value.

Based on the considered software knobs and input features, summa-
rized in Table  1, we profile the three application through a complete 
search, obtaining knowledge tables consisting of 768 software con-
figurations for Bodytrack, 7344 for Stereomatch and 120 for
K-means; do note that, in addition to the parameters reported in the 
table, the number of configurations accounts also for CPU frequency 
knob that includes 3 frequency levels. Then, the packed knowledge the 
controller receives consists of 24, 24, and 3 lines, respectively, as they 
contain a line for each possible combination of CPU frequency level and 
number of threads.

We compare the results of the proposed approach against the two 
one-layer baselines:

• one featuring the same autotuner but leveraging the standard 
Linux ondemand governor (autotuner-only), and

• one with only the runtime resource controller and no autotuning 
(controller-only).

For the sake of fairness, the policy integrated into the second baseline 
is similar to the one we developed but without any interaction for 
controlling software knobs. Finally, we also consider a comparison 

2 https://home.cvlab.cs.tsukuba.ac.jp/dataset
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Table 2
Timeline of experiment 1.
 Application Start End Thr. Accuracy Input feature  
 [s] [s] [ℎ𝑏∕𝑠] [%] value  
 Stereomatch1 0 185 2 60  
 K-means 55 245 15 80 4000 (55 s–115 s)

12500 (115 s–170 s)
4000 (170 s–245 s)

 

 Bodytrack 95 310 1.3 80  
 Stereomatch2 230 310 2 60  

with [18], i.e., the only past approach performing runtime resource 
management in conjunction with a full-fledged software knobs tuning, 
as all other approaches acting on both hardware/software knobs are 
either tailored to a specific application class or define at design time a 
very limited set of alternative approximated versions of the application 
as discussed in Section 2. Thus, a comparison with these efforts is 
either infeasible or improper. However, a comparison with [18] is also 
improper since this past work maximizes applications’ accuracy at the 
cost of consuming more power, which is precisely the opposite of our 
vision.
Experiment 1: Varying workload. As a first experiment, we designed 
an execution scenario with multiple applications joining and exiting 
at different times. We aim to evaluate the capability of the proposed 
approach to adapt to unknown workload variations. Table  2 describes 
the timeline of the experiment. The table also reports the required 
throughput and accuracy, and the input feature values for K-means; 
we set the tolerance margin for the performance (i.e. the relative 
absolute error between current throughput and the required one) to 
12.5% for all applications. It is worth noting that we execute two 
instances of Stereomatch, and the K-means application input size 
varies during its execution, moving from 4000 to 12,500 and back to 
4000.

Fig.  5 shows the results of our experiment, plotting the accuracy 
and throughput of each running application and the overall power 
consumption of the system – including operating system and all run-
ning processes – collected from the sensor over time; moreover, for 
a more in-depth analysis, we also plot the thread count and the CPU 
frequency for each running application. It is worth noting that, in the
autotuner-only case, applications are not mapped on specific cores but 
are dynamically scheduled by the Linux OS; therefore, the third plot 
depicts the frequencies of all the cores, and they are not related to any 
specific application. Moreover, in the autotuner-only case, it is possible 
to notice a frequency peak of 3.9 GHz; such a frequency is supported 
by the AMD Extended Frequency Range (XFR) mechanism and it is 
used by the ondemand frequency governor to provide a performance 
boost. Indeed, in the considered machine configuration, this frequency 
level was not exposed to the userspace governor employed by our 
approach and was therefore not utilized. This aspect does not limit the 
effectiveness of the proposed approach, as also demonstrated by the 
achieved results; nonetheless, if exposed to the userspace governor, such 
a frequency level could be used in the same way of other ones.

Focusing on the two baselines, we see that the controller-only solu-
tion better aligns to the throughput constraint, while the autotuning-only
solution does not correctly adjust, resulting in an over-provisioning of 
resources and a consequent waste of power. This behavior happens 
since the autotuning-only approach leaves the thread mapping to the 
Linux scheduler and the control of DVFS to the Linux governor, and 
they do not efficiently cooperate. The effect is that the former performs 
load balancing by continuously redistributing threads among cores, 
while the latter uses a simple strategy to tune frequencies based on the 
computing load, resulting in high instability in the frequency tuning 
and, consequently, in the application performance. Thus, the controller-
only approach is more stable in the frequency scaling, and it also tunes 
CPU quota (not reported in the plot for the sake of space), allowing 

https://home.cvlab.cs.tsukuba.ac.jp/dataset
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Fig. 5. Plots of the metrics of interest from the varying workload experiment for the proposed approach versus the two one-layer solutions. There is no process 
binding for the autotuner-only case, so the plot shows all the frequencies of the cores. The plot shows the throughput of the K-means application divided by 
10 for visualization purposes. Moreover, do note that for the autotuner-only plot, the value of the throughput for K-means application exceeds the 𝑦-axis upper 
limit with a plateau between 9 and 10 ℎ𝑏∕𝑠, at the same time accuracy drops below 10%; for visualization purposes, we leave those values outside the plots.
finer grain throughput manipulation. On the accuracy side, controller-
only achieves a constant excessive quality level, as it cannot adjust 
the software knobs, which are set at design-time by the application 
developer. As an example, the first instance of the Stereomatch
application experiences an accuracy close to 100% while the constraint 
is at 60%. It is worth noting that K-means is the only application 
experiencing an accuracy variation; this is caused by the fact that 
its accuracy is a function of the input feature value, that we change 
during the experiment. Overall, the final effect is the execution of an 
unnecessary amount of computations, thus implying additional power 
consumption.

Conversely, the proposed approach stays close to both throughput 
and accuracy constraints. The plots show only two relevant spikes on 
the K-means application, corresponding to the adaptation transients 
to the specified variations of the input feature. In particular, when 
the value increases, the application sacrifices accuracy to keep an 
acceptable throughput and then requests more resources (through a 
frequency increment) to meet the requirements. On the other hand, 
upon size reduction, we see a small spike in accuracy, leading to 
a decrease in frequencies to save power. Nonetheless, our proposed 
approach promptly reacts to changes in the execution environment and 
proves more efficient and stable than the two selected baselines. The 
final result is a considerable power reduction, as shown in Table  4. 
As already commented, this result has been achieved thanks to the 
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Table 3
Timeline of experiment 2.
 Application Start [s] End [s] Thr. [hb∕s] Accuracy [%]  
 Stereomatch 0 210 1.3 60 (0 s–60 s)

80 (60 s–140 s)
60 (140 s–210 s)

 

 Bodytrack 0 210 2 80 (0 s–60 s)
90 (60 s–210 s)

 

joint orchestration of the application-level and architecture-level knobs. 
On the higher level, a fine-grained tuning of applications’ parameters 
allows a more specific modulation of required amount of elaborations; 
on the lower level, a systematic optimization of the resource utilization 
through thread number tuning allows for a considerable reduction of 
CPU frequencies, with a reduction in the static contribution of the 
power consumption [6].
Experiment 2: Varying applications’ requirements. The second ex-
periment features a scenario with fixed applications but varying ac-
curacy constraints. We evaluate the capacity of the runtime manager 
to adapt to varying constraints with changes in the needed resources. 
Table  3 describes the timeline of the experiment, which features only 
one instance of the Stereomatch and Bodytrack applications.

While less complex than the previous experiment, this scenario 
features varying accuracy constraints may be non-trivial to handle, 
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Fig. 6. Plots of the metrics of interest from the varying constraint experiment for the proposed two-layer framework versus the two one-layer solutions. There is 
no process binding for the autotuner-only case, so the plot shows all the frequencies of the cores.
because they require the redistribution of resources to minimize power 
consumption. Fig.  6 shows the results of this experiment, comparing 
the values obtained through our solution against the two baselines. The 
plots show how the proposed approach reacts to the change in the accu-
racy requirement, varying the number of threads and cores’ frequency 
to contain the additional power consumed. On the other hand, the 
single-layer approaches do not feature this reaction, as the measured 
accuracy values always stay above the constraints without changing the 
configuration. Additionally, the autotuning-only approach cannot meet 
the throughput requirements for the Bodytrack application, while 
the adoption of a resource controller (i.e., in our approach and in the
controller-only one) can arrange the resources to achieve it, albeit with 
some minor fluctuations (coming from measurements rounding and in 
general acceptable).

If we analyze the behavior of the proposed approach in detail, we 
can spot how the change in the accuracy requirement affects the choice 
of the selected resources. By raising the accuracy requirements, the 
application requests more cores and increases the working frequencies 
when they are unavailable. After increasing the frequency, the number 
of cores becomes excessive to meet the constraints, so the policy leads 
to the release of cores to save power consumption. Our two-layer 
solution can stabilize in a few iterations while providing acceptable 
performance and accuracy, maintaining a low power consumption as 
shown in Table  4.
Experiment Wrap-up. In conclusion, the presented experimental cam-
paign has shown how, even if considering a homogeneous architecture, 
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the configuration space generated by all possible tuning for both the 
hardware and software knobs and the variability of the workload at 
runtime is significant. The proposed approach is more effective in this 
scenario than the two state-of-the-art one-layer approaches. We can 
highlight these results even more when considering the average amount 
of power used to compute the two experiments, reported in Table 
4. The gain on the average of the two experiments over autotuner-
only amounts to 79.1%, while over controller-only, 72.2%. Overall, 
the two-layer framework always reached stable configurations in a 
couple of iterations, proving good optimization levels and reactivity 
to the events happening in the experiments. Thanks to the decoupling 
between the framework layers, we did not have to change the controller 
from one experiment to another. When moving from the considered 
homogeneous architecture towards a heterogeneous one, due to the 
higher complexity of the configuration space, the two-layer framework 
is expected to obtain a higher gain w.r.t. the considered counterparts. 
Although the overall structure of the two-layer framework remains 
unchanged, the introduction of heterogeneous resources, such as GPUs, 
within the target architecture would require the allocation policy to 
be extended. The choice among CPU, GPU and other accelerators 
would then become a relevant parameter to be exposed during the 
optimization process, offered by the resource manager, and selectable 
by the application autotuner.
Execution Overhead. We analyzed the overhead to execute the pro-
posed framework on the considered machine. Since the two layers are 
decoupled, we performed separate experimental measures. By means 
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Table 4
Average Power (𝑊 ) consumed during the experiments with the three ap-
proaches.
 Experiment 1 Experiment 2 Average 
 autotuner-only 43.382 49.241 46.312  
 controller-only 26.285 43.461 34.873  
 Proposed approach 8.973 10.389 9.681  

of the OS interface, we experimentally measured that the compute de-
mand of the controller prototype is around 1.22% of a single CPU core; 
this corresponds approximately to an additional power consumption of 
15 mW.

We also profiled the execution time of the autotuner calls required 
in the application to query the knowledge table and to communi-
cate with the controller. Since this instrumentation code is executed 
together with the compute kernel at each application cycle, it is fun-
damental to analyze the potential delay it causes, as it represents a 
degradation of the overall application throughput. Overall, the execu-
tion of the autotuner instrumentation takes 30 μs while the average 
execution time of the kernel is on average 490 ms/810 ms for Body-
track (depending on the required throughput that may change during 
the experiment), 770 ms for Stereomatch and 36 ms for K-means, 
depending on the execution configuration. In conclusion, we may state 
that the overhead of the proposed framework is negligible for the 
overall system’s activity.

7. Conclusions

In this paper, we presented a two-layer framework combining an 
autotuner and a runtime resource controller, able to handle holis-
tically resources and applications’ configurations to meet accuracy 
and throughput constraints while minimizing power consumption. The 
controller featured an application-independent policy tailored to the 
homogeneous CPU architecture we considered. The experimental cam-
paign proved the effectiveness of our work, showing a power save 
of over 72% while meeting the throughput and accuracy constraints. 
Future work will investigate how to extend the proposed solution to 
heterogeneous architectures that integrate GPUs or other hardware 
accelerators (e.g., tensor processing units). Although the two-layer 
framework will remain unchanged, adaptations to the resource man-
agement policy will be necessary to handle the increased complexity 
of the configuration space and account for the dominant role of ar-
chitectural heterogeneity in allocation decisions. Additionally, future 
developments will include the refinement of performance and power 
estimation models to better support the dynamic characteristics of such 
platforms, as well as the evaluation of strategies for dynamically ex-
tracting application knowledge at runtime in the presence of a resource 
controller.
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