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Abstract—Modern accelerators maximize throughput through
aggressive specialization. However, in many real-world appli-
cations, workloads often vary at runtime, requiring multiple
bitstreams to handle such changes. As a result, frequent re-
configurations introduce substantial overhead that can dominate
end-to-end execution time. This issue is particularly evident in
AIE-PL systems, where statically scheduled AI Engines (AIEs)
achieve high performance through compile-time optimization and
are therefore typically tailored to fixed workloads. Although AIEs
support Runtime Parameters (RTPs) under Processing System
(PS) orchestration, RTPs are impractical for discrete hosts. For
this reason, we present a structured approach to designing
single-bitstream, runtime-adaptable AIE-PL accelerators that
does not rely on RTPs, suitable for discrete hosts. We exploit
the Programmable Logic (PL) to generate and stream a compact
metadata packet that distributes workload configuration across a
directed AIE graph before computation. By doing so, we deliber-
ately trade a fraction of fixed-instance efficiency for flexibility.
We validate our approach by devising PeferPan, a software-
programmable AIE-PL accelerator for 3D image registration.
PeterPan supports runtime-varying problem sizes and integrates
seamlessly into multi-stage pipelines, such as pyramidal (coarse-
to-fine) registration. To maximize PeferPan utilization, we couple
it with an ad-hoc software module that employs a novel heuristic
to rapidly select informative sub-volumes, keeping the accelerator
continuously fed and preventing input-side stalls. On a VCK5000,
PeterPan matches state-of-the-art accelerator performance while
retaining software programmability. In the end-to-end task,
instead, PeterPan delivers a 3.06x speedup and a 2.74x higher
energy efficiency than the state-of-the-art AIE-PL accelerator.

Index Terms—hardware acceleration, AI Engine, FPGA, image
registration, heterogeneous systems

I. INTRODUCTION

The pursuit of performance in modern accelerators often leads
to highly specialized, high-frequency designs that maximize
throughput at the expense of flexibility [[1]]-[4]]. While effective
for fixed, well-characterized workloads, this specialization
becomes problematic in pipelines that must adapt at runtime,
as multiple bitstreams are required to handle different cases,
introducing non-negligible reconfiguration overhead. When this
happens, reconfiguration cannot be considered a one-time cost
as generally assumed [3], [|5]-[9].

Specialization is particularly relevant for AI Engines (AIEs),
statically-scheduled Very Long Instruction Word (VLIW) pro-
cessors with vector unit capabilities, which benefit from static-
scheduling optimizations to enhance performance at the cost of
fixing the workload shape [|6], [10]—[13]. Aware of such limita-
tions, our first contribution is a strategy to design runtime-
adaptable accelerators featuring both AIE and Programmable
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Fig. 1. Latency comparison for both software and hardware implementation of
the literature solution, compared to the respective pyramidal versions. Notably,
the hardware does not benefit from the pyramidal as the software version does.

Logic (PL), as in modern Versal accelerators @ (§III-A). By
following a structured approach, we trade a small fraction of
static-scheduling performance for runtime flexibility.

Image registration is a representative case where runtime
flexibility is essential. The goal of such a procedure is to align
a floating 3D image with a reference, correcting acquisition
distortions caused by differences in modality or time instants
[14]-[17]. Itis widely used in multiple scenarios, such as robotic
surgery [18], atlas construction [19]], and augmented reality
[20]. Image registration pipelines typically combine heuristic
pre-processing with deep-learning-based non-rigid alignment.
However, the workload is highly unbalanced, as pre-processing
can be orders of magnitude slower [21]. Accordingly, state-of-
the-art AIE-PL accelerators focus on pre-processing, outper-
forming FPGA and GPU solutions [6], [[12]]. However, these
approaches are unsuitable for modern applications requiring
flexible, multi-stage workflows. In particular, modern pipelines
adopt pyramidal, coarse-to-fine schemes [22], [23]], in which the
alignment starts at low resolution and is progressively refined at
higher resolutions. As shown in the first two bars of Figure(l] a
pyramidal strategy alone nearly doubles the performance of the
state-of-the-art software implementation. In contrast, applying
the same strategy to the hardware-accelerated pipeline (third and
fourth bars in Figure[I)) is unsatisfactory: the multi-level scheme
is even slower than single-resolution registration because each
pyramid level requires a different bitstream, and the resulting
reconfiguration overhead dominates.

In such scenarios, the only alternatives are to improve the
reconfiguration mechanism to reduce overhead or to ensure
that a single bitstream supports multiple workloads. Thus, our



second contribution is PeterPan, a novel runtime-adaptable
AIE-PL accelerator for image registration @(. Shaped
according to @), PeterPan delivers comparable fixed-instance
performance to state-of-the-art AIE-PL solutions, and ensures
higher flexibility — thus suiting the integration into pyramidal
schemes. For deploying, we use the same device as the current
state-of-the-art solution: a Versal VCK5000 featuring Field
Programmable Gate Array (FPGA) and 400 AIEs.

However, the sole software programmable accelerator is in-
sufficient to deliver enhanced end-to-end performance. Indeed,
integrating optimized hardware modules into pyramidal regis-
tration requires careful HW/SW co-design, as the surrounding
software can easily become a bottleneck. For example, in
pyramidal registration, each pyramid level operates on a different
image resolution, thus implying multiple input resizes. Similarly,
prior work shows that registration can operate on an informative
3D sub-volume [24], reducing the number of processed pixels
and overall latency. However, this shifts part of the cost to
software pre-processing: automatically identifying such a sub-
volume remains an open challenge, requiring manual, time-
consuming user selection. To preserve the gains obtained by
avoiding reconfiguration, the input preparation delay should
be lower than the bitstream reconfiguration overhead (~ 2s
on PCle-based devices). Thus, our third contribution 9 isa
co-designed high-performance software module, namely Data
Pre-Processing Unit (DPPU), to prepare the pyramidal levels
input. Our DPPU supports both manual and automatic modes:
this latter relies on a novel heuristic to detect the informative
sub-volume in input images. Paired with PeterPan, it allows for
efficient scheduling of hardware runs across pyramidal levels,
ensuring no stalls from delaying software steps (§III-C).

Overall, PeterPan suits pyramidal registration, delivering
an end-to-end 3.06x speedup and 2.74Xx energy-efficiency
improvement against the current state-of-the-art solutions.

For reproducibility, we open-source and provide artifacts for
both PeterPan design and the entire pyramidal registration [H

II. BACKGROUND

AIE-PL Systems Overview —Our work targets AIE-PL SoCs,
such as the VCK5000, which feature the PL with a cluster of 400
AlEs, interconnected via a Network on Chip (NoC) [25]-[27].
Each AIE is a statically scheduled VLIW processor equipped
with 32 KB of local data memory, vector units for both floating-
and fixed-point arithmetic, and dedicated communication ports.
The AIEs are arranged in a two-dimensional grid, enabling
highly parallel, multi-kernel workloads.

AIE-PL Terminology — According to vendor documentation,
we define a single AIE VLIW processor as an AIE core. Each
AIE core can execute one or more functions, namely A/E
kernels, through time multiplexing. In this work, each AIE core
executes a single AIE kernel. AIE cores reside in the AIE region
and are interconnected through a directed graph, referred to as
the AIE graph. Similarly, we denote the FPGA fabric as the PL,
and each function mapped onto it as a PL kernel.

Thttps://github.com/necst/peterpan

Listing 1. AIE Kernel GEMM structure.

1 / i 1cludes and other constants

2

3 const int boundary_i = hl / 2;

4 const int boundary_7j = w2 / 8;

5 const int boundary_k = wl / 8 - 1;

6

7 void kernel_gemm(...) {

8 for (unsigned int i = 0; i <
boundary_i ; i++)

9 chess_loop_range ( boundary_i ,

boundary_i ) {
10 for (unsigned int j = 0; j <
boundary_j; Jj++)
11 chess_loop_range (boundary_j,
boundary_7j) {
12 for (unsigned int k = 0; k <
boundary_k; k++)
13 chess_loop_range (boundary_k,
boundary_k) {

14

15 }

16 // Final reduction iter

17 }

18 }

19 1}

Pyramidal Image Registration — The algorithm aligns a
floating image against a reference through a multi-resolution
approach [23]]. The process starts from a coarse resolution
level to estimate large transformations efficiently and robustly,
and progressively refines the alignment at higher resolutions to
capture fine-grained details. This hierarchical strategy improves
computational efficiency and mitigates the risk of converging
to incorrect local minima, particularly in the presence of large
displacements, noise, or complex deformations [28].

III. PyramMipAL REGISTRATION Co-DESIGN

To assess the flexibility gains, a suitable case-study is pyrami-
dal image registration; since each level uses a different workload
size, software programmability avoids costly reconfigurations.
First, introduces our structured approach for software
programmability, focusing on different AIE kernel examples
and highlighting the root causes of flexibility limitations.
Then, §III-B|applies this method to design PeterPan, an open-
source hardware module for accelerating image registration.
We describe its components, key design challenges, and its
implementation of the proposed flexibility-oriented approach.
Finally, describes the pyramidal image registration
application, using PeferPan accelerator and shows the need for
an optimized software counterpart.

A. Towards FPGA-based Software Programmability for AIE

To propose a structured method, we first analyze different AIE
kernels to highlight the root cause behind the lack of flexibility.
We consider two different examples, Listing (1| and Listing
showing two state-of-the-art implementations; code is taken
from the respective public repositories and presents the AIE
flexibility limitations. Listing [T] shows a matrix-multiplication
kernel from ARIES [10], a tool that automatically generates
Versal-based accelerators from Python code. ARIES applies
vectorization and scheduling pragmas to improve performance,
while configuring the FPGA logic to stream data to the AIE.



Listing 2. AIE kernel for image transformation with compile-
time bounds.

1 constexpr int DIM = 512;

2 constexpr float H_DIM = DIM / 2.f;

3 constexpr int DIM _DIV_32 = DIM / 32;

4

5 wvoid transform(

6 input_window_float* coords_in_cc,

7 input_window_floatx coords_in_rr,

8 output_window_float* coeff_ R) {

9

10 // === Loop over rows ===

11 for (int r = -H_DIM; r < -H_DIM + DIM;
++r) |

12 chess_loop_range (32,)

13 // Loop column batches

14 for (int ¢ = 0; ¢ < DIM_DIV_32; c

+= 32) {

15 chess_loop_range (32,)

16 // compute

17 }

18 }

19 }

Since AIEs are statically scheduled, ARIES uses pragmas to
optimize the design, applying, for example, software pipelining
and unrolling; in this case, cHESS LOOP_RANGE fixes loop
bounds at compile time, enables efficient instruction scheduling,
and permits software pipelining for dynamic loop ranges [29].
While enhancing performance, such optimizations also impose
constraints on input sizes, as the minimum data specified in
the CHESs _LooP_RANGE must be provided to avoid deadlocks.
Similarly, loop sizes are defined at compile time to ease static
scheduling, thereby fixing the input shape. In other words, for a
GEMM-intensive workload, multiple bitstreams are required to
handle different matrix sizes.

Similarly, focusing on the image registration case-study,
Listing[2]presents the transformation kernel in TRILLI, the state-
of-the-art accelerator for image registration. It targets both AIE
and PL in a VCK5000, using constant expressions computed
at compile time. Based on such values, it fixes dimensions for
both loops and pragmas. In other words, to support different
resolutions, such a design needs multiple bitstreams.

On a similar path, many other examples follow the same
strategy, favouring compile-time optimizations rather than flex-
ibility [30]—[34]. In contrast, our method follows a different
strategy: we do not fix the workload size at compile time.
Instead, to feature software programmability and cover scenarios
where runtime parameters are not supported, we suggest four
guidelines (1) - (4)), relying on a main assumption: the PL can
forward data to the AIE layer.

(1) Each run starts in the PL: a kernel retrieves the configu-
ration from the host, assembles a metadata packet, and injects
it ahead of the payload stream. The packet carries the runtime
workload information for the AIE graph; since different cores
may require different information, the metadata embodies all
required entries. Figure [2| depicts an example of a metadata
packet in an accelerator for image registration, which needs as
information: the transformation parameters to be applied, the 3D
image resolution (Depth, Nyow, Ncoi), and other application-
specific values easily retrieved in PL. Notably, since AIE kernels
typically perform vectorized reads/writes (and window-based
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Fig. 2. Metadata packet for PeterPan. It embodies transformation parameters
(T, Ty, Ang), the 3D image depth, and other parameters for each AIE core.

kernels consume fixed-size windows), the metadata packet size
must be aligned to the maximum access granularity among the
AIE kernels, to prevent any one from over-reading into the
payload stream. Let Bpe, be the metadata size in bytes. In
stream-based AIE kernels, the injected packet must occupy

an inteTer number of vector reads, thus its transmitted size is:

Bet: . .
| Vinax, Where Vinay is the maximum vector access
max

size (in bytes) among the AIE kernels along the metadata path.
For example, considering three cores reading respectively 32-,
64-, and 128-bytes per vector, the metadata must be a multiple of
128 bytes, to ensure each core can perform an integer amount of
reads without erroneously consuming payload data. In window-
based AIE kernels [35], which consume inputs as fixed-size
windows, the metadata packet must occupy an integer number

Bpkt =

of window reads; hence: Bpy, = [3}:’“"'; - Whax, Where Wi, is the

largest window size (in bytes) among the AIE kernels that read
the metadata. In both cases, metadata is zero-padded up to Bpy,,
ensuring that the consumption process targets only metadata
tokens and leaves the payload stream intact for the subsequent
computation. When both stream- and window-based kernels
consume the metadata, we conservatively align the packet to
G = Iem(Vinax, Winax) and pad to Bkt = [Bieta/G1 - G.

(2) The starting PL kernel forwards the metadata packet to
any subsequent AIE. Thus, the AIE design should implement a
directed graph that guarantees reachability: every AIE must be
reachable at least once from another core or from a PL kernel
capable of generating the metadata packet.

(3) Each AIE kernel first waits for the metadata. After storing
the required values, it forwards the metadata unchanged to the
next core, ensuring that each one receives the runtime workload
information. Then, the kernel starts processing the payload.

(4) When an AIE kernel has multiple input streams, each
stream carries an identical (replicated) metadata packet. Before
consuming payload data, the kernel must therefore consume one
metadata packet from every input: it parses the metadata from a
designated stream and discards it from the others, ensuring that
all inputs are aligned and only payload samples remain when
computation starts.

In terms of applicability, both the examples considered in
Listing[T]and Listing[2]already fulfill our main assumption, since
the PL already streams payload data to the AIEs. Conversely,
a design starting its computation in AIE needs adaptation, as
it must follow @, thus devising the PL kernel that starts the
computation and creates the metadata packet, and (2) - (4), to
ensure the AIE computation starts upon receiving the runtime
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Fig. 3. PeterPan system design. A PL kernel streams metadata to the AIE graph; the PL computes transformed pixels, while the AIE computes interpolation
weights. These are combined for bilinear interpolation across 128 AIE cores. The resulting stream is processed by a PL MI kernel to compute the similarity metric.

workload information. Since metadata is carried alongside the
data stream, AIE kernels that do not require runtime flexibility
can discard it. This enables heterogeneous AIE pipelines, in
which only selected kernels consume metadata while others can
benefit from static-scheduling optimizations.

B. PeterPan Runtime-Adaptable Accelerator

To validate the proposed methodology, we design PeterPan,
an adaptive AIE-PL accelerator for 3D image registration.

To define PeterPan’s goal, we analyze the registration
pipeline, which follows three steps: (i) an optimization pass
that explores the transformation parameters space, (ii) a trans-
formation that warps the floating volume, and (iii) a Mutual
Information (MI) evaluation that measures alignment quality.
These steps are iterated until convergence, both in single-pass
registration and at each level of pyramidal registration. Prior
work identifies transformation and MI as the most compute-
intensive kernels [16], [[17], accelerating the former with an
AIE-PL design and implementing the latter with an existing
PL MI kernel [24]]. We follow the same strategy: we implement
on AIEs and PL the transformation (TX) — including bilinear
interpolation — and couple it with the open-source MI kernel.
The combined TX+MI forms the registration step, which is
executed repeatedly until convergence within a single-resolution
registration. In pyramidal registration, each pyramid level is
itself a single-resolution registration; hence, the registration step
is repeated across iterations and across levels.

Figure [3| depicts PeterPan design. Each task (rectangles)
is implemented by multiple PL or AIE kernels, with the
second mapped onto dedicated cores (circles). The execution
starts in the PL (following (1)): a kernel fetches the runtime
configuration from the host and prepares the metadata packet
(Figure [2). Then it streams it into the AIE region. We devise
the AIEs (yellow in Figure |3)) as a directed graph to ensure
that metadata can reach each core (according to (2)). Each core
first consumes the metadata from each input stream, stores the
required information, forwards the packet to downstream cores,
and then processes payload data (as indicated in (3) and (4)).

The first AIE task computes the transformation coordinates.
To this extent, we exploit a state-of-the-art algorithm that over-

laps transformation and interpolation [6]]. We use two AIE cores
for the Coordinate Compute task, each producing transformed
coordinates and forwarding them to the interpolation coefficient,
and the image transformation cores. The former computes the
interpolation coefficients, while the latter completes the image
transformation by fetching pixels from memory.

Next, the design performs bilinear interpolation by combin-
ing transformed pixels with the corresponding interpolation
coeflicients. This stage is compute-intensive due to the high
number of floating-point operations; therefore, we exploit spatial
parallelism and distribute the work across 128 AIE cores,
denoted as Interpolation Processing Elements (IPEs). Each one
consumes a subset of the input pixels and weights and produces
the corresponding interpolated output pixels.

The interpolated pixels must then be streamed to the PL. MI
kernel. This requires a PL data gatherer (Figure[3) that collects
the outputs of the AIE cores and feeds the MI kernel, which
expects two input streams (floating and reference). Designing
this bridge is non-trivial and requires two considerations. First,
AIE streaming links natively support only 32- and 128-bit
widths; when the AIE output width does not match the PL
input width, Vitis inserts Data Width Converters (DWCs) to
adapt the interface. Second, the MI kernel scales by widening
its input streams and, as reported by prior AIE-PL designs using
the same kernel, it requires a 256-bit input to avoid becoming
the system bottleneck in AIE-PL systems. Therefore, the data
gatherer (Figure [3) should ensure a 256-bit output to the MI
interface while handling 128-bit AIE input streams, posing a
key AIE-PL integration challenge with direct implications
for both routing complexity and performance.

Our first solution avoids DWCs by keeping the AIE-PL
interface at 128 bits. The data gatherer then creates the
256-bit data for the MI by packing two consecutive 128-bit
reads per stream. However, this approach does not scale: the
large number of parallel input streams makes the gatherer
increasingly complex, as it must concurrently serve all AIE
outputs while also fetching the reference volume from device
memory. This significantly increases routing pressure, and the
resulting design fails in finding a valid routing during the
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Fig. 4. Pyramidal 3D image registration application. A software module takes the input 3D images and user parameters, selects an informative sub-volume, and
generates the floating/reference pairs for each pyramid level. In parallel, the accelerator is initialized and exposed through a C++ handler for runtime reconfiguration.
Registration then proceeds from coarse to fine across the pyramid levels to estimate the final transform, which is finally applied to correct the full floating 3D image.

bitstream generation pipeline.

Since removing DWCs entirely causes routing issues, we
instead reduce their number. A DWC is inserted whenever
an AIE stream width does not match the corresponding PL
interface; therefore, reducing the number of AIE-PL output
stream connections directly reduces the number of DWCs. To
this end, we introduce a merging stage in the AIE graph that
combines two output streams into a single one, halving the num-
ber of AIE-PL connections and simplifying the data gatherer.
Although merging two streams nominally halves throughput, the
bilinear interpolation component produces an output that is 4x
smaller than its input (four input pixels contribute to one output
pixel in bilinear interpolation). Hence, the overall pipeline is
bounded by the input bandwidth and tolerates this reduction
without affecting end-to-end performance. We therefore apply
a reduction-tree mechanism with up to two merging levels (RT}
and RT» in Figure [3)), reducing the number of output streams
from 128 to 32, thereby substantially lowering the DWCs count
and gatherer complexity. We denote by PeferPan| and PeterPan;
the configuration with one and two merging levels, respectively.

C. End-To-End Application

PeterPan accelerates transformation and MI computation
while supporting runtime-adaptable workloads, making it well
suited for pyramidal registration. Image registration typically
iterates three steps until convergence: an optimizer proposes
new parameters, the floating image is transformed accordingly,
and MI evaluates the alignment quality. In single-resolution
registration, this loop runs on fixed-resolution inputs. In pyra-
midal registration, the same loop is executed across multiple
pyramidal levels, from coarse to fine: each one performs a
single-resolution registration, initialized with the parameters
estimated at the previous (coarser) level. Figure [4] shows the
application, which takes different hyperparameters as input and
pairs PeterPan with a software module that prepares the input
images for each level.

A mandatory input is PeterPan’s bitstream. Figure |4 shows
our FPGA Board Handler, an abstraction that automatically

manages buffer allocation/deallocation, optional padding, and
returns a C+ object, namely PeterPan Handler. Such an
object exposes a user-friendly API to customize the hardware
parameters like the applied transformation — required multiple
times in each pyramidal level step — and the workload sizes —
adjusted before starting each pyramidal level.

Another key user input is the sub-volume depth D,. Prior
work showed that accurate rigid registration can be obtained by
optimizing on a subset of slices, since a rigid transform applies
consistently across the entire 3D volume [24]. Hence, we can es-
timate the registration parameters on an informative sub-volume
and then apply the resulting transform to the full-resolution
floating 3D image. However, selecting the most informative sub-
volume remains an open problem: different choices can yield
different outcomes, and state-of-the-art methods often rely on
user-specified sub-volumes rather than automatic detection [24]].

Another hyperparameter is the number of pyramid levels.
Starting from the coarsest level, the algorithm computes an
initial coarse alignment and outputs the estimated transforma-
tion parameters. Each subsequent level then uses the previous
estimate as initialization, processes higher-resolution volumes,
and refines the transformation. At the final level, a few additional
iterations are performed on the original-resolution images. The
resulting parameters are finally applied to the full floating
volume through software transformation.

Given this workflow, software pre-processing can dominate
runtime, as it must (i) extract the sub-volume and (ii) prepare
the inputs for each pyramid level. We therefore introduce
a DPPU, depicted in Figure [5] We design the DPPU to
be efficient and, when applicable, to overlap with bitstream
programming (which in our case takes roughly 2 seconds). It
extracts and resizes either a manually specified sub-volume or an
automatically selected sub-volume, chosen according to image
features properly weighted by user-defined coefficients. In our
implementation, we constrain D, to be a multiple of 32 to align
with the AIE vector access granularity. To remain general and
reusable, the DPPU supports multiple feature maps, including
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image masks (to focus on informative pixels) and gradients (to
capture structural content). The scoring is modular: users can
either disable any feature by setting its weight to zero or add
more features whenever needed.

The DPPU implements a staged pipeline, parallelized with
OpenMP [36], and built on ITK for format-agnostic I/O and
resizing [37]. For automatic sub-volume selection, it first
computes binary masks and gradients for each image in the
reference (R) and floating (F) volumes. Then, it evaluates all
depth-D, candidates using a weighted combination of these
two features, plus an additional metric: the MI. Including such
a metric explicitly ties sub-volume selection to the registration
objective, since MI is the similarity metric optimized during
alignment. Equation (I]) depicts our scoring function:

Score(R, F) = WyMaskg + W) Maskyp + W, Gradg

+ W3 Gradp + W4 MIR_F (1)

To evaluate the sub-volumes efficiently, we apply an axial
prefix-sum for each feature, reducing the scan complexity from
O((Z-D;+1)D;NxNy) to O(ZNyNy) + O(Z). Indeed,
by using the prefix-sum array, each feature value in a sub-
volume [zg, zo + D) is obtained in constant time. For example,
considering the floating mask in any sub-volume [zg, zo + D;):

Maskg(z0) = PSiaskr[20 + Dz] — PSiaskr[2o].

In practice, this yields a 30x speedup, selecting a sub-volume
in less than 1s. Finally, the selected sub-volume is resized to
generate the pyramid levels and reshaped into a depth-wise
layout to improve PL sequential accesses [12].

measurement is averaged over 50 runs, using vendor tools
for power measurement [38]], [39]. As data, we use publicly
available PET and CT scans sized 512 x 512 x 256 [40], [41El

Firstly, measures PeterPan kernel execution time to
quantify the performance cost of runtime adaptability. We then
compare PeterPan with solutions on CPU [37], [42], FPGA [24],
GPU [43]], [44], and the same VCK5000 device [|6].

Then, evaluates the DPPU, measuring the extracted
sub-volume goodness in terms of resulting registration quality
with respect to any candidate sub-volume.

Finally, evaluates the full registration. First, we con-
sider different PeterPan pyramidal configurations to find the
highest-performance one. Then, we compare it against CPU-
based libraries CPU [42], [45] and other accelerated solutions on
GPU [44], FPGA [24], and VCKS5000 [6]. We consider end-to-
end latency — with PCle data transfers — and energy (J). Table[l]
reports codename, setup, and power cost for each solution.

A. PeterPan Fixed-Instance Evaluation

Here, we quantify the losses incurred by our method to achieve
runtime flexibility. We consider PeterPan’s kernel execution
time for the sole accelerator task (TX + MI) and compare it
against other accelerated solutions.

2Patient: C3N-00704, Study: Dec 10, 2000 NM PET 18 FDG SKULL T, CT:
WB STND, PET: WB 3D AC)

TABLE I
MACHINE CONFIGURATIONS AND CODENAMES WITH ASSOCIATED POWER COSTS:
TDP ror CPU-ONLY CASES, ACCELERATOR POWER FOR THE OTHERS

IV. EXPERIMENTAL SETUP AND RESULTS

For PeterPan design, we use Vitis 2023.1, relying on
XRT 2024.2 runtime for deployment [38]]. We target a Versal
VCKS000 QDMA card, with a PL running at 210 MHz.
CPU-based parts are compiled with —03 optimizations. Each

Code Name CPU Accelerator PCle Power [W]
PeterPan, and PeterPan; AMD EPYC 7V13 VCK5000 8x4.0 44.65
TRILLI [6 AMD EPYC 7V13 VCKS5000 8x4.0 40.00
HEPHAESTUS (24 AMD Ryzen 73700X  Alveo U280  8x4.0 32.00
ATHENA A5000 [44] AMD Ryzen 7 5800X  RTX A5000  16x4.0 64.00
ATHENA A100 [44] Arm Neoverse N1 RTX A100  16x4.0 72.00
ATHENA RTX4050 44| i7-13620H RTX 4050 4x4.0 48.00
ITK _U7155H 37 Intel Ultra 7 155H - - 28.00
Matlab_i7-13620H [42] i7-13620H - 45.00
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Fig. 6. Registration step (TX+MI) latency analysis. The non-optimized PeterPan
version presents a 60% overhead, mitigated by the AIE-PL co-design strategy.

Figure[6]depicts the latency analysis, showcasing both version
of PeterPan. The 2-level merging, PeterPan,, hits slightly
higher working frequencies (210MHz vs 200MHz), leading
to better performance. Against competitors, PeterPan, consis-
tently outperforms the FPGA- and GPU-accelerated solution,
attaining 21.66x improvement against the fastest GPU-based
implementation on NVIDIA A5000. Compared with AIE-PL
competitors, PeterPan, achieves performance comparable to
the current state-of-the-art implementation, TRILLI. Such a
similarity is attributable to the similar partitioning strategy
applied. Indeed, the design is currently compute-bounded on
the interpolation task, and both solutions leverage 128 IPEs
to parallelize it. Furthermore, as we use the same algorithm
to overlap transformation and interpolation, both PeterPan,
and TRILLI are bound to power-of-two IPE; consequently,
further scaling IPEs would exceed the AIE budget. In terms
of energy efficiency, instead, PeterPan; is less efficient than
TRILLI (0.90x) as it has a higher power cost and equal latency.

Notably, the same analysis applied to the sole image trans-
formation component shows a similar trend, with both AIE-PL
solutions attaining strictly comparable results and outperform-
ing any other GPU and FPGA-based implementation.

Remark #1: PeterPan; attains performance comparable to
the state-of-the-art accelerator, but ensuring adaptability to
different workload sizes.

Finally, Table [[I] reports PeterPan, and TRILLI resource
costs. TRILLI uses less DSP because it features a smaller
spatial parallelism in the MI kernel — increasing it reduces
the PL frequency and performance. The other resources are
comparable: PeterPan, uses more AlEs cores, due to the
reduction-tree mechanism used to reduce the DWCs count, but

TABLE II
PEerERPANy AND TRILLI: RESOURCE UTILIZATION SUMMARY.

BRAM URAM DSP LUT REG AIE

PeterPan 177 128 93 485,646 457,113 237
2 (18.30%) (27.65%) (4.73%) (53.97%) (25.40%) (59.25%)

TRILLI 182 128 55 484,024 471,336 205

(18.87%) (27.65%) (2.79%) (53.79%) (26.19%) (51.25%)

TABLE III
REGISTRATION-PARAMETER ERRORS IN BEST, WORST, AND AVERAGE CASES.

Case Errorryx [px] Errorry [px] Errorang [°]
Best 0.0176 0.0084 0.1266
Worst 2.7333 0.4758 0.4635
Average 0.4177 0.3668 0.2192

saves BRAM and registers.

B. Data Pre-Processing Unit Analysis

The DPPU supports both manual and automatic modes. Here,
we focus on the latter, which is more complex because it selects
the informative sub-volume and prepares the pyramid levels’
inputs. For the analysis, we select a sub-volume size D, = 32.

For the DPPU input weights — used to balance the scoring
function — we adopt a simple algorithm-driven choice with no
prior knowledge about the specific input: 0 weight for gradients,
as we do not use this information; 1 weight for masks, and 0.3
for MI, to balance its contribution with respect to the masks.

To assess the quality of the extracted sub-volume, we use it
as input to the registration task and measure its accuracy as the
error between estimated and ground-truth (ideal) registration
parameters. Then, we rank the extracted sub-volume among all
candidates by accuracy and report its percentile (i.e., whether it
lies within the top x% lowest-error sub-volumes).

For this analysis, we consider 20 PET and CT volumes, each
deformed with randomly sampled deformations drawn from a
uniform distribution. For such deformation, we keep literature
deformation ranges of [—128, 128] pixels in translation along X
and Y axis and [-45°,45°] in rotation around Z [44]).

Remark #2: By leveraging the proposed heuristic, our
DPPU automatically extracts a sub-volume that ranks, by
accuracy, in the top 14% among all the possible sub-volumes.

Quantitatively, Table [I1I| depicts the errors in the best, worst,
and on average. Notably, PeterPan achieves the same average
accuracy as literature solutions, with an average error of less
than one pixel per transformation parameter. Overall, the end-to-
end pipeline latency is 0.81 s, meeting our goal of staying below
the bitstream reconfiguration time (= 2s on PCle devices).

C. Rigid Image Registration Analysis

To compare PeterPan, pyramidal registration against com-
petitors, we must find the best configuration in terms of number
of levels and sub-volume depth D, extracted by the DPPU.

Figure [7] reports end-to-end latency while scaling both
parameters. Horizontal lines correspond to a 1-level pyramid,
i.e., single-resolution registration over a sub-volume of depth
D,. We evaluate all configurations from 64 x 64 up to the
original image size (512x512) with a step of 64. Each additional
level introduces extra data transfers to the accelerator and
an additional registration stage. Consequently, latency initially
decreases until a minimum is reached; after that, the overhead
of extra levels dominates and latency increases. Regarding
D, smaller sub-volumes improve performance because fewer
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Fig. 7. Pyramidal level scaling with D, € [32, 64]. After a certain minimum,
extra-level overhead exceeds the pyramidal benefits, worsening performance.

pixels are processed while still achieving sub-pixel accuracy.
We therefore select four pyramid levels and D, = 32.

We compare PeterPan, configuration against hardware-
accelerated solutions from the literature. In addition, we include
two variants to isolate the contribution of each optimization:
(1) TRILLI PYR, that integrates TRILLI into our pyra-
midal registration pipeline (requiring a bitstream per level);
(ii) PeterPan _onlyPyr, performing pyramidal registration on
entire 3D images (no sub-volume extraction). Figure [§ reports
end-to-end latency, including data transfers for each solution.
For energy (J), we use the power costs in Table[[} Overall, AIE-
PL designs outperform GPU- and FPGA-based alternatives.
Quantitatively, PeterPan, achieves a 6.93x speedup over the
fastest GPU solution (NVIDIA A100) and a 11.17Xx energy
improvement over the most energy-efficient GPU alternative
(still A100-accelerated). Then, by comparing the two AIE-PL
alternatives, PeterPan, and TRILLI, we prove the improvements
achieved thanks to software programmability. First, we consider
TRILLI PYR. This solution is 3.31x slower than the single-
resolution TRILLI version. In other words, the reconfigurability
overhead completely cancels any pyramidal benefit, leading
to even worse performance than non-optimized applications.
In contrast, the runtime-flexible PeterPan onlyPyr removes
such overheads and becomes 1.51x faster than single-resolution
TRILLI and 5.01x faster than TRILLI PYR, directly quan-
tifying the impact of avoiding reconfiguration. Finally, the
complete PeterPan, pipeline achieves a 3.06x speedup over
single-resolution TRILLI and a 2.74X improvement in energy
efficiency, despite a +4W higher power consumption (Table [I).

800.60x X3 XX [rerevsal I
ITK Athena Athena TRILLI  PeterPan-onlyPyr
10° 33855 U7155H A5000 A100 VCK5000 VCK5000
kL C N s N E ]
Hephaestus Athena Athena TRILLIPYR  PeterPan »
CPU + U280 RTX4050 V100 VCK5000 'VCK5000

3

18.33x

10.15x

8.62x 6,93 7.56x

=X

3.06x

2.02x

- 1.963s

Fig. 8. Latency comparison against literature. PeterPan_only Pyr outperforms
any other solution, with further gains attained using the DPPU (PeterPan,).

End-To-End Execution Time [s]

Complete 3D Registration

Remark #3: Our approach for software programmability per-
mits PeterPan to support a more efficient software pipeline that
better leverages the accelerator. This delivers a 3.06x speedup
and a 2.74% energy efficiency improvement over the state-of-
the-art AIE-PL solution in the end-to-end application.

V. RELATED WORK

Dynamic Versus Static Scheduling — To address the
inflexibility of static scheduling, prior work explored dynamic
scheduling for VLIW processors (including AIEs) [46]-[50].
However, its performance depends on the compiler’s ability to
extract instruction-level parallelism [S1]. As aresult, VLIWs are
mainly used for regular workloads where fine-grain parallelism
can be reliably exposed [52]. Nevertheless, static scheduling
remains actively studied, offering the best performance-to-cost
ratio for regular embedded workloads, while irregular and
control-dominated tasks benefit from runtime flexibility [52].
Hybrid approaches combine both paradigms, enabling hetero-
geneous pipelines that retain their advantages [53]]. Following
this approach, we keep VLIW static scheduling where effective
and introduce runtime flexibility via FPGA orchestration.

Image Registration Accelerators — Given its compute-
intensive nature, image registration is often offloaded to hard-
ware accelerators. CPU-based frameworks offer flexibility but
limited performance [37]], [42]. FPGA solutions can deliver
high performance and energy efficiency at the cost of design
complexity [16], [24], while GPU-based approaches provide
high throughput with higher energy consumption [43[], [44].
Deep-learning alternatives have also been explored, but are
more effective for non-rigid than affine/rigid registration and
still typically require heuristic-based preprocessing [54], [55].

Pyramidal Image Registration - To improve robustness and
efficiency of image registration, research efforts explore coarse-
to-fine pipelines [22], [56], [57]], theoretically relating low- and
high- resolution objectives for rigid transformations [58]]. Such
pyramidal pipelines are widely used in medical multimodal rigid
registration in both 2D/2D and 3D/3D scenarios [59]], [60]. The
improvements and wide adoption of such an algorithm further
motivate this research.

VI. CoNCLUSIONS

This research proposes a method for AIE-PL designs adapt-
able to different input workloads. We rely on FPGA orchestration
to forward the runtime workload information, collected and used
by each AIE kernel. To validate our method, we devise PeterPan,
an accelerator for image registration adaptable to different input
workloads. Then, we pair PeterPan with an ad-hoc DPPU,
that relies on a novel heuristic to extract sub-volumes and
enhance pyramidal registration. Overall, we exploit PeterPan
flexibility attaining an end-to-end 3.06Xx speedup and 2.74x
energy efficient improvement over literature AIE-PL solutions.
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