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Abstract—Stress is a general adaptation syndrome, caused
by a person’s perception of danger about an event. While the
perception of an event as stressful varies for each individual,
several studies show that public speaking is a source of anxiety
and panic for most people. Moreover, the inability to prevent or
manage these conditions affects their overall performance nega-
tively. The literature depicts different systems developed in order
to recognize the subject’s stress level by monitoring physiological
signals. However, they are specifically designed for laboratory
environments and clinical analysis and are often characterized
by several limitations. Therefore, aiming at developing a daily-
life application able to help people prevent and handle anxiety
conditions by improving their self-perception, we propose an
embedded system for real-time biometric feature analysis. This
system is able to handle all the steps from the acquisition to
the stress and anxiety status classification. The whole framework
is implemented on a Xilinx PYNQ-Z1 board, leveraging both
the ARM processor and the FPGA. Taking advantage of the
programmable logic brings to a system able to process data with
higher performance and energy efficiency, helping to face the
embedded application constraints.

Index Terms—embedded system, FPGA, stress detection, pub-
lic speaking, PYNQ-Z1, biometric

I. INTRODUCTION

As first defined by Hans Selye in 1936, stress is a general
adaptation syndrome generated as a response to the state of
alarm induced by the perception of a threat [1]. The interest
that this topic has encountered in recent decades has revealed
how stress impacts negatively on people’s health status and
well being, causing sleep disorders, difficulty concentrating,
but also weakening of the immune system, digestive problems,
and heart disease. These symptoms have a negative impact
on the individual’s performance in everyday life, especially
considering work productivity and quality, as assessed by the
results shown by Lazarus et al. in [2]. Also, the American
Institute of Stress, in [3], reveals how more than 70% of
Americans regularly experience physical and psychological
symptoms caused by stress, and how more than 48% recognize
that this harms both their personal and professional lives. And
this trend is increasing.

As reported in [4], the professions that are more likely to
generate a great amount of stress are the ones that pose a
real threat to the safety of the subjects and the ones that
require direct contact with the public. In this last scenario,
the triggering factor turned out to be the presence of the

audience, which leads the presenter to experience a well-
known phenomenon, called public speaking anxiety [5].

An improved self-perception helps people preventing and
managing stress and anxiety attacks, allowing them to optimize
their performance when dealing with a public speaking-related
task. Aiming at providing an effective solution, we propose an
embedded and personalized system able to report real-time the
level of anxiety and stress perceived by an individual. The
proposed hardware architecture is based on PYNQ-Z1 and
offloads part of the computation to the FPGA to best meet
the performance requirements. .

The main contributions can be summarized as follows:
• An algorithm to determine the stress level, that can be

customized for the physiology of each user;
• The implementation of a high-performance FPGA-based

embedded system able to process biomedical signals in
real-time;

• The capability of the device to be energy efficient and
allow constant autonomy using lightweight batteries.

II. BACKGROUND

EMPhASIS stress detection logic is based on the analysis
of the electrocardiograph (ECG) signal. As demonstrated by
Goel et al. in [6], the combination of ECG time and frequency
domain analysis is sufficient to accurately perform this clas-
sification task. ECG signal represents the trend of the cardiac
potential over time. It is defined as pseudo-periodic, as it is
characterized by a template, corresponding to a single heart-
beat, which repeats over time with a variable frequency. To
calculate the duration of a heartbeat, the distance between two
consecutive R peaks is usually considered. R peak is chosen
as it is the maximum deflection in the heartbeat template.
Therefore, from the ECG is extracted a signal containing only
the time instants of the occurrences of R peaks, defined RR
signal. The time-domain parameters in the RR signal that are
relevant to perform the classification task are:

• mRR, that is the average duration of a heartbeat. Reduc-
tions of this value, compared to the baseline, indicate an
increase in the level of anxiety and stress perceived by
the subject;

• mHR, i.e. the average heart rate.
Since the time-domain analysis provides only a partial

insight into the whole information, the Fourier transform is



leveraged to extract the signal’s frequency content, i.e. its
harmonics. As reported by Mohr et al. in [7], frequency
domain directly reveals grasp from the rr signal information
on the subject’s stress and anxiety conditions. As demonstrated
by Malliani et al. in [8], it is possible to find a correspondence
between the normalized spectrum of the RR signal and the
activity of the two branches of the autonomous nervous
system: the sympathetic and the parasympathetic one. The
first predominates in situations of stress and emergency, while
the second concerns moments of relaxation. The area of
the normalized spectrum underneath the low frequency (LF),
identified between 0.04Hz and 0.15Hz, is directly proportional
to the sympathetic activity, while the area underneath the high
frequency (HF), identified between 0.15Hz and 0.4Hz, is an
indication of the parasympathetic activity. Frequency domain
features considered by the system presented are:

• nLF, i.e. the area underlying the LF, normalized for the
overall area underlying both the LF and the HF. The more
this ratio tends to 1, the greater will be the state of stress
and anxiety perceived by the individual;

• nHF, i.e. the normalized area underlying HF. The more
this contribution tends to 0, the higher the level of stress
and anxiety;

• dLFHF, i.e. the difference between the area underlying
LF and HF. States of stress and anxiety correspond to
values of this difference greater than 0;

• SVI, i.e. the ratio between the area underlying LF and
HF. The more the value of this ratio is greater than 1,
the more the individual is perceiving a state of stress and
anxiety.

III. METHODOLOGY

The hardware/software architecture of our system imple-
ments four phases: calibration, acquisition, features extrac-
tion, and classification.

Calibration: during this phase, the system records and
analyzes the user’s ECG signal to customize the classifier
thresholds. The analysis is performed offline and requires ECG
recording related to both physiological and stressed conditions.
The analysis is conducted extracting time and frequency-
domain features for each observation and then performing
k-means in the PCA space. This procedure is completely
unsupervised to prevent the user from providing the ground
truth labeling the data. As an example, figure 1 shows the
clusters identified using 5 minutes of recording from the MIT-
BIH Noise Stress Test Dataset [9].

Acquisition: EMPhASIS supports two different acquisition
modes: offline and online. The first one manages as an input
a pre-recorded signal, while the second one acquires the
ECG signal through a sensor connected to the programmable
logic of the PYNQ-Z1 board. In this work, we target the
DFRobot Heart Rate Monitor Sensor that allows acquiring the
ECG through the electrodes, arranged to form a triangle of
Einthoven, for the online acquisition. Both offline and online
modes require to set the size for the sample window that the
FPGA has to compute at each iteration. Increasing this size

Fig. 1. K-Means Clusters Division. This figure shows the division in the two
clusters of physiological state and stress state operated by k-means on the 5-
minute recording logging to the system to allow calibration on the individual
user.

helps the FFT function to extract more accurate frequency
content, but affects the iteration execution time.

Feature Extraction: this phase takes as input the RR signal
and its power spectrum, and provides the set of necessary
features to perform the classification task. It is organized into
two blocks working in parallel. The first block extracts time
domain features from the RR signal, while the second block
extracts frequency-domain features from its spectrum. More in
detail, the time domain features extraction function works by
applying a sliding window to the signal and then computing
mRR and mHR. The first feature consists of the series of
the average duration of the beats contained in each window:
mRRi =

(
∑M

k=1 rrk)

M , where M is the number of RR intervals
contained in the considered window. The second features
consist of the series of the average frequency in the analyzed
window. The average heart rate is defined as: mHRi =

60000
mRRi

,
where the factor 60000 is introduced to bring the heart rate in
beats per minute unit conventionally used, instead of in beats
per millisecond, and it goes from 0 to the number of windows.

Even to perform frequency-domain feature extraction a
sliding window is applied to the signal. For each window, the
following features are extracted: nLF, nHF, dLFHF, and SVI.
Each value in the nLF series corresponds to the normalized
area subtended by the spectrum in the low frequencies in
the window i: nLFi = LFi

LFi+HFi
. For what concern nHF ,

each value corresponds to the normalized area under the
spectrum in the high frequencies for each considered window
i: nHFi =

HF
LFi+HFi

. In dLFHF , each value corresponds to
the difference between the value of the area underneath the
low and the high frequencies for each considered window i:
dLFHFi = |nLFi−nHFi|. Finally, each value of SV I cor-
responds to the ratio between the value of the area underneath
the low and the high frequencies for each considered window i:
SV Ii =

LF
HFi

. To reduce the latency, both time and frequency-
domain blocks are designed to allow concurrent execution of
the parallel operations, as shown in figure 2. This was possible
since each window is completely data independent from the
others.



Classification: The classification method implemented in
hardware is composed of a PCA-based event detection algo-
rithm. In particular, given the set of selected features, the value
of the first PCA component is calculated and it constitutes the
input of a threshold-based classification algorithm, properly
tuned according to the parameters provided as the result of
the calibration phase. Values that exceed the threshold concern
physiological state, otherwise they are related to stress and
anxiety conditions.

IV. EXPERIMANTAL RESULTS

The whole system has been specially designed to best
adapt to the public speaking scenario. For this purpose, we
targeted the FPGA-based PYNQ-Z1 board to allow real-time
acquisition and high-performance computation of the signal,
while being extremely energy efficient. More in detail, EM-
PhASIS architecture leverages two different overlays to work.
Overlays are hardware libraries containing both the bitstreams
to configure the FPGA and the drivers to exploit the hardware
functions from the software level. The first one, provided by
Xilinx, manages the sensor during the acquisition phase. The
second one, designed by us, takes as inputs the RR signal
and its Fourier Transform, and performs features extraction
and classification returning to the Zynq Processing System
the final predictions. Both the overlays have been implemented
with a clock frequency of 100MHz. We exploited Vivado HLS
to design our custom computational kernels for the FPGA.
The communication between the Programmable Logic and
the Processing System leverages AXI stream interface and the
library is offered at the software level as a Python library, in
accordance with the PYNQ platform. In particular, at power-
on, the first bitstream is downloaded and configures the FPGA.
Then, the acquisition phase starts. As soon as the required
amount of RR intervals has been recorded, the FPGA is
dynamically reconfigured with the second bitstream to perform
features extraction and classification tasks on the recorded
data. Once the classification ends, the acquisition phase starts
again and new data are recorded, while the classification
outputs are notified to the user through RGB LEDs.

One of the fundamental requirements for EMPhASIS con-
sists in being able to cover the entire duration of a presentation,
without requiring excessively heavy batteries. From the results
shown in table I, it is possible to observe that the total power
consumption is about 1.757W. Most of this consumption,
about 92%, depends on dynamic resources, in particular on
the PS7, while only 8% depends on static ones. As a result,
the power dissipated by the Joule effect is also reduced,
which translates into a temperature of the junctions of only
45.3°C. Considering a normal power bank, which works at
a voltage of 5V, it is possible to estimate that our system
needs 351.4mA. Assuming reasonably that this power bank
provides a current intensity of 2Ah, it will allow EMPhASIS
to operate in full autonomy for more than 5 hours. The
lower power consumption required by the system makes the
choice of an embedded board far more efficient than using a
powerful PC or a cloud infrastructure. Another fundamental

Fig. 2. High Level Block Design of EMPhASIS Overlay. This figure shows,
at a high level, the block division of the EMPhASIS system.

TABLE I
POWER UTILIZATION ON-CHIP. THIS TABLE REPORTS THE POWER

UTILIZATION ON-CHIP OF THE FPGA PERFORMING THE COMPUTATION
REQUIRED BY THE EMPHASIS SYSTEM.

Total On-Chip Power 1.757W
Junction Temperature 45.3°C
Thermal Margin 39.7°C (3.3W)
Effective θ

A
11.5° C

W
Power Supplied to Off-Chip Device 0W
Confidence Level Medium

requirement for our system was that it be able to provide real-
time results. The current execution time for the classification
of 40000 ECG-related raw data is 194.91s (each result is
displayed to the end user each 10s by analyzing a subset
of his measured heartbeat). Although the results obtained in
this proof of concept are satisfactory, further improvements
can be made in the implementation of the final system. A
slight delay in the system is given by the time required by the
FPGA to dynamically reconfigure itself. For the whole period
of operation of the system, the two used overlays are mutually
configured to the FPGA. However, the second overlay requires
about half of the available resources. The more used resources
are DSP, with a utilization percentage of 50.91%, LUT, with a
utilization percentage of 22.66%, and flip flops, with a utiliza-
tion percentage of 15.37%. Therefore, it would be interesting
to be able to manage the reading from the ECG sensor and
the leds in the same overlay, exploiting the available space.
This way, the FPGA can manage all the phases in the system
in just one overlay, without dynamically reconfiguring itself
during the execution. Avoiding the reconfiguration runtime
would give a further speed up to the system.

TABLE II
FPGA RESOURCE UTILIZATION. THIS FIGURE SHOWS THE RESOURCE
UTILIZATION FOR THE IMPLEMENTATION OF THE PROPOSED OVERLAY.

LUT LUTRAM FF BRAM DSP BUFG
Available 53200 17400 106400 140 220 32
Utilization(%) 22.66 5.60 15.37 7.50 50.91 3.13

V. RELATED WORK AND EVALUATION

An accurate analysis of the literature has revealed several
works aimed at automatically identifying the state of stress and
anxiety in the subjects. As reported by Deng et al. [10] and
by Keshan et al. [11], the signals used to classify this status



are the most varied, such as ECG, EEG, GSR, respiration.
However, this combination of sensors cannot be applied in the
scenario of a public presentation, where the presenter must be
free to move and the audience must not notice the presence
of the sensors. At best of authors’ knowledge the only work
in literature that aims at estimating stress leveraging an FPGA
architecture is the one in [12]. Again, the proposed setup is
not designed to be applicable in a public speaking scenario.

Also, we investigate the devices currently on the market.
Most of them deal with improving sleep quality. As an
example, Spire’s Health Tag sensor, presented in [13], that is
designed to be worn on the underwear, in direct contact with
the skin. Monitoring breathing frequency, this device is able
to identify conditions of anxiety or stress, managed through a
smartphone app that provides guided breathing exercises. To
suit a daily-life scenario are proposed devices as The Pip [14],
properly designed to recognize the stress level by monitoring
the electrodermal activity (EDA) and to report the estimated
results through the associated smartphone application. Since
both of these types of devices require the users to constantly
monitor the associated smartphone application to know their
level of estimated anxiety, they are not feasible in a public
speaking context. Therefore, we aim at providing EMPhASIS
output leveraging a vibrating wristband, avoiding to involve
any smartphone application. Another issue of analysis on the
market devices is the lack of a calibration phase. In fact,
since each subject’s physiology differs from the others, a stress
detection system should require a preliminary tuning phase to
customize its parameters according to the specific individual.

Regarding the system autonomy, the minimum guaranteed
by EMPhASIS system is 5 hours, so more than enough to
cover the duration of a presentation. This result is comparable
with those of The PiP and SpireHealth. The first has an
autonomy of 8 hours, while the second, being a simple sensor,
can last a whole day. However, since these two sensors require
the use of specific smartphone applications, also the battery
life of the phone has to be considered as a limiting factor.

Making an approximate estimation of the cost of the system,
the Pip sensor cost ranges between 150$ and 200$ per person,
while SpireHealth sensor is around 50$ per person. Besides,
each individual must have a smartphone. The DFRobot sensor
used for EMPhASIS costs 30$ per person, while a PYNQ
Z1 costs about 200$. However, this board is able to compute
data for a pool of people in a room. In fact, the final
design can be repeated several times on the board, using
all available resources. Reconfiguring each instance according
to the parameters of the user to whom it is dedicated, the
system would scale with a minimal added cost. This makes
EMPhASIS much more affordable than other solutions on the
market.

VI. CONCLUSION

In this paper, we presented EMPhASIS, an EMbedded
Public Attention Stress Identification System. The system,
entirely developed on a PYNQ-Z1 board, manages all the
phases necessary to identify anxiety and stress status on an

individual, overcoming the limitations of the existing solutions
being as minimally invasive as possible, customizable and fast.

In fact, the ECG sensor is minimally invasive and easily
concealed under clothing. Besides, given the PYNQ-Z1’s low
power consumption, the batteries required to ensure the device
operates for the entire duration of a presentation are extremely
light. Speed performances allow the system to provide real-
time feedback of the user’s status. Finally, EMPhASIS is made
customizable thanks to a calibration system, which returns, for
each new user, the parameters with which to tune the classifier.

Regarding future directions, the first improvement is to
replace the LEDs with vibration sensors embedded in a
wristband, that can be controlled bt the board without the need
for a physical connection. In this way, the board can be placed
in a turret in the middle of the room, from which it receives
the signal acquired by the ECG sensors and communicates
the prediction by modulating sensors’ vibration. This improve-
ment would make the choice of an FPGA extremely advan-
tageous, leveraging its parallelization and scaling capabilities,
without additional overhead. Besides, EMPhASIS is suitable
for all those applications where immediate decision support
is required regarding the physiological state of a subject, thus
its performances in scenarios different from the one proposed
will also be evaluated.
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