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ABSTRACT
In modern embedded systems, the use of hardware-level online power monitors is crucial to support
the run-time power optimizations required to meet the ever increasing demand for energy efficiency.
To be effective and to deal with the time-to-market pressure, the presence of such requirements must
be considered even during the design of the power monitoring infrastructure. This paper presents
a power model identification and implementation strategy with two main advantages over the state-
of-the-art. First, our solution trades the accuracy of the power model with the amount of resources
allocated to the power monitoring infrastructure. Second, the use of an automatic power model instru-
mentation strategy ensures a timely implementation of the power monitor regardless the complexity
of the target computing platforms. Our methodology has been validated against 8 accelerators gen-
erated through a High-Level-Synthesis flow and by considering a more complex RISC-V embedded
computing platform. Depending on the imposed user-defined constraints and with respect to the un-
constrained power monitoring state-of-the-art solutions, our methodology shows a resource saving
between 37.3% and 81% while the maximum average accuracy loss stays within 5%, i.e., using the
aggressive 20us temporal resolution. However, by varying the temporal resolution closer to the value
proposed in the state of the art, i.e. in the range of hundreds of microseconds, the average accuracy
loss of our power monitors is lower than 1% with almost the same overheads. In addition, our so-
lution demonstrated the possibility of delivering a resource constrained power monitor employing a
20us temporal resolution, i.e., far higher the one used by current state-of-the-art solutions.

1. Introduction
Considering the large variety of constraints imposed by

current applications, the use of specialized hardware accel-
erators [15, 14] and optimized multi-cores represents the de-
facto solution to deliver efficient computing platforms cop-
ing with the ever-increasing time-to-market.

However, the complexity of such computing platforms
and the variability of the requirements due to the executed
applications, motivate the use of run-time power-aware op-
timization techniques to trade the computational power and
the energy consumption. In this scenario, online powermon-
itors are the de-facto solution to estimate the power state
of the system at run-time and, thus, to effectively support
any optimization technique. Online power monitors deliver
a periodic power estimate by leveraging the relationship be-
tween the power consumption and the internal switching ac-
tivity of the target computing platform. The realization of
a power monitor encompasses two steps. First, the power
model identification stage finds out the mathematical rela-
tionship between the power consumption and the switching
activity of the computing platform. Second, a powermonitor
is designed by implementing the mathematical power model
into the target platform. The possibility of exploiting such
relationship at different abstraction levels motivates the eval-
uation of both software- and hardware- implemented power
monitors, where each of them offers a different trade-off be-
tween the accuracy of the power estimates and the imple-
mentation complexity. Software power monitors are appli-
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cations that provides online power monitoring capabilities
when the RTL description of the platform is not accessi-
ble, at the cost of a non-negligible performance overhead
as well as low accuracy and limited temporal resolution for
the power estimates. Hardware power monitors rely on dedi-
cated hardware to deliver highly accurate power estimates at
high temporal resolution and without performance overhead
at the cost of changing the RTL description of the computing
platform.

It is important to note that regardless of their software- or
hardware-level implementations, the state-of-the-art power
monitors are meant to solely minimize the prediction error
of the power estimates without accounting for the imposed
overheads in terms of area, power, timing and performance.
Contributions - Based on the fact that hardware solutions
represent the de-facto choice to provide online power mon-
itoring capabilities to modern embedded systems [6, 5, 11],
this paper presents a novel methodology to design efficient
powermonitors for generic computing platforms. Suchmon-
itors minimize the prediction error within a configurable re-
source budget, thus providing two major contributions to the
state-of-the-art:

• Resource-constrained power monitor - We designed
a set of highly efficient and fully characterized hard-
ware building blocks to implement the power moni-
tor. To this end, our methodology allows the user to
accurately configure the resource budget devoted to
the power model. Experimental results on 8 High-
Level-Synthesis (HLS) generated designs and a RISC-
V System-on-Chip, demonstrated that our methodol-
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ogy always delivers a power model within the spec-
ified resource budget with an average accuracy error
lower than 5%, thus aligned with state-of-the-art solu-
tions.

• Automatic power monitor implementation - To opti-
mize the time-to-market, our methodology allows to
automatically augment the Register-Transfer-level (RTL)
of a generic target computing platform with the hard-
ware description of the power monitor. In particular,
we can easily instrument HLS netlists for which the
hand-made implementation has to face with the fact
that such descriptions are not meant to be human read-
able. In addition, the proposed methodology allows to
configure the temporal resolution of the power moni-
tor between 20us and 500us without affecting the tim-
ing of themonitored design considered in our analysis.

The rest of the paper is organized in four parts. Sec-
tion 2 presents the background and the state-of-the-art re-
lated to the online power monitoring systems. The proposed
resource-constrained powermonitor design flow is discussed
in Section 3, while results considering the accuracy of the
power estimates as well as area, power and timing overheads
are presented in Section 4. Conclusions are drawn in Sec-
tion 5.

2. Related works
Considering a generic computing platform, the design of

the online power monitor requires i) to identify the mathe-
matical formulation of the power model, and ii) to imple-
ment such model into the computing platform. A summary
of the highlights and open issues of the state of the art for
both aspects is reported below.
Power model identification - The state-of-the-art contains
several solutions to monitor the power consumption of the
platform at run-time, either at software- or hardware-level.
Software-implemented powermonitors leverage the relation-
ship between the power consumption of the platform and few
coarse grain operations that are monitored by means of ex-
isting architectural performance counters [2, 10, 8]. Such
schemes offer an online power monitoring solution without
the need to change the microarchitecture of the computing
platform. However, the corresponding power monitors are
executed in the form of software applications, thus nega-
tively affecting the overall performance of the computing
platform.
Tominimize the performance penalty of software-level power
monitors, hardware-implemented power models emerged as
a viable alternative to offer accurate power estimates at run-
time, with no performance overhead for the target comput-
ing platform [11, 5, 6]. Typically, they use ad-hoc hard-
ware structures to monitor the switching activity of selected
signals at circuit-level and to deliver the power estimates.
The absence of performance penalty is balanced by a non-
negligible resource overhead to implement the power moni-
toring infrastructure. We note that all the online powermoni-
tors in the state-of-the-art share two key properties. First, the

family of the linear models is the most employed one, due
to its simplicity and high accuracy in estimating the power
consumption of the computing platforms. Second, each pro-
posal aims at improving the accuracy of the power estimates
without accounting for the power monitoring cost in terms
of resource utilization, performance penalty and power over-
head. In contrast with the state-of-the-art, this work pro-
poses a hardware-level design methodology able to trade the
accuracy of the power monitor with all its implementation
overheads starting from the model identification.
Power monitor implementation - Concerning the crucial
need to provide automatic implementation strategies espe-
cially for hardware-level power monitors, the state-of-the-art
contains few proposals in this direction. In [4] the authors
present a framework that automatically extracts the power
model from a generic computing platform. However, the
automatic implementation of the corresponding power mon-
itor is left as a future work. The approach presented in [11]
describes a methodology to deliver a hardware-level power
monitor for a custom multi-core embedded system. Despite
the use of a semi-automatic solution to identify the power
model, the authors rely on a manual implementation of the
corresponding power monitor and it does not account for the
power monitor overheads.
In contrast to the state-of-the-art, this work delivers a solid
framework leveraging the Yosys open-source synthesizer, to
automatically implement a resource-constrained powermon-
itor in any computing platform for which the hardware de-
scription is available.

3. Methodology
Figure 1 depicts the proposed toolchain to automatically

generate a hardware-level resource-constrained power moni-
tor for generic computing platforms. Starting from the hard-
ware description of the computing platform (RTL-source), its
corresponding set of design constraints (designConstr) and
the user-defined constraints (usrDefConstr), the flow outputs
an hardware description file containing the target design aug-
mented with the power monitor (netlist power monitor).
We note that the design constraints are expressed in terms
of the standard timing, e.g., required operating frequency,
and physical, e.g. pinout, requirements for the implemented
computing platform. In contrast, the user-defined constraints
allow the user to specify the number of allowed resources to
implement the power monitoring infrastructure.

The design and implementation of the power monitor is
organized in two separate steps: i) power model identifica-
tion (PwrModel), and ii) powermonitor implementation (PwrMonImpl).
The PwrModId stage identifies a power model that ensures the
smallest accuracy error within the resource budget, by lever-
aging: i) the switching activity of the signals, ii) the power
consumption of the computing platform, iii) the user im-
posed resource constraints, and iv) the profiled overhead of
the basic blocks we use to realize the power model. Finally,
the PwrMonImpl stage augments the RTL description of the
computing platform with a power monitoring infrastructure
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Figure 1: Overview of the proposed resource-constrained automatic power model identifi-
cation and instrumentation flow.

which implements the identified power model.
The rest of this section is organized in three parts. Sec-

tion 3.1 discusses the power model identification stage. Sec-
tion 3.2 presents the architecture and the profiling of the
building blocks to deliver a resource-constrained powermon-
itoring infrastructure. Last, Section 3.3 details the process to
automatically implement the power monitor.
3.1. Power Model Identification

The power model identification stage produces a linear
power model starting from four inputs: i) the power con-
sumption traces, ii) the corresponding switching activity of
the target computing platform, iii) the user-defined resource
constraints, and iv) the profile of the basic blocks of our
powermodeling infrastructure. In particular, the powermodel
employs the switching activity of a selected subset of input
and output wires of the design modules to derive the power
estimates.

At first, we perform a multicollinearity analysis to group
signals showing a too similar switching activity. For each
identified group one signal is kept, while all the others are
discarded. Starting from the kept signals, we identify the
power model by means of an exhaustive search procedure
constrained to the user-defined requirements. In particular,
a linear regression procedure returns the model coefficients
associated to the corresponding selected signals. In order
to obtain the required signal information, the statistics ex-
traction module (StatsExtraction) implements a two steps
procedure. First, the post-implementation timing simulation
produces Value Change Dump (VCD) file. Second, the ob-
tained VCD file is analyzed to obtain the power consump-
tion trace (PowerTrace) and the switching activity (SigStats)
of the each signal in the target computing platform.

Considering the target computing platform, the user-defined
resource constraints specifies, for each resource type, the
maximum percentage utilization that is allowed to imple-
ment the power model. To support the identification of a
resource-constrained power model, the identification stage
receives in input the profiled information encompassing power
consumption, resource utilization and timing for each basic
block of our power monitoring infrastructure (see the de-

tailed description in Section 3.2).
Mathematical formulation - To describe the power model,
we adopted the formulation proposed in [11]. Its formal def-
inition is expressed by Equation 1.

p̂t =
∑

i
ci × sSV Ci,t +

∑

j
cj × sHWC

j,t (1)

At time t, the power estimate (p̂t) is computed as theweighted
sum of the switching activity of a carefully identified subset
of signals, i.e., si,t and sj,t, where the values of the coeffi-
cients ci and cj are set by the identification algorithm. To
improve the quality of the information associated with the
switching activity used to calculate the power estimates, our
power model formulation can employ the switching activity
of each signal in the form of either theHammingWeight (HWC)
or the Single Variation Count (SVC). For each clock cycle, the
HWC counts the number of the bits of the signals that flipped
with respect to the previous sampled value. In contrast, SVC
measures the switching activity, as 0 or 1, if the current sig-
nal value is changed or not with respect to the previously
sampled value. Even if the HWC and SVC statistics of the
same physical signal can be hardly employed in the same
power model due to correlation issues, the availability of
multiple models to measure the switching activity can im-
prove the final accuracy of the power model.
Powermodeling: algorithmic description -The powermodel
identification algorithm employs a recursive approach to im-
plement the top-down hierarchical visit of the target design
(see Algorithm 1). The algorithm takes five inputs: i) the
top module of the design, ii) the user-defined constraints,
where each of them is specified as a fraction of the same
resource type used by the target design also including an up-
per bound that specifies the maximum acceptable accuracy
error for the identified model, iii) profiled information from
the PwrBlockProfile module, as well as the iv) the switching
activity and the v) power traces of the target computing plat-
form. The mathematical formulation of the identified power
model represents the output of the algorithm. We note that
the power model is a list of triples, where each triple is de-
fined as the name of a signals of the design to probe, the
associated coefficient of the power model, and the employed
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Algorithm 1 Top-down hierarchical visiting algorithm.
1: function [model, e] VISIT(M0, R, eTℎ)
2: [mId, eM0 ] = ComputePwrModel(M0, R);
3: if eM0 < eTℎ then
4: model = mId; e = eM0 ;5: else
6: container = sortByPower(M0.m0 ... M0.mN );
7: mIdlList = [ ]; rIdList = [ ];
8: for i = 1 ∶ container.size do
9: mTmp = container.pop(i);
10: RTmp = R ∗ mList(i).pwrRel;
11: [mId, e] = V ISIT (mTmp, RTmp, eTℎ);
12: [mCont, eCont] = V ISIT (container, R − rIdList, eTℎ);
13: mIdList.add(mId);
14: rIdList.add(RTmp);
15: if compErr([mIdList mCont]) < eTℎ then
16: model = [mIdList mCont];
17: e = compErr(model);
18: break;
19: end if
20: end for
21: end if
22: end function

switching activity that is selected as either the Single Varia-
tion Count (SVC) or the Hamming Weight Count (HWC).

Starting from the top module of the design, Algorithm 1
performs a top-down visit of the target design hierarchy to
find the best power model within both the imposed resource
constraint R and the accuracy upper bound limit eTℎ. The
power model of moduleM0 (mIdM0

) is accepted if the ac-
curacy is within the allowed error eTℎ (see lines 2-5 of Algo-rithm 1). Otherwise, the children modules ofM0 are sortedin a descending order according to their power consump-
tion and an iterative power model identification exploration
starts (see lines 8-20 of Algorithm 1). At each iteration in the
for-loop, the first sub-module in the sorted container list is
popped out and its power model is identified (seemId at line
11 of Algorithm 1). Moreover, the remaining modules in the
container list are identified within a single power model. To
this extent, a bi-partition of the modules is created. We note
that the available resources are split proportionally to the two
partitions. The module identified in isolation is added to the
mIdList list, i.e., the list containing the power models iden-
tified on the modules consuming the majority of the power
in the target design. At line 15, Algorithm 1 checks if the ag-
gregate error of the power models in the mIdList plus the
power model identified for the container modules is lower
than the eTℎ threshold. This approach allows to optimize
the number of the implemented power modules, since the it-
erative algorithm tries to identify a dedicated power model
for the modules than contribute the most to the power con-
sumption, while a single aggregate power model is identified
for the remaining ones. The recursive visit of the target de-
sign terminates either with a set of identified power models
or when the container list is empty and the error is bigger
than the imposed eTℎ threshold.Algorithm 2 describes the power model identification
procedure, i.e., the ComputePwrModel function, employed in
lines 2 of Algorithm 1. Algorithm 2 takes as input a mod-

Algorithm 2 Power model computation for module m.
1: function [modelcur, e] COMPUTEPWRMODEL(m,R)
2: e =MAXERR; modelcur = [ ]; rescur =MAXRES;
3: for i = 1 ∶ size[m.I⃗ m.O⃗] do
4: C =

([m.I⃗ m.O⃗]
i

)

;
5: for j ∈ C do
6: resnew = computePwrMonRes(j);
7: if resnew < R then
8: [modelnew, enew] = linReg(j, m.pwr);
9: etmp = k1 ∗

(enew−e)
e ;

10: restmp = k2 ∗
(rescur−resnew )

rescur
;

11: if restmp − etmp > 0 then
12: e = enew; rescur = resnew;
13: modelcur = modelnew;
14: end if
15: end if
16: end for
17: end for
18: end function

ule of the design (m) and the maximum amount of resources
R that can be employed for its power monitor implementa-
tion and outputs the identified power model (modelcur) andthe associated accuracy error (e). It is important to note
that both HWC and SVC switching activity measurements
are provided to Algorithm 2. It will be the algorithm itself
that will chose the one which maximizes the accuracy of the
identified model.

To obtain a simple formulation, the algorithm identifies
the power model by leveraging the primary inputs and out-
puts of the target module. Moreover, the two nested for-
loops (lines 3 and 5) drives the exploration to favor the power
models that require a small number of probed signals. For
each iteration of the outer for-loop, the statement at line 4
determines the set of all the combinations of i signals. For
each combination j, the inner for-loop (line 5) computes the
power model (modelnew) and the accuracy error (enew) bymeans of a linear regression procedure (see line 8 in Algo-
rithm 2). Moreover, the estimated resource usage (resnew)for the identified power model is computed at line 6.

The identified powermodel (modelnew) becomes the new
candidate if the weighted sum of its marginal increment with
respect to the current candidate model, i.e. modelcur, interms of accuracy (line 9) and resource saving (line 10) is
positive. In such a case, the identified powermodel (modelnew)becomes the current candidate, i.e., modelcur (see lines 11-
14 in Algorithm 2).
We note that the algorithm allows tuning the weight of the
marginal increments in favor of either amore resource-optimized
or a more accuracy-optimized power model by means of two
parameters, i.e., k1 and k2. Without lack of generality, this
work used k1 = 0.9 and k2 = 0.1.
3.2. Profiles of the power monitor building blocks

The proposed power monitoring infrastructure is made
of a reduced set of two highly optimized building blocks,
i.e., the power counter and the power adder, for which we
provide a complete characterization of the resource utiliza-
tion and of the power consumption. The use of a small set of
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Figure 2: Single Variation Count (SVC) counters architecture.
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Figure 3: Hamming Weight Count (HWC) counters architecture.

fully profiled design elements allows to carefully fit the user-
specified constraints during the power model identification
process.

In the rest of this part, we discuss the characterization
of the power counter and of the power adder in terms of re-
source utilization, timing and power consumption. All the
results are extracted from a post-implementation analysis us-
ing Vivado 2018.2 and by targeting the Xilinx Artix7-100
FPGA reference technology. In particular, for each block we
performed a comprehensive design-space exploration with
respect to the temporal resolution of the power monitor and
the width of the considered signals for each block of our
power monitoring infrastructure.

Starting from the collected results, we observed a similar
trend of the overheads across different temporal resolutions.
To this end and without loss of generality, the rest of this
part discusses the results in terms of the overhead variability
due to the width of the probed signal while the temporal res-
olution is fixed to 20us, i.e., the most-aggressive one offered
by our framework. We note that the timing of each building
block exceeds the speed of 200MHz, thus no further discus-
sion on such design metric is reported, since it will never
create any limitation to the design under consideration.
Power counter - For each signal that is part of the iden-
tified power model, we instantiated a power counter mod-
ule that collects the switching activity of the corresponding
physical signal and, periodically, outputs the power contri-
bution as the product between the switching activity and the
coefficient associated with the signal in the identified power
model. Figure 3 and Figure 2 depict the architectures and the
profile of our power counter templates tailored tomonitor the
switching activities of the signal in terms of either Hamming
Weight Count (HWC) or Single Variation Count (SVC).

The two power counters share a similar structure to store

and tomeasure the switching activity. In particular, the accu-
mulated switching activity of the monitored signal is stored
in the FFsa memory, and another dedicated memory ele-
ment is used to store the corresponding power model coeffi-
cient (see coeff in both Figure 3a and Figure 2a). In particu-
lar, the rstsa signal is used to reset the accumulated switching
activity at the beginning of each time period. Moreover, the
proposed power counter architectures sample the monitored
signal once per clock cycle to measure the switching activity
in terms of the signal variations in two consecutive sampled
values (see Sampling block in Figure 3a and Figure 2a). Such
monitoring strategy avoids measuring the glitching activity
to provide a strong upper bound to the number of switches
for each single-bit signal within a single clock cycle, i.e., 1
at the most. However, we note that the power monitor can
still capture the non-negligible power contribution due to the
glitching activity. In particular, the glitches are due to the
particular microarchitecture of the implemented design. To
this end, for each toggle in the monitored signal, the associ-
ated power observed by the power model identification strat-
egy is the one of the actual signal toggle plus the power due
to the related glitching activity, if any.

Themost evident difference between the two power counter
architectures is in the way the switching activity is accumu-
lated, since an arithmetic adder is used in the HWC power
counter, while an OR gate is used in the SVC counter.

For each power counter architecture, Figure 3b and Fig-
ure 2b) report the resource utilization, i.e., flip-flops (FF)
and Look-Up-Tables (LUT), with respect to the width of the
probed signal. Considering the SVC power counter archi-
tecture in Figure 2a, both the number of required FFs and
LUTs is linear with the width of the monitored signal even
if the number of FFs grows faster (see Figure 2b). We note
that while the number of FFs is dominated by the width of
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the signal showing a linear coefficient equal to 1, the num-
ber of LUTs required to perform the SVC computation, i.e.,
the boolean-OR, grows slower. In contrast, the number of
LUTs dominates the resources required to implement the
HWC power counter due to increasing complexity of per-
forming the arithmetic addition as the width of the probed
signal increases. In particular, the number of FFs still grows
linearly with the width of the probed signal and it is compa-
rable with the one required for the SVC power counter. We
note that, given the width of the probed signal, the marginal
difference in the number of required FFs between the two
power counter architectures is due to the memory where the
switching activity is accumulated during the time epoch. As
expected, the power consumption of the two power archi-
tectures slightly grows with the increase of the width of the
probed signal, while theHWCpower counter shows an higher
power consumption than the SVC one due to the additional
design complexity of the arithmetic addition.
Power adder - The power adder is a combinatorial block
that is meant to sum up all the power contributions from the
instantiated power counters to deliver the periodic power es-
timate.

We note that the impact of the power adder in terms of
resource and power overheads is very limited with respect to
the rest of the power monitor architecture. To minimize the
number of dimensions of our design-time exploration with-
out any flexibility loss, each input to the power adder, i.e.,
the power counter output, is 10-bit signal while a 12-bit sig-
nal is used to size the output of the power adder. By trading
the precision and the dynamic range of power measures our
solution can address computing platforms ranging from em-
bedded systems up to High-Performance Computing (HPC)
platforms. Such configuration can be achieved by changing
the unit employing to report the power consumption in the
power traces (see PowerTrace in Figure 1).

When targeting the embedded system domain, the use
of a mW precision to report the power consumption in the
power traces allows each power counter to deliver a probed
power consumption between 0 and 1024mW while the out-
put of the power adder ranges between 0 and 4096mW. In
contrast, the use of a Watt precision to report the power con-
sumption in the power traces allows each power counter to
report a probed power between 1 and 1024W while the out-
put of the power adder can top up to 4096W.

While this paper is focused on the embedded system do-
main, we note that our benchmarks, and in general all state-
of-the-art power monitoring solutions in the area of embed-
ded systems, show that the number of signals employed to
identify the power model is usually lower that 16. Moreover,
the power contribution due to a single power counter prob-
ing a 128-bit physical signal using the HWC power counter,
i.e., the most complex one, is always far below 1W. To this
end we employed the mW precision to report the power con-
sumptionwithin the power traces. Starting from such design-
time configuration, we observed a number of LUTs due to
the power adder that ranges from 32 to 88 when the number
of 10-bit input signals ranges from 2 to 32. Moreover, the

power consumption of the power adder is between 0.4 mW
and 0.5mW moving from 2 to 32 inputs.
3.3. Power Monitor Implementation

Starting from the mathematical formulation of the iden-
tified power model, the PwrMonImpl stage delivers the final
netlist of the target design augmented with the power moni-
tor. In particular, the RTL description of the power monitor,
that is target independent, is added to the netlist of the com-
puting platform and then a last incremental implementation
pass is required to deliver the final implementation netlist.
Such aspect of technology independence is crucial and it is
enabling the use of our methodology in any hardware design
flow.

top
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cnt0 (c0, HWC)
a
b

sum

cnt1 (c1, HWC)

c

e
d

m3

out

m4

cnt2 (c2, SVC)

outpwr

local power model implementation global monitoring implementation 

w0, c0, HWC
w1, c1, HWC
w2, c2, SVC

w0

w1

w2

param T
# signals

#temp resolution

Figure 4: Example of a power monitor that will be added to a
target design.

The powermonitor implementation stage realizes the iden-
tified power model in two steps, moving from the local to
the global power monitor. For each triple of values in the
mathematical formulation of the identified power model, the
local power monitor stage implements a customized power
counter. The power counter is customized in terms of the
width of themonitored signal, the coefficient associated with
the signal, and the type of switching activity and correspond-
ing counter selected for the signal. In contrast, the global
power monitor stage implements a single power adder in the
top module of the target design and connects its inputs with
the output of each implemented power counter. Figure 4 de-
tails the instrumentation of a three-counter power model into
a target design where the top module (top) implements three
sub-modules (m1, m2 and m3). The three power counters spec-
ified in the power model are implemented to monitor the w1,
w2, and w3 signals in the target. For each power counter the
associated coefficient (c0, c1, and c2) and the type of switch-
ing activities are specified in the power model. Last, the
power adder instance (sum) delivers the periodic power es-
timate. We note that, in addition to the width of each probed
signal and the type between either HWC or SVC to account
for the switching activity, the powermonitor implementation
stage makes use of the temporal resolution (see param T in
Figure 4) to correctly size each power counter.
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Table 1
Resource utilization for the considered benchmarks, without
the implementation of any power monitor.

Benchmark DSP LUT FF

fibonacci 0 185 101
crc 0 438 297

aes-Enc 0 491 233
aes-Dec 0 1037 137
expint 2 1361 1334
sqrt 2 2299 1682
qsort 0 2775 1323
fft 78 14974 10776

RISC-V 10 7868 5606
average 10.2 3492 2378.7

4. Results
This section reports the assessment of the proposedmethod-

ology focusing on the accuracy and the resource utilization
of the hardware-level power monitoring infrastructure. The
experimental setup is discussed in Section 4.1, while the ac-
curacy of the power model estimates and the resource uti-
lization results are detailed in Section 4.2. Section 4.3 will
analyze the trend of the design metrics, by varying the tem-
poral resolution of the power estimates.
4.1. Experimental setup

To demonstrate the value and the feasibility of our so-
lution we employed a set of HLS-generated hardware accel-
erators and a complete embedded RISC-V-based system-on-
chip computing platform.
Power monitor generation for the use-case scenarios -
TheBambu open-sourceHLS tool from the Panda project [7]
has been selected to translate eight WCET kernels [3] into
their corresponding Verilog RTL descriptions. Moreover,
we employed the System-on-Chip (SoC) from [9] to further
assess the effectiveness of our solution against complex hand-
coded hardware designs. The SoC features a 32-bit bus-
based architectures and an in-order, five-stage RISC-V CPU
using an Harvard memory architecture. The CPU offers the
hardware support to single-precision floating point as well as
to integer divisions and multiplications. A UART peripheral
and the SoC debugger completes the SoC architecture.

In particular, Table 1 reports the resource utilization of
each considered design in terms of Digital Signal Process-
ing (DSP) tiles, LUTs, and flip-flops (FFs) before the power
monitor instrumentation. For each hardware design, we im-
plemented the methodology presented in Section 3 in five
steps:

1. Vivado 2018.2 has been employed to generate both the
post-synthesis and the post-implementation netlist of
each considered hardware design.

2. The switching activities and the power traces to iden-
tify the power models have been collected from the
post-implementation simulations.

3. Starting from the switching activities, the netlist, the
power traces and the user-imposed constraints, we em-

ployed Matlab-2019a to implement the power model
identification algorithms.

4. The identified powermodel aswell as the post-synthesis
netlist of the corresponding hardware design, have been
fed to the Yosys open-source synthesizer which deliv-
ered the netlist augmented with the power monitor.

5. Vivado 2018.2 post-implementation has been executed
on the netlist generated by Yosys, to deliver the final
design implementation.

The functional validation has been assessed by prototyp-
ing each design on the Digilent Nexys4-DDR board featur-
ing a Xilinx Artix7 XC7A100TCSG324-1 FPGA targeting
a 100MHz implementation frequency. For the RISC-V SoC,
we employed the already available prototyping setup [9]. In
contrast, we developed a novel hardware controller employ-
ing a simple UART-based request-response protocol to in-
terface the HLS-generated designs under test with the host
computer. By means of such architecture for debugging, we
were able to assess the functionality of the hardware accel-
erators instrumented with the power monitors. It is worth
noticing that the operating frequency of the power monitor
exceeds 200MHz, hence the maximum clock speed is lim-
ited by the rest of the computing platform. In fact, the power
monitor is working in parallel to the monitored design, thus
leaving unchanged the original critical path.
Quality metrics - The Root Mean Square Error (RMSE) qual-
ity metric has been employed to measure the accuracy of the
proposed power monitor. In particular, we measure the dis-
tance between each of the n samples of the power estimates
trace (p̂i) and the corresponding power consumption sam-
ple (pi), provided by Xilinx technology libraries (see Equa-
tion (2)).

RMSE =

√

√

√

√

√

Σni=1
(

pi − p̂i
)2

n
=

√

√

√

√

√

Σni=1
(

ei
)2

n
(2)

By employing the formulation in Equation (3), the point-
wise real power consumption (pi) is defined as the addition
between the power estimate (p̂i) and an error (ei). Consid-ering the error as a random variable with Gaussian distribu-
tion, zero-mean and with a � standard-deviation, the RMSE
actually defines the � quantity, i.e., the variability of the
power estimates over the actual power consumption. To this
end, Equation (4) defines the percentage RMSE normalized
to the average power consumption (RMSEnorm) that we useas our quality metric for the accuracy of the power estimates.

pi = p̂i + ei (3)

RMSEnorm[%] =
RMSE
E(p)

× 100 (4)

To demonstrate the effectiveness of the resource constraints,
we discuss different power monitors implemented by fixing
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Table 2
Experimental results for the benchmarks considering three constraints on the use of re-
sources (5%, 10%, 20%) for the power monitoring infrastructure and without any boundary
as in the state-of-the-art. A dashed gray cell means that the cost of the power monitor
exceeds the boundary and it is discarded. The overheads on the use of resources and power
are relative % values expressed over the size of the original unmonitored designs reported
in Table 1.

Unconstrained Constraint 20% Constraint 10% Constraint 5%

Name # # % of used Pwr # # % of used Pwr # # % of used Pwr # # % of used Pwr
HWC SVC LUT FF Ovh HWC SVC LUT FF Ovh HWC SVC LUT FF Ovh HWC SVC LUT FF Ovh

fibonacci 1 2 38.2 20.4 33.5 0 1 16.2 8.3 13.6 - - - - - - - - - -
crc 2 3 33.3 12.8 28.4 0 2 15.3 7.9 13.6 0 1 6.8 3.1 6.1 - - - - -

aes-Enc 1 2 20.2 10.3 17.1 0 2 12.2 7.1 9.6 0 1 6.1 2.9 5.4 - - - - -
aes-Dec 1 3 15.9 9.8 12.7 0 3 12.9 7.1 9.7 0 3 8.7 3.8 7.7 0 1 2.9 1.1 2.3
expint 1 2 8.9 4.8 6.9 1 2 8.9 4.8 6.9 1 2 8.9 4.8 6.9 0 1 3.1 1.7 2.8
sqrt 2 1 8.9 4.9 6.6 2 1 8.9 4.9 6.6 2 1 8.9 4.9 6.6 0 1 1.3 0.4 1.1
qsort 0 1 1.1 0.6 0.8 0 1 1.1 0.6 0.8 0 1 1.1 0.6 0.8 0 1 1.1 0.6 0.8
fft 1 2 0.7 0.5 0.7 1 2 0.7 0.5 0.7 1 2 0.7 0.5 0.7 1 2 0.7 0.5 0.7

RISC-V 19 10 18.4 10.2 15.9 18 10 17.9 9.9 15.2 10 4 9.1 4.1 8.2 4 4 4.6 2.2 4.1
average 3.11 2.9 16.2 8.2 13.6 2.4 2.7 10.1 6.0 7.4 2.1 2.6 5.7 3.6 4.3 1 2 2 1.3 1.9

the maximum Look-Up-Tables (LUT) budget. For each de-
sign, the LUT boundary is specified as a percentage of the
total number of LUTs. We note that the proposed methodol-
ogy allows to constrain any type of resource while we only
discuss the LUT constraint, since the LUTs are the most crit-
ical resources in FPGA designs.
4.2. Accuracy and overhead results
Area and power overheads - For each benchmark design,
Table 2 reports the occupation of the implemented power
monitors considering different constraints for the LUTs and
by assuming a temporal resolution of 20us, i.e., the high-
est our methodology can provide. In particular, we report
results for the unconstrained power monitor (Unconstrained)
and for three LUT-constrained power monitors (Constr-20%,
-10%, -5%). Results demonstrate the effectiveness of our resource-
constrained methodology where all the implemented power
monitors respect the specified resource constraints. As ex-
pected, the use of an aggressive resource constrain on small
designs, i.e., using less than 500 LUTs, prevents the im-
plementation of the power monitor (it is still feasible but
exceeding the user-defined constraints). For example, the
methodology fails to implement the power monitor for some
targets, such as fibonacci, crc and aes-Enc designs when the
powermonitor overhead is limited to 5% (see Constraint-5% re-
sults in Table 2). This is not a drawback of our methodology,
but, on the contrary, it is a proof that our solution ensures a
robust control over the resource overheads due to the power
monitor. The power monitor for small designs can anyway
be implemented simply by relaxing the resource constraint,
as it is evident moving from 5% to 10% and then 20% over-
head, where all the power monitors are implemented for all
the designs. In particular, our investigation confirms that
the smallest single-counter power monitor implementation
requires a minimum of 30 LUTs, thus the target comput-
ing platform must use 600 LUTs at least to allow a power
monitor constrained to 5%. We note that the smallest Xil-
inx Artix7 FPGA, i.e., Artix7-12, features 8000 LUTs thus

confirming that a 600 LUT design is actually a tiny one.
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Figure 5: Accuracy loss of the power estimates with respect to
the power traces extracted in clean room (Vivado 2018.2). Our
policy considers acceptable only the solutions with a RMSEnorm
error below 15.

As expected, the power overhead has a trend aligned to
the resource overhead, hence it is decreasing moving from
the unconstrained implementation to our constrained power
models. The average power overhead is lower than 5% for a
resource constraint of 10% showing an average of 1.9%when
LUTs are constrained to 5%.
Accuracy - For each evaluated design, Figure 5 reports the
accuracy of the implemented power monitors employing the
4 LUT-constraints, i.e., unconstrained, 5%, 10%, and 20%.
The RMSE degrades, i.e., higher values, with the resource
constraint, although it is always lower than 5% on average re-
gardless of the imposed resource constraint. We notice that
the obtained accuracy is aligned with other state of the art
solutions [5, 6] for which it is not possible however to con-
straint the resources, and to select the temporal resolution
during the automatic instrumentation process.

For example, by comparing the unconstrained solution to
the one using a shallow LAT constraints, i.e., Constr-20%, the
average resource saving is 37.3%while the averageRMSEnormdegradation is limited to 0.4%. As expected, the benefit in-
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creases with the severity of the imposed LUT-constraint, i.e.
a negligible accuracy loss allows to sensibly drop down the
used LUTs.
4.3. Exploring different time resolutions

To provide a wider evaluation of our methodology, this
section discusses the trend of the considered design met-
rics by varying the temporal resolution of the power esti-
mates. In particular, we analyze area, i.e., LUTs and FFs
(see Figure 6a and 6b), and power overheads (see Figure 6c)
as well as the accuracy loss by considering different tempo-
ral resolutions, i.e., 20us, 100us, 200us, 300us, 400us, and
500us (see Figure 6d). We note that the investigated tempo-
ral resolutions are aligned with the ones employed in state-
of-the-art solutions to optimize the energy-performance trade-
off in single- [13] and multi- [12] cores.

By lowering the temporal resolution, we observe amarginal
increase for both the resource utilization and the power over-
head. Such increase is due to the need to store more statis-
tics, i.e., for a longer time period, related to the switching
activity of the probed signals in the circuit. In particular,
more FFs and LUTs are required to perform larger multipli-
cations and additions to deliver the power estimates. How-
ever, considering each implemented power monitor, the area
and power overhead increase is always lower than 5% across
the entire range of the analyzed temporal resolutions.

In contrast, the accuracy of the power estimates improves
by lowering the temporal resolution of the powermonitor (see
Figure 6d). Lower temporal resolutions act as smoothing
factors for the power spikes that are the primary cause of the
accuracy loss. In particular, the power consumption trace
appears more regular at lower temporal resolutions, thus al-
lowing the power monitor to better track it.

5. Conclusions
This paper presented a methodology to automatically in-

strument a resource-constrained power monitor into generic
hardware designs. Results have been validated considering
bothHLS-generated hardware accelerators aswell as a RISC-
V based SoC across a wide set of temporal resolutions rang-
ing from 20us to 500us.

Depending on the imposed user-defined constraints and
with respect to the unconstrained power monitoring state-
of-the-art solutions, our methodology shows a resource sav-
ing between 37.3% and 81%while the maximum average ac-
curacy loss stays within 5%, i.e., using the aggressive 20us
temporal resolution. However, by varying the temporal res-
olution closer to the value proposed in the state of the art,
i.e. in the range of hundreds of microseconds, the average
accuracy loss of our power monitors is lower than 1% with
almost the same overheads.

In summary, our methodology allows to optimize the
time-to-market by allowing the automatic integration of a
power monitor into a target design, while allowing to flexi-
bly trade between the accuracy of the estimate and the over-
heads.
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Figure 6: Design Space Exploration by varying the time resolution of the implemented power monitor. The picture reports the
trend of the average values.
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